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Abstract. The area of graph mining bears great importance when deal-
ing with semi-structured data such as XML, text and chemical and ge-
netic data. One of the main challenges of this field is that out of many
resulting frequent subgraphs it is hard to find interesting ones. We pro-
pose a novel algorithm that finds subgraphs of limited diameter and high
symmetry. These subgraphs represent the more structurally interesting
patterns in the database. Our approach also allows to decrease process-
ing time drastically by employing the tree decomposition structure of
database graphs during the discovery process.
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1 Introduction

Graph is an intuitive representation format for many types of data, such as
communication networks, social networks, chemical molecules, protein interac-
tion maps, ecological food webs etc. The field of graph mining is rapidly growing
area that is applied extensively in bio-informatics, chemical analysis, network
analysis, XML indexing and other fields. General graph mining algorithms can
be divided into two types. Algorithms of first type employ the Apriori principle
of constructing candidate graph patterns from smaller frequent patterns stage
by stage and then verifying them by computing support of each pattern. First al-
gorithms of this type suggested were AGM [IWM1] and [KK1]. The second type
of algorithms uses a principle of a depth-first traversal of the search space while
skipping candidate generation phase in favor of growing patterns in-place. The
first algorithm to do so was gSpan [YH1]; closed patterns optimization method of
[YH2], list of embeddings methods [BMB1] and pattern automorphism optimiza-
tion method [JK1] were proposed later. Graph mining algorithms that search for
specific types of patterns include tree mining algorithms [Z1],[CYM1],[RK1] and
generalized trees [LLZZ1].

The number of frequent subgraphs in the graph database can be exponential
in the size of the database and therefore the problem of graph mining lies in
PSPACE. Moreover, it often turns out that for high support values too few fre-
quent patterns exist, while for lower support values it is hard to determine which
pattern deserves special attention. Several papers (see [WZWWS1,ZYHY1]) deal



with mining graphs with constraints, but they do not utilize the symmetry and
diameter constraints in the way it is utilized in the current paper. In this work
we focus on patterns that on one hand are general enough (i.e. we do not limit
ourselves to trees or cliques or otherwise) and on other hand, are structurally
interesting. We seek patterns that have symmetry high enough (many automor-
phisms) and diameter low enough (largest of the shortest paths between two
vertices in a pattern). For example, two atoms in a molecule have a non-trivial
interaction only if they are not located too remotely one from another, and a
group of people within social network is more interesting if the people interact
with each other in a non-trivial fashion rather than when they always interact
through a common acquaintance. The importance of mining symmetric graphs
in social networks is discussed for example in [MSA1], there they claim: ”We con-
sider the size and structure of the automorphism groups of a variety of empirical
real-world networks and find that, in contrast to classical random graph models,
many real-world networks are richly symmetric”. Authors of [XWWXW1] show
that symmetric subgraphs are shown meaningful in understanding function and
mechanism of world trading system.

In this paper we propose an algorithm for mining graphs with constrains
on diameter and symmetry. Our algorithm can be used as an extension for any
unconstrained graph mining algorithm, such as [YH1,JK1]. The approach we
propose relies on preprocessing graphs in the database by constructing their
tree decomposition [RS1], a structure that gives great insight into various graph
properties, including its symmetry and diameter. Precision of preprocessing de-
pends on the choice of tree decomposition algorithm [B2,B1,BLW1], which can
be either exact or approximate. After the initial stage, we cut down the search
space used for producing candidate graph patterns by estimating their diameter
and symmetry. As a result, we are able to generate all suitable frequent graph
patterns in a fraction of time required for full generation.

This paper is organized as follows. Section 2 describes definitions and proofs
of tree decomposition properties we use. Section 3 contains the algorithm for
mining frequent graph patterns with constraints on symmetry and diameter,
proof of algorithm’s correctness and discussion on complexity. Section 4 describes
results of experimental evaluation.

2 Definitions

2.1 General definitions

In this paper, we deal with undirected labeled graphs (for unlabeled graphs,
we assume all labels equal). In a graph G = (V,E), V denotes the node set,
E ⊆ V × V denotes the edge set and each node v ∈ V has a label l(v). Given
two vertices u, v ∈ V , a simple path between u and v is an alternating sequence
of nodes and edges v0 := v, e0, v1, e1, ..., en−1, vn := u where ei = (vi, vi+1) are
edges in G and no vi appears in this sequence more than once. A path between
u and v is also called a (u, v)-path. The length of a path in the number of edges
in it, and the shortest path between u and v is the path between u and v of the



smallest length. Diameter d(G) of a graph G is a maximum length of a shortest
(u, v)-path over all pairs u, v ∈ V .

For two graphs G1 = (V1, E1) and G2 = (V2, E2), a mapping φ : V1 → V2 is
called an isomorphism if it is one-to-one and onto and preserves the adjacency
relation, i.e. (v, u) ∈ E1 ⇐⇒ (φ(v), φ(u)) ∈ E2. An isomorphism of a graph onto
itself is called an automorphism. Set of all automorphisms of a given graph forms
a group under the operation of composition, called the automorphism group of a
graph and is denoted Aut(G). Size of automorphism group is denoted |Aut(G)|
and is bounded by |V |!; equality is achieved when Aut(G) is symmetric group on
|V | elements. We measure the symmetry s(G) of graph G by the closeness of the
size of its automorphism group to the size of symmetric group S|V | as follows.

s(G) :=
|Aut(G)|

|S|V ||
=

|Aut(G)|

|V |!
.

A graph G1 = (V1, E1) is called a subgraph of G2 = (V2, E2), denoted G1 ⊆ G2,
if there exists a one-to-one mapping µ : V1 → V2 that preserves edges, i.t.
(v, u) ∈ E1 implies (µ(v), µ(u)) ∈ E2.

In our setting, graph database is a set of transactions D := {G1, ..., Gn}, and
we are given a user-supplied support threshold supp ∈ N. A subgraph g is called
frequent if count of its appearances in D as a subgraph is at least supp. Count of
a graph must satisfy the downward closure property : for all subgraphs g1, g2 of
any database graph G such that g1 ⊆ g2 we always have count(g1) ≥ count(g2).

We are also given user-defined symmetry bound symm and maximal diameter
diam. Our goal is to find

all frequent subgraphs of D with symmetry ≥ symm and diameter ≤ diam.

2.2 Tree decomposition of a graph

Let G = (V,E) be an undirected graph and let VT = {V1, ..., Vn} be subsets of
V covering V , i.e.

⋃
i Vi = V (note that subsets may intersect).

Definition 1. VT is called a tree decomposition if there exists a tree T = (VT , ET )
where

1. If u ∈ Vi ∩ Vj for some i, j, then all nodes of T on the (unique) path from
Vi to Vj contain u as well.

2. For every edge (u, v) ∈ E there exists 1 ≤ i ≤ n s.t. u, v ∈ Vi.

For a given graph, several tree decompositions may exist, for instance, a trivial
tree decomposition with n = 1, V1 = V and ET = ∅ always exists. The width
of a tree decomposition is maxi=1,...,n(|Vi| − 1). The tree width of a graph is
minimal width of its tree decompositions; in this case a tree decomposition is
called minimal. Figure 1 shows two tree decompositions of the same graph: the
first one is not minimal and the second one is.

The concept of tree width was first introduced in [RS1]. Since tree width of
a clique of size n is n − 1, the tree width is bounded by the size of a largest
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Fig. 1. Tree decompositions of a graph.

clique in a graph. The general problem of determining the tree width of a graph
and constructing its tree decomposition is NP-hard. For graphs with tree width
bounded by a constant, many problems that are otherwise NP-hard have an
efficient solution. Families of graphs with bounded tree width include the cac-
tus graphs, pseudoforests, series-parallel graphs, outerplanar graphs, and Halin
graphs.

2.3 Properties of tree decompositions

Given a tree decomposition T = (VT , ET ) of a graph G = (V,E), we can deduce
some properties of G related to its diameter and symmetry. One should note that
graph’s diameter and symmetry are connected in the sense that a graph with
lower diameter will have higher symmetry, although this dependency is far from
trivial. For example, a graph will have symmetry 1 if and only if its diameter is
1, i.e. the graph is a complete graph. From now on, we always assume that the
graph G we study is connected. Let g = (Vg, Eg) be a connected subgraph of G.

Definition 2 (cover subtree). Let Tg = (VgT , EgT ) be a minimal subtree of
T whose nodes cover Vg and contain all edges in Eg.

Minimality of a subtree is inclusion-minimality of a subtree node set. The notion
of cover subtree is well-defined because g is connected and thus the subgraph of
T induced by Vg is a subtree of T . Figure 2 shows an example of a graph, its
subgraph and minimal tree decomposition and the corresponding cover subtree.
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Fig. 2. Cover subtree.

Property 1. Let g = (Vg, Eg) be a subgraph of a graph G = (V,E) with a tree
decomposition T = (VT , ET ). Then d(g) ≥ d(Tg).

Proof. Follows from definition of an cover subtree and tree decomposition: every
edge of g is contained within some node of Tg. �

Naturally, the closer T to a minimal tree decomposition, the better the esti-
mate of Property 1 will be. If g is an induced subgraph of G and T is minimal
tree decomposition, we would have d(g) = d(Tg) because every intersection of g
and a node of T is a clique.

Let us first define and prove a useful bound on the symmetry of a graph
given its tree decomposition. We define labeling functions on nodes and edges of
T :

lV : VT → N where l(v) = |v| and lE : ET → N where l(u, v) = |v ∩ u|.

Labeled automorphisms of T are automorphisms that preserve both label func-
tions defined above. The labeled automorphism group of T is denoted LAut(T ).
Let us define a bound on symmetry of g.

Definition 3 (symmetry bound). Let T be a tree decomposition of a graph
G = (V,E) and let g = (Vg, Eg) be a subgraph of G. Let Tg = (VgT , EgT ) be a
cover tree of g in T . A symmetry bound of g in T is:

σ(g, Tg) := |LAut(Tg)| × Πv∈VgT
|(v \ Eg) ∩ Vg|! × Πe∈EgT

|e|!

Property 2. s(g) ≤ σ(Tg)/|g|!

Proof. Every automorphism φ of g induces a labeled automorphism λ of Tg,
since replacing each subset U ⊆ V with φ(U) preserves the structure of a tree



decomposition. An edge of Tg must be mapped to an edge by λ, and node to a
node. An edge e of Tg as a set admits at most |e|! permutations when λ is identity,
and a node v admits at most |v \Eg|! permutations. Therefore, |Aut(g)| ≤ σ(Tg)
and the estimate follows. �

Property 3. σ(g, Tg)/|g|! is monotonically non-increasing w.r.t adding edges and
nodes to g.

Proof. Note that adding an edge to g does not change σ(g, Tg). If adding a
node x to g gives us a graph g′ with Tg′ = Tg, it means that x ∈ v ∈ Tg

and σ(g′, Tg) = σ(g, Tg) × (|v| + 1). Since |v| + 1 ≤ |g| + 1 = |g′|, we have
σ(g′, Tg)/(|g| + 1)! ≤ σ(g, Tg)/|g|!. If Tg′ 6= Tg, Tg′ contains exactly one node,
say u, that is not in Tg. Then u \ Eg′ = {x}. Adding a node to Tg can increase
|LAut(Tg)| by a factor of at most |g| + 1, since x can be mapped to at most
|g′| = |g| + 1 vertices of g′. Then we have σ(g′, Tg)/(|g| + 1)! ≤ σ(g, Tg) × (|g| +
1) ∗ 1/|g|! × (|g| + 1) ≤ σ(g, Tg)/|g|! as required. �

Based on the above two properties, we can significantly cut the search space
for frequent subgraphs (induced or not) with required symmetry and diame-
ter. We choose the pattern growth approach of gSpan [YH1] in our description
and experiments, but one can use any other general graph mining algorithm in-
stead. Search space reduction is then performed at each step of pattern growing
by observing the parameters of pre-computed tree decompositions of database
transactions. In general, one does not need to compute minimal tree decompo-
sition and may settle for an easily computable but not optimal decomposition
instead; this consideration should be made especially when the database is a sin-
gle large graph. If, however, database consists of multitude of small transactions,
it may be better to compute exact tree decomposition since it will decrease the
number of generated candidates significantly.

3 Diameter and symmetry mining algorithm

In this section, we present algorithm for mining frequent subgraphs with sym-
metry and diameter constraints. The search can take advantage of any tree
decomposition, and is most efficient when the decomposition is minimal.

For Algorithm 1 to produce frequent subgraphs, we need to define the ex-
tension function of a frequent graph pattern appropriately. As a basis, we may
use any function that builds next generation of frequent subgraphs by extending
frequent subgraphs by adding some edges and/or nodes (for example, minimal
DFS extension used in gSpan [YH1]). To determine which extensions are le-
gal, we need to take into account the (minimal) tree decomposition structure of
database transaction where the extension takes place. Function Extend() (see
Algorithm 2) enlarges a frequent subgraph as long as its optimistic diameter
and symmetry estimates are within the required boundaries for every database
transaction. If candidate diameter and symmetry do not meet these estimates for
some transaction, the candidate is immediately removed from the set. Since the
estimate is based on cover subtree Tg of T for g, Extend() may produce frequent



Algorithm 1 DS-search.

Input: Graph database D = {G1, ..., Gn}.
Support threshold supp ∈ N.
Maximal diameter diam.
Minimal symmetry symm.

Output: Frequent subgraphs with diameter ≤ diam and symmetry ≥ symm.

1. i← 0;
2. Preprocessing:

(a) F0 ←frequent nodes in D.
(b) Remove all non-frequent nodes from D.
(c) Build tree decomposition Ti for each transaction Gi.

3. While Fi 6= ∅ do:
(a) Fi+1 ← ∅;
(b) For each subgraph f ∈ Fi set Fi+1 ← Fi+1∪Extend(gi, D, diam, symm, supp).
(c) i← i + 1;
(d) go to step 3.

4. Leave in ∪Fi all subgraphs of symmetry ≥ symm and diameter ≤ diam only;
5. Output ∪Fi;

Algorithm 2 Extend(f,D,diam, symm, supp)

Input: Frequent subgraph f of size k.
Graph database D = {G1, ..., Gn}.
Maximal diameter diam and minimal symmetry symm.
DFS-extend() function.
Support threshold supp ∈ N.

Output: frequent extensions of f .

1. Extensions←DFS-extend(f, supp)
2. For each h ∈ Extensions do:

(a) For each subgraph hi ⊂ Gi isomorphic to h do:
i. Let T i be tree decomposition of Gi.

ii. If d(T i
hi

) > diam or
σ(hi,T i

hi
)

|Vhi
|!
≤ symm, remove h from Extensions.

3. Return Extensions.

subgraphs with larger than needed diameter and smaller than needed symmetry.
However, these subgraphs are required in order to find all frequent subgraphs we
seek - a small-diameter subgraph can be a supergraph of a subgraph with larger
diameter, and a subgraph with high symmetry can be a supergraph of a sub-
graph with low symmetry. Figure 3 shows how the subgraph extension is done.
At first step, g is transformed into g′ by adding a node and two edges. Since
cover subtree stays the same, so are the estimates for subgraph’s diameter and
symmetry. At the second step, g′′ is formed by adding a node and an edge and
the corresponding intersection subtree now consists of two nodes. Now diameter
estimate increases and symmetry estimate decreases.
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3.1 Correctness proof

In this section we prove that every frequent subgraph g of G with symmetry
≥ symm and diameter ≤ diam is produced DS-search algorithm (completeness).
If completeness is proved, then step 4 of DS-search algorithm ensures that the
algorithm is sound, i.e. no frequent subgraph with too big diameter or not enough
symmetry appears in the output.

Claim. DS-search algorithm is complete.

Proof. Let g be the smallest frequent subgraph of G with symmetry s(g) ≥
symm and diameter d(g) ≥ diam not found by the algorithm. Let T i be a tree
decomposition of a transaction Gi ⊃ g and let e ∈ g be an edge such that graph
g \ e is connected (e always exists as g is connected). Then d(T i

g\e
) ≤ d(T i

g)

because T i
g\e

⊆ T i
g. By Property 3 we have σ(g \ e, T i

g\e
) ≥ σ(g, T i

g) ≥ symm.

Therefore, g \ e was found by the algorithm and thus g is kept in Extensions of
g \ e in step 2(a)ii of the Extend() function. �

3.2 Complexity

The graph mining problem in general lies in PSPACE, and so does its limitation
w.r.t diameter and symmetry (take, for instance, the case when all database
transactions are complete unlabeled graphs where the search space cannot be
successfully decreased by any means). The problem of computing minimal tree
decomposition of a graph is NP-hard (see, e.g., [AP1]). However, this task needs



to be performed only once and can be done off-line. If one is willing to sacrifice
some of the search space reduction, it is enough to compute some tree decom-
position, not necessarily the minimal one. Our method is suitable for the case
of transactional graph database rather than for the case of a single large graph
dataset (real-life molecular datasets are of this form). When minimal tree de-
composition of database transactions is available, some tasks become trivial. For
instance, finding all maximal frequent subgraphs of minimal diameter and max-
imal symmetry (i.e., maximal cliques) can be done by simply counting the nodes
of minimal tree decompositions of database transactions. Computing Tg, given
a subgraph g and tree decomposition T , is linear in the size of g, and both d(Tg)
and σ(g, Tg) can be computed during the computation. Labeled automorphisms
of a tree are easy to compute, for example by using linear-time and linear-space
method of [DIR1].

4 Experimental evaluation

DS-search algorithm was implemented in C and used gSpan optimization suit-
able for molecular mining developed by K. Jahn and S. Kramer described in
[JK1,JK2] as an underlying graph mining algorithm. Exact tree decompositions
of graph transactions were computed off-line with LibTW Java software pack-
age [LibTW]. The algorithm was tested on a machine with Intel Xeon 2.60GHz
CPU and 3Gb of main memory running Linux OS. We have run the optimized
graph mining algorithm of [JK1] without symmetry and diameter constraints
for running time comparison. Two different types of databases were tested. The
first two sets contain molecular data from the Predictive Toxicology Evalua-
tion Challenge [SKB1]. These sets consists of labeled graphs and contain 300+
transactions with each transaction containing tens of nodes. The next two sets
are synthetic graph databases from VFLib graph matching library. Each dataset
contains 100 unlabeled graphs. The si4 m2D database contains 2-dimensional
meshes and the si4 r001 database contains Erdös-Renyi graphs.

In charts, X axis denotes support in % while the Y axis denotes time that
took the algorithm to produce all frequent subgraphs for given support value,
in seconds. We use log-scale for the Y axis in order to show the difference in
small running times better. We have tested DS-search algorithm with maximal
diameter constraint set to 1, 3 and 5 in each case (denoted D = 1, 3, 5), and
minimum symmetry constraint 0.1, 0.01, 0.001 (denoted S = 0.1, 0.01, 0.001)
separately. All series in charts denotes results of algorithm run without diameter
and symmetry constraints. In some cases, especially when testing symmetry
constraints, results for different symmetry values are very close (within 0.01 sec)
and therefore several series appear on a chart as a single line.

Figures 4 and 5 show how DS-search algorithm performs when diameter or
symmetry constraints are set for first Predictive Toxicology Evaluation Challenge
molecular database, denoted ntp1. Figures 6 and 7 performance of DS-search
for the second Predictive Toxicology Evaluation Challenge molecular database
we have used, denoted ntp2. Results testing DS-search on si4 m2D synthetic



Fig. 4. PTDB 1: symmetry constraints. Fig. 5. PTDB 1: diameter constraints.

Fig. 6. PTDB 2: symmetry constraints. Fig. 7. PTDB 2: diameter constraints.

database are shown in Figures 8 and 9, and results of testing DS-search on
si4 r001 database are shown in Figures 10 and 11. Results demonstrate that

Fig. 8. 2D meshes: symmetry constraints. Fig. 9. 2D meshes: diameter constraints.

using tree decomposition-based estimate method allows to produce frequent sub-
graphs with required diameter or symmetry much faster.

5 Conclusions

In this paper we presented DS-search algorithm for mining frequent subgraphs
of limited diameter and symmetry. Our algorithm can use various graph mining
algorithms as a basis, thus taking advantage of any optimizations suggested in
the field of unconstrained data mining. DS-search relies on two things: off-line



Fig. 10. Erdös-Renyi graphs: symmetry
constraints.

Fig. 11. Erdös-Renyi graphs: diameter con-
straints.

database preprocessing that constructs tree decomposition for every database
transaction and search space reduction performed at run-time. Space reduction
depends on the nature of tree decomposition: if minimal tree decomposition is
chosen, one would spend more time on preprocessing but produce less candidate
patterns while approximate tree decomposition will save preprocessing time and
give us less efficient search space reduction. We have evaluated our algorithms
on two types of databases, real-life molecular data and synthetic graph data and
have shown that DS-search algorithm produces frequent subgraphs of required
symmetry and diameter much faster than the underlying general approach.
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