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Introduction 

PhD Student Research Track chaired by Oded Margalit 

The CSCML-2017 had a doctoral session where we invited PhD researchers in the 
relevant fields (Cyber Security Cryptography & Machine Learning) to propose short 
talks about their researches. 

The idea was to give the students a stage to present their research and get feedback. 

We've accepted 12 papers: from hard-core machine learning for cyber security, like 
"Temporal anomaly detection: calibrating the surprise" via cryptography, like "Secure 
Self-Stabilizing Computation" till the interesting lessons learnt from the physical world 
(Nano robots): "Energy Harvesting Nano Technology for Cancer Detection and 
Treatment". One of the speakers ("Zero-effort Two-factor Authentication using Audio 
Signals") could not make it, so he sent a video of their talk. 

We had submissions from the US (Harvard), Europe (Aalto University at Finland) and 
Israel: Bar Ilan University, Shamoon College of Engineering and, of course, Ben-
Gurion University of the Negev. 

In the session that took place over several hours we heard the talks and had some 
discussions on the topics. 

Looking forward to CSCML 2018. 

Regards, 

Dr. Oded Margalit, IBM Cyber Security Center of Excellence (CCoE) 

PhD Student Research Track Chair 

https://www.youtube.com/watch?v=_elSr5VYB7s


Temporal anomaly detection: calibrating the surprise?

Eyal Gutflaish1??, Aryeh Kontorovich1, Sivan Sabato1, Ofer Biller2, and Oded Sofer2

1 Ben-Gurion University of the Negev, Beer-Sheva 8410501, Israel
2 IBM Security Division, Israel

Abstract. We propose a hybrid approach to temporal anomaly detection in user-
database access data — or more generally, any kind of subject-object co-occurrence
data. Our methodology allows identifying anomalies based on a single stationary
model, instead of requiring a full temporal one, which would be prohibitive in
our setting. We learn our low-rank stationary model from the high-dimensional
training data, and then fit a regression model for predicting the expected likelihood
score of normal access patterns in the future. The disparity between the predicted
and the observed likelihood scores is used to assess the “surprise”. This approach
enables calibration of the anomaly score so that time-varying normal behavior
patterns are not considered anomalous. We provide a detailed description of the
algorithm, including a convergence analysis, and report encouraging empirical
results. One of the datasets we tested is new for the public domain. It consists of
two months’ worth of database access records from a live system. This dataset
will be made publicly available.
An extended version of this submission is available at https://arxiv.org/
abs/1705.10085.

Keywords: Anomaly detection, time sequences, database security
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?? Contact author. email: eyalgut@post.bgu.ac.il, tel: +972-54-6343640
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1 Introduction

Consider a security analyst examining user access logs of a large database system. A
blatant security breach might involve a user with insufficient clearance attempting to
access a restricted database table. However, there could be more subtle indicators of
suspicious activity, such as users accessing database tables that are atypical of their past
behavioral pattern, or at unusual times. Moreover, in a distributed attack, perhaps no
single user has done anything particularly out of the ordinary, but the general pattern of
access to different database tables is atypical in terms of frequency, time of day, etc. Our
goal in this work is to develop an anomaly detection method which allows identifying
distributed attacks. Such attacks cannot be characterized by a single suspicious access
event — the latter can be handled by more direct means, such as a permission system;
instead, they are characterized by system-wide suspicious access patterns. Thus, our
goal is to detect anomalous time intervals, i.e. segments of activity that contain atypical
behavior. Our approach consists of two orthogonal components: (1) fitting a generative
model to the data and (2) assigning an anomaly score to new time segments based
on the model we learned. Our main methodological innovation is in step (2). Here,
the likelihood assigned to an observed behavior pattern, based on the fitted model, is
converted into an anomaly score. We propose to learn the expected likelihood score from
the training data, as an independent regression problem, and then to use the disparity
between the predicted and observed likelihood scores as a measure of surprise. Thus, we
compensate for characteristic discrepancies between the learned model and the observed
behavior at certain times. For instance, it is expected that the activity will be different
during different hours of the day. However, learning separate models for each possible
activity type is prohibitive, for both statistical and computational reasons. Our approach
enables us to learn a single model, yet adapt the anomaly score to time-varying normal
behavior patterns.

2 Our approach

To detect anomalous access patterns, we begin by defining a probabilistic model for
normal access patterns. Our approach is based on learning a baseline low-rank stationary
model, and then modeling the deviation of the temporal model from the stationary one.
This approach enables learning and detection using a feasible number of parameters.
Denote the number of different users by n and the number of different objects by
m. We assume that the data is provided as a sequence of consecutive time intervals,
where for each time interval t an access matrix Bt ∈ {0, 1}n×m is provided, where
Bt(i, j) = I[user i accessed object j]. The length of a time interval is an application-
specific parameter. The goal of the algorithm is to assign an anomaly score to each
new access matrix Bt which is observed after the training phase. We posit a single
baseline matrix π̄ ∈ [0, 1]n×m, which approximates a stationary (time-independent)
distribution. This matrix can be thought of as a rough approximation of a time-dependent
model πt for all time intervals t. It induces the following distribution on observation
matrices: any possible observation matrix G ∈ {0, 1}n×m is assigned a probability of
P[Bt = G] = Pπ̄[Bt = G]. This model is similar to the one proposed in [2] for a non-
temporal variant of matrix completion from probabilistic binary observations. We take



the standard approach of assuming that π̄ is low-rank, motivated by the intuition that the
relevance of a user to an object can be explained by a small number of latent factors (see,
e.g., [4, 6, 7]). Having obtained an approximation π̂ to π̄ based on the training set, we can
calculate the log-likelihood of an observation matrix G at time interval t, as induced by
the parameters π̂: LL(G, π̂) := logPπ̂[G]. At this point, one might consider assigning
time interval t an anomaly score based on the value LL(Bt, π̂), where Bt is the actual
matrix observed at time t: a lower log-likelihood value would indicate a higher anomaly
level. However, this does not account for expected variations between time intervals.
Therefore, we propose a different approach — to model the expected log-likelihood in
terms of properties of the time interval t. We train a predictor in order to estimate the
expected value of LL(Bt, π̂). Each time-interval t is represented by a vector vt ∈ Rd of
d time-dependent real-valued features, such as time-of-day, day-of-weak, day-of-month,
auto-regressive features (such as the log-likelihood in a previous interval) and possibly
application-specific features (such as a binary indicator major-version-delivery). Using
these time dependent features, we fit a linear regression model vt 7→ 〈ŵ, vt〉 parametrized
by ŵ ∈ Rd, where LL(Bt, π̂) ≈ 〈ŵ, vt〉 on the training set.We then define the anomaly
score of a new observed time interval t by Deviation(π̂, Bt, t) := |LL(Bt, π̂)−〈ŵ, vt〉|.
This approach enables identifying anomalous behavior, while avoiding many of the false-
alarms resulting from normal differences between time intervals.

3 Experiments

We tested our algorithm on several datasets. The first dataset, TDA (which will be made
publicly available), depicts accesses of users to a database in one-hour intervals over a
two-month period. Here, each object is a database table. The other two datasets are the
movie-rating datasets NetFlix [1, 5] and MovieLens [3]. The rating time stamps were
used to generate the aggregated time-interval matrices. Here the objects are movies, and
an access occurs when a user rates a movie. None of the available datasets contained
known anomalous accesses. Thus, to evaluate the success of our algorithm, we injected
anomalous behavior into random intervals, as explained below, and checked the percentile
of the anomaly score of the anomalous interval, compared to the score of other intervals
in the test data. A perfect result for the anomalous interval would be the maximal
percentile of 100%. The results of our algorithm are compared to a baseline algorithm,
which uses an anomaly score based only on the deviation from the mean log-likelihood
in the regression training set, without adjusting for temporal differences using regression.
This algorithm is labeled MEAN in the plots. Table 1 specifies the dataset parameters.

First, we plot, for each dataset, the true log-likelihood of each test interval against
the predicted log-likelihood based on the learned regressor ŵ. A straight diagonal line
would indicate a perfect prediction. We observe that the regression-based prediction is
quite successful for these datasets, indicating that the use of a linear regressor here is
reasonable. The plots and the correlation coefficients (ρ) are provided in Figure 1 (top).

Second, we report an experiment in which an anomalous interval was simulated by
adding random accesses to a random test interval: Each bit in the interval’s access matrix
was changed to 1 with an independent probability of ε > 0. The average anomaly score
percentile of our algorithm and MEAN, over a 100 random experiments, against the



value of log10(ε), are plotted in Figure 1 (Bottom). The regression model improved the
identification of the anomaly in a wide range of noise levels.

Lastly, we simulated a behavior which is normal at one time, but possibly anomalous
at a different time: two random intervals t1 and t2 were selected from the test set, and we
set Bt1 ← Bt2 . We repeated this experiment 100 times. We list the percent of changed
intervals that were identified in the 95% anomaly percentile or above (for each dataset,
the result of MEAN is followed by the result of our predictor): TDA: 7%, 43%; Netflix:
2%, 31%; Movielens: 6%, 13%. Indeed, our algorithm identifies a significant proportion
of the intervals as anomalous, while the baseline algorithm does not. Note that we do not
expect a 100% success here: if t1 and t2 happen to have a similar pattern, e.g., they are
at the same hour of the day, the new Bt1 should not be considered anomalous.

Dataset Interval intervals users × objects |S1| |S2| test-set users × objects
length in dataset size in π̂

TDA 1 hour 1488 4702× 11654 168 672 648 2977× 5476
Netflix 1 day 1567 168637× 13176 272 967 328 6390× 3840

Movielens 1 day 1822 29120× 24401 228 809 785 7121× 12331

Table 1. Properties of the tested datasets

Fig. 1. Top: True vs. predicted log-likelihood on the test set (in arbitrary units). Left to right:
TDA (ρ = 0.9861), Netflix (ρ = 0.9816), Movielens (ρ = 0.9722). Bottom: Anomaly score
percentiles in the random access experiment, as a function of log10(ε). Dashed: MEAN, solid: our
algorithm.
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Abstract	of	the	paper:	
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Oblivious Neural Network Predictions via
MiniONN transformations

Jian Liu, Mika Juuti, Yao Lu, N. Asokan

Aalto University
{jian.liu, mika.juuti, yao.lu, n.asokan}@aalto.fi

1 Introduction

Supervised machine learning is extensively used in many application domains
and it has a common two-phase paradigm: (1) a training phase in which a model
is trained from some training data, and (2) a prediction phase in which the
trained model is used to predict categories (classification) or continuous val-
ues (regression) given some input data. Recently, a particular machine learning
framework, neural networks (sometimes referred to as deep learning), has gained
much popularity due to its record-breaking performance in many tasks.

Machine learning as a service (MLaaS) is a new service paradigm that uses
cloud infrastructures to train models and offer online prediction services to
clients. While cloud-based prediction services have clear benefits, they put clients’
privacy at risk because the input data that clients submit to the cloud service
may contain sensitive information. A naive solution is to have clients download
the model and run the prediction phase on client-side. However, this solution has
several drawbacks: (1) it becomes more difficult for service providers to update
their models; (2) the trained model may constitute a competitive advantage and
thus requires confidentiality; (3) for security applications (e.g., spam or mal-
ware detection services), an adversary can use the model as an oracle to develop
strategies for evading detection; and (4) if the training data contains sensitive
information (such as patient records from a hospital) revealing the model may
compromise privacy of the training data or even violate regulations like the
Health Insurance Portability and Accountability Act of 1996 (HIPAA).

A natural question to ask is, given a model, whether is it possible to make it
oblivious: it can compute predictions in such a way that the server learns noth-
ing about clients’ input, and clients learn nothing about the model except the
prediction results. In this paper, we present MiniONN1 (pronounced minion), a
practical ONN transformation technique to convert any given neural network
model (trained with commonly used operations) to an ONN. We design oblivi-
ous protocols for operations routinely used by neural network designers: linear
transformations, popular activation functions and pooling operations. In particu-
lar, we use polynomial splines to approximate nonlinear functions (e.g., sigmoid
and tanh) with negligible loss in prediction accuracy. None of our protocols re-
quire any changes to the training phase of the model being transformed. We

1 The full version can be found in https://eprint.iacr.org/2017/452.pdf.

https://eprint.iacr.org/2017/452.pdf


only use lightweight cryptographic primitives such as secret sharing and garbled
circuits in online prediction phase. We also introduce an offline precomputation
phase to perform request-independent operations using additively homomorphic
encryption together with the SIMD batch processing technique.

2 MiniONN Overview

We explain the basic idea of MiniONN by transforming a toy neural network of
the form:

z := W ′ · f(W · x+ b) + b ′ (1)

x =

[
x1
x2

]
, W =

[
w1,1 w1,2

w2,1 w2,2

]
, b =

[
b1

b2

]
, W ′ =

[
w ′

1,1 w ′
1,2

w ′
2,1 w ′

2,2

]
and b ′ =

[
b ′
1

b ′
2

]
.

The core idea of MiniONN is to have S and C additively share each of the input
and output values for every layer of a neural network. That is, at the beginning
of every layer, S and C each holds a “share” such that modulo addition of them
is equal to the input to that layer in the non-oblivious version of that neural
network. The output values will be used as inputs for the next layer.

To this end, we have S and C first engage in a precomputation phase (which is
independent C’s input x), where they jointly generate a set of dot-product triplets
〈u, v,w · r〉 for each row of the weight matrices (W and W ′ in this example).
Specifically, for each row w, S and C run a protocol that securely implements
the ideal functionality Ftriplet (in Figure 1) to generate dot-product triplets, s.t.

u1 + v1 (mod N) = w1,1r1 +w1,2r2, u2 + v2 (mod N) = w2,1r1 +w2,2r2,
u ′
1 + v ′

1 (mod N) = w ′
1,1r

′
1 +w ′

1,2r
′
2, u ′

2 + v ′
2 (mod N) = w ′

2,1r
′
1 +w ′

2,2r
′
2.

Input:

– S: a vector w ∈ Zn
N;

– C: a random vector r ∈ Zn
N.

Output:

– S: a random number u ∈ ZN;
– C: v ∈ ZN, s.t., u+ v (mod N) = w · r.

Fig. 1: Ideal functionality Ftriplet: generate a dot-product triplet.

When C wants to ask S to compute the predictions for a vector x = [x1, x2],
for each xi, C chooses a triplet generated in the precomputation phases and uses
its ri value to blind xi.

xC1 := r1, xS1 := x1 − r1 (mod N),
xC2 := r2, xS2 := x2 − r2 (mod N).



C then sends xS to S, who calculates

yS
1 := w1,1x

S
1 +w1,2x

S
2 + b1 + u1 (mod N),

yS
2 := w2,1x

S
1 +w2,2x

S
2 + b2 + u2 (mod N).

Meanwhile, C sets:

yC
1 := v1 (mod N),

yC
2 := v2 (mod N).

It is clear that

yC
1 + yS

1 (mod N) = w1,1x1 +w1,2x2 + b1 and
yC
2 + yS

2 (mod N) = w2,1x1 +w2,2x2 + b2.

Therefore, at the end of this interaction, S and C additively share the output
values y resulting from the linear transformation in layer 1 without S learning
the input x and neither party learning y.

For the activation/pooling operation f(), S and C run a protocol that securely
implements the ideal functionality in Figure 2, which implicitly reconstructs each
yi := yC

i + yS
i (mod N) and returns xSi := f(yi) − xCi to S, where xCi is C’s

component of a previously shared triplet from the precompuation phase, i.e.,
xC1 := r ′1 and xC2 := r ′2.

Input:

– S: yS ∈ ZN;
– C: yC ∈ ZN.

Output:

– S: a random number xS ∈ ZN;
– C: xC ∈ ZN s.t., xC + xS (mod N) = f(yS + yC (mod N)).

Fig. 2: Ideal functionality: oblivious activation/pooling f().

The transformation of the final layer is the same as the first layer. Namely,
S calculates:

yS
1 := w ′

1,1x
S
1 +w ′

1,2x
S
2 + b ′

1 + u ′
1 (mod N),

yS
2 := w ′

2,1x
S
1 +w ′

2,2x
S
2 + b ′

2 + u ′
2 (mod N);

and C sets:

yC
1 := v ′

1 (mod N),
yC
2 := v ′

2 (mod N).

At the end, S returns [yS
1 ,yS

2 ] back to C, who outputs the final predictions:

z1 := yC
1 + yS

1 ,
z2 := yC

2 + yS
2 .



Energy Harvesting Nano Technology for Cancer 
Detection and Treatment 
 
Name: Ram Prasadh Narayanan, PhD student, under the supervision of Prof. Shlomi Dolev.  

 
Short CV: I am currently a PhD student in the Department of Computer Science, BGU, under the 
supervision of Prof. Shlomi Dolev. My PhD work involves design of Nano-robots which can be 
utilized in the diagnosis and treatment of cancer.  

 
Abstract 

 
We propose a novel design for producible nano robots that uses electrodes to harvest 

energy from the blood serum, energy that can then be used for computation, intra/inter 
communication, sensing, storing status information and acting according to an instructing 
program. A proposal is presented here, whereby, nano robots can accumulate adequate energy, 
perform the above-mentioned actions and “act” to destroy cancer cells, either directly or by 
triggering the immune system to do so.  

 
The first part of the work is to design a structure and method for energy harvesting with 

physiological fluids as the electrolyte medium. A trade off exists between the lifetime and 
efficiency of these devices with respect to the methods of harvesting. The main intention of this 
part of work will be to examine the possibility of using bio-compatible noble metal electrodes for 
energy harvesting in long life fuel cells, in-vivo. The second part of the work is to design a 
CMOS logic circuit which uses the harvested energy for its operation. We are aware of the 
speculation that exists on the adequacy of harvested power. The circuit must store a status bit 
information until retrieved, where the term "retrieving information" implies the involvement of 
an active or passive communication link between the nano robots and an external entity.  

 
We visualize cancer cells as corrupted information processing elements which nullify the 

effect of immune system. If nano robots are provided with basic requirements of power, limited 
computation and communication media, further research can focus on the potential of utilizing 
them as an autonomous entity to seek out cancer cells and "act". Actions can vary from inducing 
"confusion" to invoking a self-destruct signal to triggering the immune system to recognize the 
concerned cell as cancerous. We have also provided an algorithm for swarming in pipes (e.g., 
blood vessels), inspired from caterpillar swarms. Hypothetically, the swarm uses the 
accumulated energy for its collective and coordinated movement. The benefit of moving and 
acting in a swarm is demonstrated by a design of telescopic movement in pipes, wherein each 
layer uses the accumulated speed of all layers below and moves faster, thus mimicking the faster 
motion of the caterpillar swarm. 



Secure Self-Stabilizing Computation

Muni Venkateswarlu K
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Abstract. Self-stabilization refers to the ability of systems to recover after any temporal violation of re-
quired conditions for correct operation. Today, beyond recovering correctness of functionality, there is a
great need to recover con�dentiality and security guarantees as well. To the best of our knowledge, there
are currently no self-stabilizing protocols that ensure recovery of security and con�dentiality guarantees in
the event of malicious attacks and transient faults. It is currently unclear if a system and its state can be
designed to always fully recover following such individual asynchronous recoveries. This paper introduces
Secure Self-stabilizing Computation which answers this question in the a�rmative. Secure self-stabilizing
computation design ensures that secrecy of inputs and outputs, and correctness of the computation are au-
tomatically regained, even if at some point the entire system is compromised. We consider the distributed
computation task as the implementation of virtual global �nite satiate machine (FSM) to present commonly
realized computation. We use this task and settings to demonstrate the de�nition of secure self-stabilizing

computation. We show how our algorithms and system autonomously restore security and con�dentiality
of the computation of the FSM once the required corruption thresholds are again respected.

1- Preliminaries

System and Network Model. We consider a system of n parties p1, . . . , pn in a completely connected
(semi) synchronous network, that interactively and continuously computes a function f(.) over a �nite �eld
F (below we use a Mealy �nite state machine as an example of f(.)). Each party has a true random number
generator (TRNG). The system is set up by a Con�guration Authority (CA) that initializes each party pi
with a pair of public-key and private-key, PKpi and SKpi respectively; each party is also initialized with
the public-keys of other parties in the system. Each party's private-key, and the CA's public-key, PKCA

are stored in a secure hardware module that only allows it to encrypt or sign messages with its private-key,
or verify signatures by the CA using its public-key. Each pair of parties shares private secure authenticated
communication channels that can be established based on the initial setup. The parties periodically receive
some global input in secret shared format from an external client/environment, and use that input in the
computation of f(.). The parties are not aware of their state history i.e., they do not know whether they are
corrupted or not. The parties exchange messages in sequence of rounds to communicate and compute the
function f(.). In each round, every party in the system receives messages, performs local computation and
sends messages. Intermediate results would be communicated to parties, binding them with random input.
We consider both synchronous and semi-synchronous network settings during the system implementation.
In a synchronous system, all the n parties are synchronized via a global clock. All parties perform an event
on a common clock pulse that occurs periodically. Whereas in a semi-synchronous system, time-bounded
events happen in real time. An event needs to be completed before the time elapses. A self-stabilizing
Byzantine clock synchronization [5] can facilitate such synchrony for semi-synchronous setting.
Mixed Adversarial Model. There is a central mixed adversary with bounded computational power that
is actively trying to prevent the success of the computation. The adversary may corrupt up to n parties
corrupting some parties passively , to learn their internal information, and/or even actively , causing them to
deviate arbitrarily from prescribed protocol steps. Because parties are periodically recovered/reset/rebooted
to a consistent/clean state (using a watchdog hardware), the adversary is not able to maintain corruption
of all the n parties inde�nitely. An underlying assumption is that, once the adversary loses control over a
party it is unable to immediately compromise the party again.
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2- Standard Self-stabilizing vs Secure Self-Stabilizing Computation

Standard Self-Stabilization. A self-stabilizing system can be started in any possible global state (pos-
sibly due to the occurrence of transient unpredictable faults) and is guaranteed to converge to a consistent
state and correct operation [6]. If a system is self-stabilizing, then the system must satisfy the following
properties [4]:
• Convergence: For any arbitrary inconsistent con�guration cr, there exists a safe (legal, arbitrary but
consistent) con�guration cf after a �nite number of rounds, i.e., starting from any arbitrary con�guration,
the system is guaranteed to eventually reach a stable legal con�guration from which the execution is legal,
ful�lling the task requirement.
• Closure: Once a system reaches a stable state, provided that no unexpected fault happens, the system is
guaranteed to stay in the stable state.
Secure Computation. Secure Multi-Party Computation (MPC) enables n parties to jointly and securely
compute a function f(.) of their private inputs, even in the presence of adversarial behavior (typically
modeled as a fraction of t parties that can be passively or actively corrupted). MPC ensures that while
computing f(.) and when corruption is less than t, parties inputs' remain private, except what is revealed
by the output of the computation (privacy). MPC also guarantees correctness of output of the computation
(correctness) [7].
Secure Self-Stabilizing Computation. Existing secure MPC protocols guarantee privacy (computa-
tion state, inputs and outputs) and correctness of the computation only when there are a limited number
of corrupted parties. However, in reality, a powerful adversary may even compromise all the parties of
a system. The aim of introducing Secure Self-Stabilizing Computation is to specify the requirements for
automatically recovering the secrecy of computation state, inputs and outputs, and correctness of a com-
putation even if the entire system is compromised for a �nite time. Consider a self-stabilizing system of
n parties that perform a computation in a distributed fashion while maintaining input secrecy and cor-
rectness of output. We assume that the system does not necessarily have an initial state to start with,
i.e., it may begin its execution from any arbitrary con�guration cr and does not necessarily stop. An
external environment, like sensors, physical process, etc., supplies inputs to the system and reconstructs
output(s) from the individual outputs of the parties. Over a long period of time, the considered mixed
adversary may corrupt a large number of parties and may even compromise all the n parties for a �nite
time. After the system is fully exposed, and after a �nite number of rounds, rx, nx parties may recover
independently due to some proactive measures, such as security patches and software updates, anti-virus
updates, periodical code refreshing based on self-stabilizing hardware and software techniques. From the
closure property , ensuring no further corruption, the asynchronous independent recovery establishes local
consistency of the recovered parties (for example, see [3] for a self-stabilizing infrastructure that guarantees
a safe recovery of a party even in the presence of Byzantine faults). Due to the autonomous recovery and the
closure property , the system gradually recovers itself autonomously to exhibit the needed behavior. From
the convergence property, the system may converge to a safe arbitrary consistent con�guration cf , after
rf (rf ≥ rx) rounds, recovering enough number of non-Byzantine parties, nf , nf ≥ nx. The autonomous
recovery continues until the required secure computation requirements (thresholds) are re-held. Once the
requirements are respected again, the system automatically regains privacy and security of the computation.

3- Secure Self-Stabilizing Computation of an Interactive FSM

In a nutshell, we use every clock pulse to establish a consistent state of the Finite State Machine (FSM)
among all the non-Byzantine participants, and then apply the (secret shared) inputs to obtain (secret
shared) outputs. To achieve this, we �rst harvest randomness from the true random source that each
participant owns. Next, we use a secure multiparty computation (MPC) to check whether the state shares
held by all the participants represent a legitimate state (using, say, the Berlekamp-Welch algorithm [1] to
eliminate the state shares contributed by the Byzantine participants). If the state is valid, then another
MPC instance uses the (secret shared) state and the inputs (represented by secret shares, with the same
redundancy against Byzantine participants as the state redundancy) to compute the (secret shares of the)
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next state and output. In case the state is found invalid by the �rst MPC, is followed by assignment of
state secret shares of a default state and then continues as in the previous case. This is described in more
details below.

Let F be a publicly known interactive (Mealy) FSM F = {ST, S0,Γ,Λ, T,O} with a �nite set of states
ST , and initial state ST0, a �nite input alphabet Γ, a �nite output alphabet Λ, a transition function
T : ST × Γ −→ ST mapping pairs of a state and an input symbol to the corresponding next state, and an
output function O : ST×Γ −→ Λ mapping pairs of a state and an input symbol to the corresponding output
symbol. The computation of the F is delegated to the n parties. Every party has two arithmetic circuits
(consisting of addition and multiplication gates) that represent the functions T and O, Transition Circuit

(TC) and Output Circuit (OC) respectively. The input is distributed to the parties in a secret shared form
[2], denote [x]pi as the share of party pi of secret x. The parties are in agreement (and have necessary
software) to execute an MPC protocol Π which can perform any computation represented as addition and
multiplication gates using secret shared inputs. Parties are in possession of a circuit representation of a (fault
tolerant) error detection algorithm (ξ), e.g., the Berlekamp-Welch algorithm [1], that if given evaluations
of an univariate polynomial P (.) of degree t, can interpolate it as long as there are enough correct points
given (we use ξ to securely verify that the secret encoded by some shares is one of the legitimate states of
F ). Let S0 also denote the default state of the FSM, while ζ denotes the current state of the FSM. The
following algorithm is executed when each of the parties, pi, receives a share of a new input (τ).

Algorithm 1: Secure Self-Stabilizing Computation of FSM F = {ST, S0,Γ,Λ, T,O}
1: Each pi receives a share of the secret shared input [τ ]pi

2: Each pi obtains some random seed rpi from its TRNG

3: Each pi participates in Π to compute ξ with [τ ]pi as input and rpi as its randomness

4: if computation of ξ succeeds then

5: Each pi computes via Π the TC with [ζ]pi
and [τ ]pi

and outputs [T (ζ, τ)]pi

6: Each pi computes via Π the OC with [ζ]pi
and [τ ]pi

and outputs [O(ζ, τ)]pi

7: else

8: Each pi computes via Π the TC with [S0]pi and [τ ]pi and outputs [T (S0, τ)]pi

9: Each pi computes via Π the OC with [S0]pi and [τ ]pi and outputs [O(S0, τ)]pi

10: end if

The above algorithm ensures that whenever the conditions for stabilization hold, e.g., less than one
third of the participants are Byzantine the adversary's knowledge concerning the state of the FSM is lost,
as the adversary cannot reveal the arriving input, and therefore cannot use the revealed state for computing
the current states. In particular, when the graph of the transition function is a complete graph, then in
the eyes of the adversary any state is possible after the �rst transition following the system convergence.
Similarly, when the transition function graph forms an expander, the knowledge concerning the FSM state
is totally lost after a number of steps that is logarithmic in the number of FSM states.
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We propose a novel algorithm for choosing one representative model from multiple decision-tree 
models induced in a parallel, distributed framework, such as MAPREDUCE.  The algorithm computes 
the similarity between different models produced by parallel nodes and chooses the model, which is 
most similar to others as the best representative of the entire dataset. 
The proposed approach is implemented with three different similarity metrics: a syntactic, a 
semantic, and a linear combination of the two. 
We compare our tree combining methodology to a popular ensemble algorithm (majority voting) 
and to the baseline of randomly choosing one of the local models. 
Out of the 48 resulting experiments, the syntactic approach, named SySM  - Syntactic Similarity 
Method, provides a significantly higher accuracy than the semantic one in 77% cases.  The SySM 
algorithm is also significantly more accurate than ensemble in 18.75% cases. On the other hand, in 
about 43.75% of the experiments, the SySM accuracy is significantly lower than ensemble and in the 
remaining 37.50% of the cases, the difference is not statistically significant. The accuracy of the 
model chosen by SySM is also significantly higher than the baseline represented by the median 
accuracy of randomly chosen local models. 
Compared to ensemble methods, the representative models selected by the proposed methodology 
are more compact and interpretable along with providing a higher classification speed. Also, their 
induction consumes less memory than other methods for inducing a single decision tree from big 
data. 
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1 Introduction

There are several algorithms for solving Byzantine agreement (consensus) in
synchronous systems. We focus on detecting two-faced Byzantine processes for
the sake of eliminating (replacing) them for the next invocations of Byzantine
agreement, possibly as part of implementing (Byzantine Paxos) replicated state
machine.

Such indication of two-faced behavior may facilitate (possibly machine learn-
ing based) decisions for replacing malfunctioning version (say Linux, Java ver-
sion) by another (say Windows, Python based) version. By doing that, the
next invocation of the Byzantine agreement will cope with a smaller number of
two-faced Byzantine processes.

The detection is done by either comparing the (black boxed) result of the
Byzantine consensus on each of the processes gossiped input, and comparing
these gossiped messages with the final consensus on the particular input, or by
a more involved tracing of the Byzantine agreement process. Both approaches
can employ the exponential information gathering algorithm [1, 2].

2 System Settings

The system has n processes, in which at most t are Byzantine, where n ≥ 3t (or
n ≥ 4t + 2) and the communication being synchronous with message passing.

We assume the existence of a common (synchronous) signal that repeatedly
invokes Byzantine agreement, where each invocation follows the completion of
the previous invocation (if exists). Each invoked instance is synchronous, where
a global clock pulse triggers (the non-Byzantine) processors to send messages.
Only when all messages arrive at their destination and are processed, a new
global clock pulse may take place.

We simulated our running processes using Docker, a light-weighted VM that
allows running different processes in an isolated environment called containers,
wherein each container can be loaded with different OS, software, etc.
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3 Using Byzantine Agreement objects

For the first algorithm, we assume additional system settings:

• There are an unlimited number of Byzantine consensus objects, that will
be used one for each round of the algorithm, as a black box.

• A trusted entity component, hypervisor, can communicate with all the
processes running on the VM. The hypervisor can control them by restart
or maintain different process instances.

At each round number r, process pi, where (r mod n) + 1 = i broadcasts its
input value, vi to all the other processes. Then the processes invoke an initialized
version of the synchronous Byzantine agreement on vi. If an agreement could
not be reached, pi gets suspected by all the correct processes. If an agreement
is reached, but for some process pj the decision value is differ from the received
value, pj suspects pi. Finally, each process pj that suspects pi sends testifying
message to the hypervisor about pi.

The hypervisor can decide to eliminate or restart some process, based on
the testimonies of other processes. If the hypervisor gets at least t + 1 testi-
monies claiming process pi for acting Byzantine, pi is doomed to be a Byzantine
process, since at least one non-faulty process’ testimony exists. If the number
of testimonies is less than t + 1, it is unclear whether pi is Byzantine or not.
Either the testimonies are correct and pi is Byzantine, or maybe the t Byzantine
processes worked together to incriminate pi. Thus, for this case the hypervisor
only decision is eliminating them all, i.e., pi and the others processes who sent
the testimonies.

Those operations and checks can be done in parallel, letting all processes
broadcast their input simultaneously and check each of the processes indepen-
dently of the other (parallel) checks.

By this approach, once Byzantine activity occurs by process pi, it will be
eliminated by the hypervisor. But, sometimes some correct processes would
be restarted along with pi. As a conclusion, the addition of third party (the
hypervisor) cannot identify the Byzantine if there are not at least t + 1 partici-
pants who testify it. Otherwise, the only thing left to do is to suspects all t+ 1
participants. That way, in all cases the Byzantine process will be eliminated for
sure.
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Algorithm 1 Code for hypervisor and process pi in round r:

1: Process fields: ini[1 . . . n] initially [null, . . . ,null],
BA[1 . . . n] initially [null, . . . ,null]

2: procedure for r(mod n)+1= i:
3: pi broadcast val(vi)

4: procedure for r(mod n)+1 6= i:
5: ini[j] = vj
6: deci[j] = BA[j].decide(vj)
7: if (deci[j] = ⊥) ‖ (deci[j] 6= ini[j]) then
8: send suspect(j) to hypervisor

9: procedure for Hypervisor upon receiving k suspect(i) messages,
(0 ≤ k < n) from pi1 , . . . , pik (while pi was broadcasting):

10: if k > t then
11: restart pi
12: else
13: restart pi, pi1 , . . . , pik

3.1 Run Scenario Examples:

The figures below describe the various scenarios for the case of n = 4, t = 1.

Figure 1: P1 broadcasts wrong value to P3.P3 suspects P1 and both restarted
by the hypervisor.
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Figure 2: P1 broadcasts different values such that P2, P3 suspects P1, and P1

restarted by the hypervisor.

Figure 3: P1 broadcasts different values such that there is no agreement, and
P1 restarted by the hypervisor.

Figure 4: P1 non-faulty, but incriminate by P3. Both got suspected and
restarted by the hypervisor.

References

[1] N. A. Lynch, Distributed Algorithms. San Francisco, CA, USA: Morgan
Kaufmann Publishers Inc., 1996.

[2] H. Attiya and J. Welch, Distributed Computing: Fundamentals, Simulations
and Advanced Topics. John Wiley & Sons, 2004.

4



Monitorability Bounds via Expander, Sparsifier and Random Walks

The Interplay Between On-Demand Monitoring and Anonymity

Shlomi Dolev1 and Daniel Khankin1,2

1Ben-Gurion University of the Negev, Israel. dolev@cs.bgu.ac.il, danielkh@post.bgu.ac.il
2Shamoon College of Engineering (SCE), Israel. daniehe@ac.sce.ac.il

Many network services and routing decisions are bandwidth or traffic volume oriented, in
particular, monitoring or anonymity services [9, 10]. In the scope of the emerging network vir-
tualization (NV), software defined networks (SDN) and network functions virtualization (NFV)
technologies and there daily usage in data centers and by cloud providers, there is a great op-
portunity for employing new efficient graph theory results into practice, this is exactly our goal
here. We propose overlay network architecture that will utilize the capacity of the primal graph
for network services, employing a defined routing policy. We build the overlay network as an
expander or sparsifier of the primal graph, proving that properties of sparse expander graphs
serve efficiently for monitoring or anonymity services. It is possible to construct an expander
graph from random spanning trees of the underlying graph [11]. We further expand the work
by Goyal et al. for the general case of weighted graphs, in order to construct an expander
based overlay network which utilizes the capacity of the primal network. As such, the con-
structed overlay network is connected, robust, having diverse paths and optimal for monitoring
or anonymity services.

The topology of the network graph is constructed from random spanning trees of the under-
lying weighted graph. The random spanning tree is constructed by performing a random walk
on the primal graph, starting from a random vertex and selecting one of the neighbors with
probability proportional to the weighted edges connecting the neighbors. This is motivated
by the observation that weighted random walk better preserves the locality of each cut in the
graph [4]. The union of such randomly generated spanning trees of a weighted graph, results in
an expander graph which preserves the expansion properties of the primal graph with a factor
of O(log n). Two such random spanning trees are enough in order to approximate a complete
graph [11]. Further, the probability for an edge to belong to a random spanning tree is equal
to effective resistance between the endpoints of the edge. Spielman and Srivastava proved that
sampling with edge probability proportional to the effective resistance and the conductance
results in a spectral sparsifier [5]. Defining the conductance as the weight function on the edges,
the constructed overlay network is a sparsifier graph approximating the primal weighted graph
with O(log n) random spanning trees.

Additionally, we provide distributed construction of the overlay network, assigning the it-
erations of the construction algorithm to different software controllers [3] or executed in a
distributed manner for the common case in which the centralized entity has several cores. Each
controller or core will execute one iteration of random spanning tree construction, until achieving
required expansion verified by distributed monitoring algorithm.

In our overlay network architecture, we define a routing policy similar to proposed by Valiant
[12]. Each message sent from source s performs a random walk via a random intermediate node
to the destination d (actually the number of intermediate nodes arbitrary chosen by the sender).
Each of the vertices on the path from s to d via random node v is a random sequence of vertices
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chosen by the random walk. Each path is O(log n), and overall route complexity is O(log n)
overlay edges.

Each of the nodes in the overlay network can be a monitoring node, in case of monitoring
service, or anonymity relay node, in case of anonymity service. Routing policy of the overlay
network defines two routing methods; incremental routing and loose routing. For each of the
methods we estimate the probability that a message path will not be monitored by the network.
Using information theoretic metrics [8] and Bayesian inference methods of traffic analysis [7]
we show that the distribution of traffic flows is uniform and as such the network is uniformly
monitored, and avoidance of monitoring is not possible due to uniform probability for each node
being a monitoring node.

We further employ betweenness centrality metrics to estimate the potential of monitoring
for each node in the network, particularly, we employ routing betweenness centrality (RBC)
measure [10]. RBC of a vertex represents its potential to monitor and control data flow in the
network. We show that each node has equivalent potential for monitoring the network.

Overall, we show that a relatively few number of passive monitoring nodes are required
in order to monitor the whole network, namely, O(n/ logn) monitors are enough to cover the
complete overlay network when each path is of length O(log2 n) physical edges.

At last, we show that our network construction architecture with the described routing policy
is optimal for anonymity service. In particular, we show that the hidden state of anonymity
network relays (e.g. Mix server nodes [6]) is equiprobable and hence, the entropy of the hidden
states of the nodes is maximized. Moreover, the probability for identifying the subject in the
anonymity network is uniform. We also show that our proposed overlay network construction
can mitigate common attacks on onion routing based anonymity networks.

Software-Defined Networking (SDN) revolutionize network architecture. In SDN, the con-
trol and data planes are decoupled, network state is centralized, and the network infrastructure
is abstracted from the applications [3]. Consequently, it is now allowable to gain a remarkable
programmability, automation, and network control in order to build highly scalable and flexi-
ble networks that are readily adaptable to changing requirements. In addition to abstracting
the network, SDN architecture provides a set of APIs that allows implementation of network
services, and custom policy management.

Network virtualization is the process of combining hardware and software network resources
and functionality into a single virtual network [2]. The physical network continues forwarding
packets by utilizing standard routing protocols, while the virtual network maintains various
operational policies such as access control lists, configuration policies, and network services.

Highly complementary to SDN is network functions virtualization (NFV). NFV aims to
leverage a standard IT virtualization technology in order to consolidate many network equip-
ment types onto industry servers, switches and storage [1]. It involves the implementation of
network functions in software and that can be relocated to, or instantiated in, various locations
in the network as required, without the need for installation of new equipment. SDN approaches
on the separation of the control and data forwarding planes, can enhance performance, com-
patibility, operation and maintenance procedures of NFV.

Our work is a dynamic method for constructing a flexible, on-demand network service over
SDN enabled architecture. The constructed overlay network with expansion properties in com-
bination of randomized message sending policy achieves uniform dispersion of network traffic.
We have shown two on-demand services, network monitoring and anonymity, which can be re-
alized using the new network architecture. We have also shown the interplay between these two
services, which is fine tuned by the number of monitor/compromised nodes in the network.
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1. Introduction. One of the most interesting research top-
ics in cryptography is finding schemes for an efficient fully-
homomorphic encryption (FHE), preferably information-
theoretically secure schemes, which are not based on un-
proven computational hardness assumptions. The greatest
breakthrough in the field of FHE schemes was made by Gen-
try [1] in 2009, and since then there were some interesting de-
velopments, e.g. Boneh et al. [3] and Barkevski and Perlman
[4]. All currently known FHE schemes have computational
security and are time-wise inefficient.

We suggest (here) an information-theoretically secure se-
cret sharing scheme of restricted values that supports one
multiplication of secrets and additions of, practically, any
number of such multiplied secrets. In particular, our scheme
enables sharing secrets amongst four participants in such a
way that no information is revealed to any single participant,
both before and after the above series of operations. More-
over, any coalition of two participants will be able to reveal
only limited information concerning the secrets. Namely,
when the secrets are elements of Fp, then every value for
(s1, s2) ∈ F2

p is possible with probability ≈ 1
p2 , except for

a small portion of values that are possible with probability
≈ 2

p2 .
1 The scheme can be generalized to one with a larger

number of participants, while remaining perfectly secure
against a single curious participant attack. One application
of our scheme is a secure homomorphic evaluation of multi-
variant quadratic functions and 2-CNF circuits, as we will
demonstrate below.

2. Methods and Constructions. Assume s1 and s2
are two secrets shared by Shamir’s [2] scheme amongst four
participants, Pj , 1 ≤ j ≤ 4, using two cubic polynomi-
als, f1 and f2, respectively. Each participant is holding a
share of each of the secrets:

(
αj , f1(αj)

)
and

(
αj , f2(αj)

)
.

As Shamir’s scheme is additively homomorphic, the points(
αj , f1(αj) + f2(αj)

)
are shares of s1 + s2. We can inter-

polate the unique polynomial going through them, and find
that it is f1 + f2, and hence its value at 0 is s1 + s2. Now,
as Shamir’s scheme is not multiplicatively homomorphic, in
general, the four points

(
αj , f1(αj) · f2(αj)

)
cannot be used

as shares of s1 · s2, since the polynomial f1 · f2 is of degree 6.
Seven points are required to determine it, and obviously the
four points we have will not suffice. Interpolating the polyno-
mial going through the points

(
αj , f1(αj) ·f2(αj)

)
, we obtain

some polynomial g of degree 3. However, it may be the case
that g(0) = s1 · s2. When does it happen? We seek for a set
of pairs of polynomials to be used with Shamir’s scheme that
yield g(0) = s1 · s2. We call this procedure function siev-

ing , and it yields pairs of 1-homomorphic multiplicative
polynomials, which are pairs of polynomials that meet the
required condition. Given the αj ’s, these pairs are indepen-
dent of the secrets, and can be determined according to the
other coefficients of the polynomials (i.e., all coefficients but
the free terms, which are the secrets).

The set of the coefficients for two such pairs of polynomi-
als enabling homomorphic multiplication is:
Vp =

{
(a1, b1, c1, a2, b2, c2) ∈ F6

p

∣∣a1c2+b1b2+c1a2−ε2 ·a1a2 =

0, (a1, b1, c1) 6= (0, 0, 0) 6= (a2, b2, c2)
}
∪
{

(0, 0, 0, 0, 0, 0)
}
,

when ε2 =
∑

1≤i<j≤4
αiαj .

We define a probability over Vp:

Q(v) =

{
1
p3 , v = (0, 0, 0, 0, 0, 0)

1
p3(p2−1) , otherwise.

3. The Scheme. The dealer D assigns to each participant
Pi a different αi ∈ F×p . The αi’s are required to satisfy the

following conditions. Denote ε1 =
4∑
i=1

αi and ε2 as above. In

order to prove perfect security of the scheme against one cu-
rious participant attack, it is enough to assume that the αi’s
are picked in a way that ε1 = 0, and that ε2 6= −2α2

i ,−3α2
i

for each i. To achieve statistical security against a coalition
of two participants, we must further restrict the choice of the
αi’s, and pick them in a way that ε1 = ε2 = 0, and that for
each αi, αj we have α2

i + 4αiαj + α2
j 6= 0. The scheme stages

are as follows:
Algorithm 1: Sharing secrets and computing product

1. The Dealer D picks an element (a1, b1, c1, a2, b2, c2) ∈ Vp
according to the distribution Q.
2. D sets f1(x) = a1x

3 + b1x
2 + c1x+ s1 and distributes the value

f1(αi) to each participant Pi.
3. D sets f2(x) = a2x

3 + b2x
2 + c2x+ s2 and distributes the value

f2(αi) to each participant Pi.
4. Each participant Pi computes yi = f1(αi) · f2(αi) in Fp and sends
yi to back to D.
5. D finds the unique polynomial g(x) over Fp that goes through
(αi, yi), using Lagrange interpolation.
6. D calculates s = g(0).

One simple way to implement stage 1 of the protocol is
to create an array with the elements of the set Vp and insert
the element (0, 0, 0, 0, 0, 0) into the array p2− 1 times and all
others only once. It is easy to check that picking an element
randomly from that array is equivalent to Q-picking an ele-
ment of Vp.

4. Security. Our scheme has perfect security against one
participant attack, and statistical security against an attack
of a coalition of two participants, with statistical difference
[5] of no more than 2

p . We assume the following:
1That is when the secrets are chosen randomly. When the secrets are chosen according to any other distribution Γ, the statistical difference

between: (a) the distribution induced by any pair of secrets over the information held by the coalition, and (b) the uniform distribution over that
information, is no more than 1

p
.

1



1. The secrets (s1, s2) ∈ F2
p are picked according to a pub-

lic distribution Γ, on which we have no assumptions.
The set Vp, the distribution Q over it, and the prime p
are also public.

2. The element (a1, b1, c1, a2, b2, c2) ∈ Vp, that is Q-picked
during stage 1 of the scheme, is kept secret.

To prove that our scheme has perfect security against
a single curious participant attack, we show that, when Pi
receives information from D during stages 2 and 3 of the
scheme, it gains absolutely no information about the values
of s1 and s2. To be precise, the information that Pi receives
during stages 2 and 3 of the scheme is:

a1α
3
i + b1α

2
i + c1αi + s1 = y1,i,

a2α
3
i + b2α

2
i + c2αi + s2 = y2,i.

(0.1)

The unknowns in these equations are a1, b1, c1, a2, b2, c2, s1, s2,
while all other parameters are known to Pi. Denote (S1, S2)
to be the Fp-valued random variables indicating the values of
(s1, s2) that the dealer D picks according to Γ. We prove that
our scheme is information-theoretically secure by showing
that: P [(S1, S2) = (s1, s2) | (0.1)] = P [(S1, S2) = (s1, s2)].
We prove that according to Lemma 1: For α ∈ F×p , de-

note u =
(
a1α

3+b1α
2+c1α

a2α
3+b2α

2+c2α

)
. Under the above assumptions,

P [u =
( x
y

)
] = 1

p2 for each
( x
y

)
∈ F2

p.
The lemma indicates that the values fi(αj) that each par-

ticipant j receives under the scheme is a uniformly distributed
shift of the secrets. Hence, no information regarding the se-
crets can be gained.

We also claim that our scheme is statistically secure
against an attack of a coalition of two curious participants.
We summarize the information that the adversary (which is
a coalition of two participants) is holding by the following
system of equations:

a1α
3
1 + b1α

2
1 + c1α1 + s1 = y11

a1α
3
2 + b1α

2
2 + c1α2 + s1 = y12

a2α
3
1 + b2α

2
1 + c2α1 + s2 = y21

a2α
3
2 + b2α

2
2 + c2α2 + s2 = y22.

(0.2)

As before, the unknowns in these equations are
a1, b1, c1, a2, b2, c2, s1, s2, while all other parameters are
known to the adversary. We state two significant results
concerning this scenario. First, given (0.2), all p2 options
for (s1, s2) ∈ F2

p are possible. Second, they occur with al-
most the same probability. We make it mathematically clear
by analyzing how the matrix

(
y11 y21
y12 y22

)
is distributed over

M2×2(Fp) given a pair of secrets (s1, s2), and show that
this distribution is statistically close to the uniform distri-
bution over this space. Let (s1, s2) and (s′1, s

′
2) be two pairs

of secrets, and let Y(s1,s2) and Y(s′1,s′2) be the M2×2(Fp)-
random variables indicating the matrices

(
y11 y21
y12 y22

)
induced

by (s1, s2) and (s′1, s
′
2), respectively. The statistical dif-

ference between the distributions Y(s1,s2) and Y(s′1,s′2) is at
most 2

p . We prove this claim using Lemma 2: Denote

U =
(
a1α

3
1+b1α

2
1+c1α1 a1α

3
2+b1α

2
2+c1α2

a2α
3
1+b2α

2
1+c2α1 a2α

3
2+b2α

2
2+c2α2

)
. Then:

P
[
U =

( x z
y w

)]
=


1
p3 ,

( x z
y w

)
=
(
0 0
0 0

)
,

2p−1
p3(p2−1) ,

( x z
y w

)
∈ Ω,

p−1
p3(p2−1) , otherwise,

for some subset Ω of M2×2(Fp) with |Ω| ≤ 2p(p− 1)2.
The lemma enables us to compute the statistical differ-

ence between the distributions Y(s1,s2), Y(s′1,s′2), which is ≤ 2
p .

The statistical difference between Y(s1,s2) and the uniform
distribution over M2×2(Fp) is ≤ 1

p .

5. Applications. We can use our scheme to perform a
statistically secure homomorphic evaluation of multi-variant
quadratic functions and 2-CNF circuits. A quadratic func-
tion over variables s1, . . . sm is of the form F (s1, . . . , sm) =∑

1≤i,j,≤m rijsisj +
∑m
k=1 tksk, where the indices rij , tk ∈ Fp.

There are p
1
2m(m+3) such functions. We can use our scheme

to homomorphically evaluate F . For each of the m2 pairs of
variables si, sj , use our scheme to generate two polynomials
fij , fji and distribute the secret shares of si, sj to the partic-
ipants. This pre-processing requires O(m2) communication,
but now F can be homomorphically evaluated in a straight-
forward way. Each participant Pi simply evaluates F over its
shares of the secrets and sends the result yi to the dealer. The
dealer in turn calculates the polynomial g going through the
points (αi, yi) and has g(0) = F (s1, . . . , sm). In our research
we also examine a possible way to achieve these results with
only O(m) pre-processing communication, using some of the
interesting properties of Vp.

A 2-CNF expression over literals s1, . . . , sm is an expres-
sion of the form (si1 ∨ si2) ∧ · · · ∧ (si2t−1

∨ si2t). As we work
in Fp, we consider a true-valued literal to be 1 ∈ Fp and a
false-valued literal to be 0 ∈ Fp (other elements of Fp are not
logically defined). A ∨ operation between literals s1, s2 is im-
plemented using Fp operations by: s1 +s2−s1s2, and a “not”
operation over s1 is 1−s1. The ∧ operation will be considered
as addition in Fp. Then a 2-CNF expression of length 2t is a
multi-variant quadratic function, and is assigned true if the
function is evaluated to t ∈ Fp, and false otherwise. There
are 22m

2+m such expressions that can be homomorphically
evaluated using our scheme.
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Abstract. Controversially, more data is not necessary better than less
data. In many cases, a majority of data is repetitive or does not con-
tain any new information. Nevertheless, it is still processed, filtered and
stored. In this position paper we propose to perform data reduction tech-
niques on the collected (big) data prior to gathering of the data in a single
location. In many cases (exemplified by two use-cases), those techniques
might save tremendous amounts of power, processing time, storage space
and network traffic.

1 Introduction

In the recent years we witness an explosion in amount of data (Big Data). A
common data processing solution is to collect the gathered data in a single place,
where the data is processed and analyzed. This data transfer consumes valuable
computing and network resources, especially in IoT settings. In addition, keeping
the enormous amounts of data require considerable computational and storage
resources.

We suggest using data reduction techniques to shrink the amount of op-
erational data whenever it is possible. and provide two examples of different
use-cases where this technique can be applied. The rest of the data could be
replaced with a representative sample and/or some simple statistical properties
that will allow to regenerate it.

2 Problem Definition

The goal is to reduce the amount of data that is collected and sent from the
distributed and independent data collection devices to the central data collection,
while still being able to answer client queries with satisfactory accuracy.

A related field of research is data streaming management, where the consis-
tent queries on streaming data are answered using limited storage ([1,2,4]). We
are trying to enhance the data streaming query to unknown query types.

Previously, we have studied distributed approximate calculations using sam-
pling over separate, non-collaborating, vertically partitioned datasets based on
statistical sampling ([3]), previously studied in ([5–11]). The algorithm was tested



on approximation of intersection set size and showed that it is possible to reduce
data size up to 10 times with a very low additional error.

3 Practical Examples

3.1 Use-Case: Log Reduction of Distributed Application

Consider distributed data processing applications, i.e. applications that consists
of a number of distributed components that communicate over a network (re-
cently referred as micro-services), where its components are organized in a data
processing pipeline or a directed graph.

In a common implementation of such applications each component outputs
logs that trace its execution individually, the logs then are collected and merged
in a central place. There the logs are analyzed together to detect the source of
the incorrect behavior.

We suggest using the following system (Figure 1) that will collect only the
representative and “interesting” logs from each component.

The log reduction process works in phases, where each component performs
a local data reduction and then receives corrections from the central system.
The process starts with a “learning” phase, which can be done during the de-
velopment of the system prior to deployment at a customer site. The feedback
is provided by the central component to each reducer regarding its performance,
that allows escaping local maximum.

Fig. 1. A schematic system of Log reduction in distributed application. The system
processes a query from component C1 towards component C4, which sends an answer.
Triangular depicts log reducer, which aggregates the logs before sending them to the
central log collection. Feedback lines are dashed, blue colored, while logs sending is
done over black solid lines.

3.2 Use-Case: Distributed and Cooperative Malware Forensic

Different type of data reduction scenarios are cyber security related tasks. A very
common task in cyber security is log management. The logs are collected from
as many components (firewall, proxy, AV software, etc.) as possible to enable
forensic once an attack happens.



Data collection poses a trade-off for IT organization. On one hand, the more
data is collected the better and faster is the forensic investigation. On the other
hand, tremendous amounts of data have to be saved continuously just to allow
forensic in a rare event of a security breach. Many times the trade off is decided
towards saving less data, thus, making forensic very difficult if not impossible.

Applying data reduction to log gathering, the data is collected and reduced
at a different components of the network. The central event management system
orchestrates the reduction and allowing future forensic. Optionally, the data
reduction optimizations can be privately shared with other organizations.

4 Conclusion

In this position paper we have shown two different use-cases that allow data
reduction without much impact on the overall query accuracy. In those cases,
keeping less data is better than keeping Big Data, both from performance, effort
and cost point of view.
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Abstract. The distributed multi-level multi-server paging (DMLMSP) problem 

defined in this paper extends and generalizes the classical distributed paging 

problem [3] to a distributed concurrent multi-level setting, in which multiple 

servers share caches at multiple levels. The DMLMSP problem can be used for 

modeling algorithms for efficient distributed storage systems, in which multiple 

servers use caches for accelerating access to a centralized storage, maintaining 

cache coherency across multiple nodes while minimizing access latency and op-

timizing cache-hit ratio. We present an optimal offline algorithm for the 

DMLMSP problem model, with minimum number of page faults and minimum 

makespan, whose time complexity is polynomial in the length of the servers’ 

page request sequences. 

Keywords: cache management, distributed algorithms, dynamic programming. 

1 Introduction 

The distributed multi-level multi-server paging (DMLMSP) problem models a multi-

ple-level memory system, consisting of a slow memory of a (practically) infinite size 

and multiple-level faster memories (caches). When page σ is requested, either an up-

to-date value is found in a cache (cache hit) or otherwise σ must be brought from slow 

to fast memory (cache miss), possibly requiring the eviction of another page from a 

cache. A paging algorithm must decide which page to evict upon each miss to mini-

mize the total number of misses and the access latency. 

2 The System Model 

Each server 𝑆𝑖 of 𝑆1, . . . , 𝑆𝑛 servers has 𝑙𝑖 local caches, where each local cache 𝑗 ∈
1, . . . , 𝑙𝑖 has access latency 𝛼𝑖,𝑗  and consists of 𝑐𝑖,𝑗  cache lines (pages). Each server 𝑆𝑖 

may access any cache level of any other server 𝑆𝑗, with access latency 𝛽𝑖,𝑗,𝑘, for 𝑖, 𝑗 ∈

1, . . . , 𝑛 and 𝑘 ∈ 1, . . . , 𝑙𝑗. The total size of all caches in all levels is 𝐾 =

∑ ∑ 𝑐𝑖,𝑗
𝑙𝑖
𝑗=1

𝑛
𝑖=1 . An input instance to the DMLMSP problem is a multi-set of page re-

quest sequences 𝑅 = {𝑅1, . . . , 𝑅𝑛}, where 𝑅𝑖 = 𝜎1
𝑖 , . . . , 𝜎𝑟𝑖

𝑖  is the request sequence of 
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server 𝑖. The total number of page requests in the the input instance is therefore 𝑁 =
∑ 𝑟𝑖

𝑛
𝑖=1 . We assume 𝑟𝑖 ≫ 𝐾, for all 𝑖 ∈ {1, . . . , 𝑛}. Each request references a single 

page, and page requests must be served in the order they arrive. First, a server looks 

for the requested data in the closest level of its own cache. If the data is not found, a 

server sends parallel requests to the rest of the levels in its cache, to all cache levels of 

all other servers in the system, and to the slow memory. 

3 Optimal Offline Replacement Algorithm 

The state of the computation (𝐶, 𝐼, �⃗⃗⃗�, �⃗⃗⃗�, 𝑇𝑖𝑚𝑒⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗ ⃗) is characterized by the following pa-

rameters: the current configuration 𝐶 which defines a current state of every cache line, 

the positions 𝐼  =< 𝑖1, . . . , 𝑖𝑛 > of the current requests in the servers’ sequences, the 

delays  �⃗⃗⃗� =< 𝑑1, . . . , 𝑑𝑛 > for some 0 ≤ 𝑑1, . . . , 𝑑𝑛 ≤ 𝛾 that the servers need to wait 

before they may issue their next requests, the number of time units 𝑇𝑖𝑚𝑒 ⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗ =<
𝑇𝑖𝑚𝑒1, . . . , 𝑇𝑖𝑚𝑒𝑛 > which count the minimum time it takes to serve the prefix of the 

server’s request sequence that was serviced so far, and the number of cache misses 

�⃗⃗⃗� =< 𝑀1, . . . , 𝑀𝑛 > which counts the number of cache misses that occur when serv-

ing the prefix of the server’s request sequence that was serviced so far. We shift to the 

next state of minimum price out of all states obtained. The dynamic programming 

formulation of the offline algorithm is the following: 
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Lemma 1 Given a multi-server system with 𝑛 servers, a multi-set of 𝑛 request se-

quences 𝑅 = {𝑅1, . . . , 𝑅𝑛}, one per server, where 𝑅𝑖 = 𝜎1
𝑖, . . . , 𝜎𝑟𝑖

𝑖  is the request se-

quence of a server 𝑆𝑖 of length 𝑟𝑖 ≤ 𝑟𝑚𝑎𝑥 the maximum length of request sequence 𝑅𝑖, 

multiple-level caches of total size 𝐾 cache lines where 𝑙𝑖 is the number of levels in the 

multi-level cache of a server 𝑆𝑖, and a set of non- negative delays 𝛼𝑖,𝑗, 𝛽𝑖,𝑗,𝑘, 𝛾, ∀𝑖, 𝑘 ∈

{1, . . . , 𝑛}, 𝑖 ≠ 𝑘 ∀𝑗 ∈ {1, . . . , 𝑙𝑖}, with 𝐾 = 𝑂(1), 𝑛 = 𝑂(1), and 𝑟𝑖 ≫  𝐾, ∀𝑖 ∈
 {1, . . , 𝑛}, the minimum number of faults and the minimum makespan to serve 𝑅 is 

determined in 𝑂(𝑟𝑚𝑎𝑥
𝐾 ) time. 

 

Proof For each step of the algorithm, the maximum number of different configura-

tions considered to calculate the next state of minimum price is a function of the 

number of new pages that are inserted into the cache configuration at this step. Since, 

at each step, the number of new pages that are inserted into the cache configuration is 

at most the number of requests served at this step, we denote this number by 𝑙, 0 ≤
𝑙 ≤  𝑛. Then, the number of different ways to insert 𝑙 new cache lines into the cache 

of a size 𝐾 cache lines is 𝐾 · (𝐾 − 1) · . . .· (𝐾 − 𝑙 + 1) ≤ 𝐾!. Thus, the number of 

total prices that need to be computed is bounded by 𝑟𝑚𝑎𝑥
𝐾 ∙ 𝑟𝑚𝑎𝑥

𝑛 ∙ (∑ 𝑙𝑖 + 1𝑛
𝑖=1 ) ∙ 𝑛 , 

since 𝑟𝑚𝑎𝑥
𝐾  bounds the number of different cache configurations, 𝑟𝑚𝑎𝑥

𝑛 bounds the num-

ber of combinations of 𝑖1, 𝑖2, … , 𝑖𝑛 , and (∑ 𝑙𝑖 + 1𝑛
𝑖=1 ) ∙ 𝑛 bounds the number of delay 

combinations. Hence finding the optimal price, as well as the optimal page replace-

ment, is polynomial in n and can be determined in 𝑂(𝑟𝑚𝑎𝑥
𝐾 ) time. 
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Abstract. The goal of this paper is to present an efficient realistic metric for 

evaluating cache scheduling algorithms in multi-user multi-cache environments.  

In a previous work, the requests sequence was set deliberately by an opponent 

(offline optimal) algorithm in an extremely unrealistic way, leading to an un-

limited competitive ratio and to extremely unreasonable and unrealistic cache 

management strategies. In this paper, we propose to analyze the performance of 

cache management in a typical scenario, i.e., we consider all possible scenarios, 

with their (realistic) distribution. In other words, we analyze the average case 

and not the worst case of scheduling scenarios. In addition, we present an effi-

cient, according to our novel average case analysis, online heuristic algorithm 

for cache scheduling. The algorithm is based on machine-learning concepts, and 

is flexible and easy to implement. 

Keywords: cache management, competitive ratio, concurrency. 

1 Introduction 

A multi-user concurrent multi-cache system should satisfy users’ memory page re-

quests.  Finding an efficient cache management for these systems is of high interest 

and importance. A cache scheduling algorithm decides, upon each request that results 

in a page fault (when the cache is full), which page to evict from the cache to insert 

the newly requested page. The algorithm should minimize the number of page faults. 

Offline paging strategies may align the demand periods of (known to the offline) fu-

ture requests. An online strategy does not know the exact sequence of future requests. 

Thus, an optimal offline strategy has a significant advantage over an online strategy. 

Previous works show that, in multi-core paging, the competitive ratio of traditional 

algorithms in the scope of multi-cache systems, such as LRU, FIFO, CLOCK, and 

FWF, may be arbitrarily large. 

mailto:sadetsky%7d@cs.bgu.ac.il
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2 The System Model 

Suppose, in general, that we have servers 𝑆1, 𝑆2, … , 𝑆𝑛 , and corresponding lists of 

possible requests 𝑅1, 𝑅2, … , 𝑅𝑛 , where 𝑅𝑖 = {𝑟1
𝑖 , … , 𝑟𝑙𝑖

𝑖 } is of length 𝑙𝑖 . The system 

contains a cache of size 𝐾, and a slow memory with access latency time of 𝑡. Denote 

by 𝑅 = ⋃ 𝑅𝑖
𝑛
𝑖=1  the set of all possible requests. We implicitly assume that 𝐾 < |𝑅|, 

but in practice 𝐾 is usually much smaller even than each of the |𝑅𝑖|’s separately. A 

singleton is a subset of size 𝐾 of 𝑅, namely, any of the possible cache configurations. 

When expanding a node consisting of several singletons, we have branches corre-

sponding to each of these singletons, with possible request configurations.  

3 Offline algorithms to estimate expected #pf 

An optimal offline algorithm: full execution tree Our first algorithm calculates the 

average accurately, for an arbitrary given distribution on the space of all request se-

quences, as long as this distribution gives rise to an execution tree with a finite num-

ber of inequivalent nodes. We construct a tree, whose nodes correspond to the possi-

ble states of the cache, and whose edges correspond to the various possible requests at 

each state. Whenever we return to a state visited earlier, we do not need to continue 

from this state anymore. We simplify the calculation further by noticing that various 

pairs of nodes of the tree are equivalent. 

Example 1: Suppose we have two servers 𝑆1, 𝑆2, with corresponding sets of possible 

requests 𝑅1 = {𝑟1
1, 𝑟2

1}, 𝑅2 = {𝑟1
2, 𝑟2

2}, assumed to be disjoint, a cache of size 𝐾 = 3, 

and access latency time 𝑡 = 0. There are 4 possible singletons: 𝐴, 𝐵, 𝐶, and 𝐷. A two-

step execution tree started from any singleton, say from A, is as follows:  

 

Figure 1: A 2-steps expansion of an execution tree (𝐴𝐵0 is a pair of singletons) 

A simplified calculation of the asymptotics of 𝑹𝑨 In the preceding subsection, we 

explained how one can provide an exact formula for the average number of page 

faults per request in larger and larger initial subtrees of the full execution tree. In par-

ticular, we were able to calculate lim
𝑖→∞

𝑅𝐴(𝑖). In fact, this limit is usually the only 

measure of importance. Note that one can view the process of moving from node to 

child in the tree as a Markov chain. The second option is to build an appropriate tran-

sition matrix which describes the given system, find its eigenvector corresponding to 

the eigenvalue 1, and then calculate the expected #pf accordingly. 
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Second offline algorithm – limited lookahead execution tree When a full execution 

tree contains too many non-equivalent nodes, we may estimate #pf by expanding each 

singleton to some depth 𝑖. Then we use one of the methods described above to calcu-

late the expected #pf according to the obtained nodes. This will probably provide an 

upper bound of #pf, since the undiscovered nodes consist of several singletons, and 

thus tend to lead to less #pf (since jointly they contain more different requests). 

4 Heuristic online algorithm – dynamic machine learning 

A simple-minded approach to the question of optimizing the cache is to put in it those 

requests that occur most often. Namely, suppose we did not have a cache. At each 

stage, we would have 𝑛 page faults. (Recall that, if several servers ask simultaneously 

for the same 𝑟, we count each of them as causing an additional fault.) How much do 

we gain by placing some 𝑟𝑗 ∈ 𝑅 in the cache? For each 𝑖 such that 𝑟𝑗 ∈ 𝑅𝑖, there is a 

probability of 𝑝𝑖𝑗  for 𝑆𝑖  to ask for 𝑟𝑗  (where ∑ 𝑝𝑖𝑗𝑗:𝑟𝑗∈𝑅𝑖
= 1 for each 𝑖). Hence, by 

having 𝑟𝑗 in the cache, we reduce #pf by 𝑣(𝑟𝑗) = ∑ 𝑝𝑖𝑗𝑖:𝑟𝑗∈𝑅𝑖
. To reduce #pf as much 

as possible, we place in the cache those requests 𝑟 for which the quantity 𝑣(𝑟) is 

among the 𝐾 maximal ones (ties broken arbitrarily). Note that this tends to give more 

cache lines to servers with fewer possible requests.  

Lemma 1 If the probabilities 𝑝𝑖𝑗  of each server 𝑆𝑖 asking for each 𝑟𝑗 do not change 

with time, and the servers are independent, then the algorithm proposed above is 

optimal. 

Proof Denote the proposed algorithm by 𝐻, and let 𝐻′ be some other algorithm. Then 

#pf (𝐻)=𝑛 − ∑ 𝑣(𝑟𝑗)𝑟𝑗∈cache of 𝐻 . Similarly, #pf (𝐻′)=𝑛 − ∑ 𝑣(𝑟𝑗)𝑟𝑗∈cache of 𝐻′ . Since 

the algorithm 𝐻 chose the 𝑗’s with maximal 𝑣(𝑟𝑗), we have #pf (𝐻) ≤ #pf (𝐻′).  □ 

Given the above, we conclude that learning the recent heuristic request probabilities 

may lead to an efficient online heuristic cache management algorithm. We propose an 

algorithm whose steps include machine learning of the previous execution time win-

dow (∆𝑇) and estimate the request probabilities. In the next execution time window, 

we use the algorithm described above. As long as the request probabilities stay put, 

we leave the cache unchanged. 
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Abstract. I propose a secure yet user-friendly computing environment
where all local storage is decoupled from the system, allowing for com-
plete separation between computation and storage. This method solves
the dilemma faced by security-conscious users, who at present have to
choose between using a familiar computing environment and a specific
secure operating system. Additional benefits include system access that
must be confirmed by third party, uncircumventable global network ac-
cess policies, security keys introspection, and more.
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1 Introduction and Project Description

Computer users in hostile environments face a dilemma: either use familiar
computing environments such as desktop operating systems, tablets and smart-
phones, opening themselves to the risks of criminal and state-sponsored malware
and traffic inspection, or constrain themselves to specific secure operating sys-
tems such as goal-oriented live Linux distributions. [7,9] Moreover, even when
using such an OS, the user may be forced, either legally or via less scrupulous
means, to provide decryption keys for the persistent local storage. [2]

The purpose of this project is to allow activists, employees, and regular people
to use their familiar computing environments while decoupling all local storage,
including the OS, from the computing resource. A tiny bootloader, which is the
only permanent storage, downloads and verifies a small safe wrapper OS, which
executes a virtual machine that works directly with remote encrypted storage
that contains the original operating system and data. This process is transpar-
ent to the user, whose existing operating environment can be encrypted and
uploaded to a remote server using a separate tool. Access requirements for re-
mote storage can be specified separately, such as using two-factor authentication,
or requiring a third party confirmation in order to grant access.

This project avoids the limitations of remote desktop or remote storage im-
plementations. No remote architecture-specific operating systems and resources
are needed, and there are no dangers of leaks via local side-channels such as
swap. Risk of local exploits and Trojans is also partially mitigated. The band-
width bottleneck may be reduced via storage compression and local temporary
caching. Optional extensions include the ability of several users to take advan-
tage of the same basic storage via personalized snapshots, automatic backups,
and other features.
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2 Background and Related Work

There are many solutions that try to make computing environments more secure
when various computer security aspects are considered. These solutions span, for
example, hard drive encryption, anti-viruses, virtual private networks, remote
storage, thin clients, and many others. What is common to most of the above is
that they work from inside a locally installed general-purpose operating system,
which is itself vulnerable to attacks.

Attempts to circumvent this fundamental vulnerability typically come in
the form of special-purpose OS distributions, such as TENS [9] (aimed at mili-
tary personnel and federal employees) and Tails [7] (aimed at privacy-conscious
users). There are even hardware solutions incorporating a similar concept. [4] I
developed such a system myself [5], and came to a conclusion that regular users
will not employ a special-purpose OS on regular basis due to a sharp conflict
between security and steep learning curve of using such a system.

However, during development of Liberté, which was the first Linux distri-
bution to ship with a Secure Boot-based trusted boot chain, it became appar-
ent that once several hardware-related capabilities become commonplace, it will
become possible to decouple the special-purpose secure OS from the general-
purpose user’s OS without necessarily sacrificing usability or security. These
capabilities, which are commonly available now, are: non-desktop virtualization
support, UEFI firmware with reliable Secure Boot support [8], and ubiquitous
fast and reliable network connectivity.

3 Decoupling All System Storage

Below, I describe the concept of System Storage as a Service (SSaaS), where all
storage used by the system, including its operating system, is remote and secure.
Here are some evident advantages of the approach:

– Trusted boot chain prevents tampering with the system. Injecting data into
local storage provides no benefit to the attacker, as local storage is at most
an encrypted cache of primary remote storage. Remote encrypted storage is
also protected.

– Network access policies, such as VPN usage, can be defined outside user’s
operating system. Granularity of such policies is not necessarily limited by
what can be inferred from connection metadata, since methods can be de-
vised for real-time introspection of encryption keys inside libraries used by
user’s OS.

– Hardware access policies can be similarly enforced, which is essential for
preventing DMA and other side-channel attacks. [6]

– Ability to enter user’s computing environment may be restricted to depend
on third-party authorization. This factor has recently become crucial for
privacy-conscious users and for employees working with sensitive data, in
light of border control policies requiring users to provide access to their
devices when they are capable to do so. [2]
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– Seamless transition to SSaaS from a regular local setup is possible.

– Backups can be easily managed centrally, and multiple users can work off
the same primary disk image using personalized snapshots.

– Virtualization benefits that are now prevalent in the industry, such as easily
moving the computation environment to different hardware, become possible
at the full system level for the end-user. In principle, it should be possible
to load a familiar secure environment on any similar hardware, with the OS
and the data immediately accessible.

The apparent disadvantages are:

– Hardware support by the SSaaS OS may be lacking. This limitation can be
mitigated by focused testing of approved hardware configurations that are
requested by clients.

– Mobile devices often lack virtualization capabilities. However, the situation
is improving in light of recently added virtualization support in ARM and
Wind River-based systems. [1]

– Network access may be intermittent. This issue can be alleviated by employ-
ing local storage as transient encrypted cache with write-back policy that is
subject to network conditions quality. Otherwise, as more and more applica-
tions rely on Internet access to work, SSaaS requirements should not stand
out as peculiar.

4 Architecture and Proof of Concept

The only component of SSaaS that needs to be installed on user’s computer is
the tiny UEFI bootloader, which does not require frequent updates. Verified by
UEFI Secure Boot firmware, the bootloader fetches the SSaaS hypervisor OS
from remote storage. Based on experience with [5], the download size should not
exceed ≈ 200 MiB.

The SSaaS OS subsequently initializes the hardware, sets up peripheral de-
vices and network access policies, and configures a module for accessing the
remote storage, optionally through encrypted local cache. Afterwards, user’s OS
is started in a virtual machine, subject to the policies above.

Any attempt to tamper with local or remote storage will violate the trusted
boot chain. In case when there is a danger that the user may be coerced into
providing access to the system, such as at an international border crossing [2],
access to remote storage can be temporarily and externally restricted.

Figure 1 show a diagram of the architecture. I am currently developing a
prototype of securely porting existing Windows and Linux operating systems
on common x86-64 architectures to completely remote encrypted storage. Hope-
fully, extending the project to Apple operating systems and to non-Intel, mobile
architectures will be possible as well, but this ultimately depends on project’s
timeframe and funding.
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Underlying Architecture

UEFI Secure BootSSaaS Bootloader

SSaaS Kernel Hardware Support Remote Storage Module
SSaaS Kernels 

Repository

QEMU KVM Hypervisor Supporting Userspace

User’s Operating System and Applications

Remote 
Storage

Fig. 1. Representation of SSaaS architecture. Verified bootloader fetches the kernel
and the userspace from a remote repository. Once the remote storage module connects
to user’s data, the guest operating system can be loaded in a hypervisor.

5 Market and Viability

The project as it is described here, once prototyped, should generate interest
in privacy-conscious communities due to its novel security focus. I personally
experienced this effect with English and Russian-speaking communities when
working on [5]. A significant part of this interest comes from developers who
are eager to work on open-source security software, which does not only cover
the code of the project itself, but also, for instance, related distribution and
operating system bugs. Additionally, security projects that do not publish source
code attract significant criticism that hurts their feasibility. [3]

Therefore, the most appropriate model for SSaaS development should include
open-sourcing most of the code. There are multiple viable business models that
rely on open-source code.1 The following options seem as the most attractive:

– Developing custom solutions per client, similar to what is done internally by
TENS [9];

– Selling ready solutions that include managed remote storage;
– Selling enterprise-level support services.

6 Conclusion

I summarized System Storage as a Service (SSaaS) — a concept of abstracting
away all system storage for the purpose of cybersecurity. In doing so, I drew on
my experience with developing Liberté Linux, which is a custom source-based
secure Linux distribution with many innovative features that was downloaded
and used by thousands of users worldwide.2 I am convinced that there is real
demand for SSaaS, as the approach provides a significant increase in user-level
security and privacy. Whether this approach will be taken advantage of at OEM
level by market players, or it will be used only as a separate feature by selected
users and entities — remains to be seen.

1 See https://en.wikipedia.org/wiki/Business_models_for_open-source_

software.
2 See the following press-conference (in Russian): https://lenta.ru/conf/kammerer.

https://en.wikipedia.org/wiki/Business_models_for_open-source_software
https://en.wikipedia.org/wiki/Business_models_for_open-source_software
https://lenta.ru/conf/kammerer
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Abstract
Two-factor authentication systems have become popular in secur-
ing account logins by adding an extra layer of security so that even
if a user’s password is compromised, an attacker may not be able
to log in. However, while two-factor systems rate highly among
users in terms of perceived security, users believe them to be not
as usable as one-factor passwords, leading to a low adoption rate.
We propose a zero-effort two-factor authentication scheme called
Watermelon 2FA that uses audio signals without user interaction.
When a user logs into an online account, their phone plays audio
automatically that encodes a code that the browser listens for. The
audio is then decoded for the code and used in authentication.

Keywords Security, Authentication, Sound, Human-Computer
Interaction

1. Introduction
Two-factor authentication (2FA) systems protect user accounts
even if passwords are leaked or stolen. Today, most 2FA systems
are software-token based and tied to a personal device. When a
user attempts to login to an application via web browser, a linked
app on his/her smartphone generates a one-time login code that is
entered into the browser to complete authentication [Google].

Despite safety concerns, past studies have shown that most
people do not use 2FA, with some studies citing usage rates of
as low as 6.4% [Petsas et al. 2015] [Impermium 2013]. Recent
usability studies suggest that while users perceive 2FA as being
more secure than traditional one-factor password logins, they value
usability and believe 2FA to be more difficult to use. [De Cristofaro
et al. 2013] [Gunson et al. 2011]. 2FA can be quite intrusive,
requiring a user to pull out his or her phone and complete a set
of dialogs, before continuing with his or her workflow.

Therefore, it is crucial that we develop less intrusive 2FA meth-
ods in order to increase 2FA adoption levels. In this study, we
sought to develop a less intrusive form of 2FA. The study of zero-
effort 2FA systems is a recent field that aims to create highly usable
2FA systems that do not require user interaction. These work by

[Copyright notice will appear here once ’preprint’ option is removed.]

leveraging sensors such as GPS, WiFi, Bluetooth, and audio data
[Karapanos et al. 2015] [Truong et al. 2014]. The main objective
of many zero-effort 2FA systems is to use the proximity of the user
and his/her paired device to verify the identity of the user.

One elegant audio-based zero-effort 2FA idea is Sound-Proof
[Karapanos et al. 2015]. When a user logs in via web browser, the
browser and the user’s phone record ambient audio and send it to a
Sound-Proof server. The server runs machine learning and analysis
to determine if the ambient audio has come from the same location
and authenticates the user. This requires no effort on behalf of the
user and is highly effective.

However, this zero-effort 2FA system is vulnerable to a sound-
spoofing attack [Shrestha et al. 2016]. An attacker is able to gener-
ate sound to be recorded by the victim’s phone by simply dialing
the victim’s phone number. If the attacker has compromised the vic-
tim’s phone ringtone and his/her password for an account, he/she
can log into the victim’s account by simply playing the ringtone to
the web browser at the same time as pinging the victim’s phone.

Because Sound-Proof promises virtually no user interaction, we
find its vulnerability to sound-spoofing attacks to be quite unfortu-
nate. Keeping these attacks in mind, we focus on improving the se-
curity of audio-based zero-effort 2FA in our work, keeping a close
eye on usability.

We propose Watermelon, an audio-based zero-effort two factor
authentication system that aims to be as seamless and transparent
as possible to the user to promote usability and potential adoption.
Watermelon does not require the user to interact with his/her phone
during the two-factor authentication process, giving an experience
that should be close to a traditional one-factor password authen-
tication experience. Watermelon works as follows. First, a user at-
tempts to log in to an account via web browser. Next, the web server
pings the user’s phone to play a sound that encrypts a one-time lo-
gin code. The web browser, listening for the audio-based login key,
submits the sound to the server, which decodes the key from the
sound and authenticates the user.

While our idea is not completely novel [SoundLogin 2016]
[TechCrunch 2013], past systems were designed in industry and
never deployed (e.g. [TechCrunch 2013] was acquired by Google
and never heard from again). In contrast, Watermelon is an open-
source system that is ready to be deployed. Our code can be readily
placed on top of an existing authentication stack, quickly increasing
the security of previous applications. Here, we also focus on im-
proving previous approaches to sound-based 2FA by making them
more secure and more usable. We also counter-balance our analysis
by demonstrating limitations of this approach and potential areas
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for future optimization and expansion. We developed Watermelon
as a toy web-application and iOS companion.

2. System Design
We built Watermelon 2FA with demo infrastructure to show how it
works end-to-end. Our design consists of four main components:

1. A webpage (client) for users to login from

2. An application server that serves the client and handles authen-
tication

3. A push server that sends push notifications to phones

4. A mobile app that receives push notifications

Below is a description of the login procedure for Watermelon
2FA.

1. User sends his/her credentials via client to application server.

2. Application server initiates 2FA by generating a one-time pass-
word (OTP) and sending it to the push server

3. The push server sends the phone a push notification for the
particular OTP.

4. The phone plays the sound that corresponds to the OTP

5. The browser records sound during this process.

6. When the browser finishes recording, it sends the sound back to
the server

7. The server analyzes the sound file and extracts the OTP and
verifies it with the original OTP.

8. The server authenticates (or rejects) the user.

Browser	Client Authentication	
Server

Push
Server

Mobile
Device

request

sound

push	OTP
(SSL)

sound OTP

same	machine

Figure 1: Watermelon 2FA System Design

2.1 Architecture
The front-facing browser client uses HTML5, which includes an
API for accessing the microphone (this currently works in Google
Chrome only). The microphone API requires HTTPS, unless the
system is running in development mode. For Watermelon to be
deployed globally, HTTPS needs to be enabled. This can be done
by using services like Heroku or contacting a provider. For the
purposes of our demonstration, we ran the server on the same
computer we used for testing - thus, we could run on localhost and
side-step the HTTPS issue. In practice, the requirement for HTTPS
is a potential limitation of our approach, as the initial connection
time now increases.

We built the authentication system using Python 2.7 with Flask,
employing a model-view-controller paradigm for account manage-
ment. The database uses Sqlite. After the user logs in, the Flask
server tells the push notification server to send a sound to the user.

In an earlier version of Watermelon, we required the user to pro-
vide the username, password, and perform the 2FA test before any
authentication results were returned from the server. We thought
this would increase our security, as a rogue individual would not
be able to repeatedly try entering usernames and passwords. How-
ever, this framework is subject to a new security vulnerability - an
attacker can try logging in with other usernames, resulting in push
notification spam. We resolved this by later returning to the earlier
iteration, requiring username, password, and a microphone listen
before any information is returned - but this time, a push notifica-
tion is not sent if the username and password is wrong. The attacker
will not have any idea if a push notification was even sent. We con-
sidered side-channel attacks (sending push notification might make
the server take longer to give a response), however we resolved this
by moving the push notification logic to a separate thread, so that
the time for response is equivalent either way.

Whenever different components of our infrastructure communi-
cate, they pass along secrets and hashes in order to prevent mali-
cious individuals from impersonating any given component.

2.2 Analysis of Sound
We are faced with the problem of extracting signals from the raw
recorded sound of the web client. Amidst all the noise and pertur-
bations, the server must be able to extract the frequencies played by
the phone. To accomplish this, we utilize the spectrogram func-
tion in the scipy.signal Python class, which takes a raw stream
of data read from a .wav file and produces a 2-dimensional array of
time and frequency, where the entries represent the strength of that
frequency at that point in time. However, upon generating the spec-
trogram, we observe that the vast majority of the array if filled with
noise values that are magnitudes of 10 lower than the actual sounds.
Thus, the first step is to pre-process the spectrogram data by setting
all values not in the 99th percentile of the array values to 0. Next,
we need a time-efficient algorithm to detect frequencies that which
there is a prevalent constant tone at a certain frequency for some
threshold T of time. Note that this must be robust to small gaps
or slight disturbances in frequency, so we cannot simply look for
continuous nonzero stretches in the spectrogram array. To accom-
plish this, we take a running 1-dimensional window of size T at
each frequency and iterate through time. If at any point, more than
0.8 (adjustable) of the values in the window are nonzero, we can be
confident that there is a tone being played at that frequency, and we
subsequently append the frequency value to a list of signals. In or-
der to prevent repetitions and also add robustness to small changes
in frequency, a frequency value is only added to the signal list if it
differs enough from the previous value added.

Hence, we are able to extract the frequencies of the sounds
played by the phone and thus calculate the code to be sent back to
the server. Ultimately, the client’s goal is to calculate the successive
differences in frequencies of the sounds played, in the order they
are detected, and send these to the server. The server will then
validate the difference values with the true values based on the
sound the phone played.

2.3 Generating Sounds
The sounds used in our project were produced using the wave
package in Python, which allows for .wav files to be synthesized by
amalgamating sine waves of different frequencies. Each sound file
is 8 seconds long, with each chosen frequency playing for exactly
1 second before switching to the next one. The frequencies are
chosen such than adjacent values are far enough apart, as discussed
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in the previous section. For this proof of concept, all frequency
values are chosen from the list

[2000, 2500, 3000, 3500, 4500, 5000, 5500, 6000].

To improve the effectiveness of the signal extraction by the server,
the frequencies in the sequence are chosen alternately from the top
half and bottom half of the list. The frequencies chosen could easily
be extended to far more possible values (which still preserving the
feature that adjacent frequencies are far apart). Each sound file
can then be fed into the analysis algorithm to produce the code
of 8 frequencies corresponding to that file. We keep a hash of the
sound numbers to the expected list of 8 frequencies in the server
so that authentication can be done when the client sends over what
it hears. Moreover, these sounds are all pre-generated and stored
onto the phone, so that any one can be chosen and played for a
push notification.

While this procedure works flawlessly when feeding the gener-
ated sound files back into the algorithm, the system is less robust
to noise. When playing the sound on an iPhone 6 and re-recording
with a Dell Inspiron 7000 (2013) in a setting where other people
were chatting, we were able to recover only 5 frequencies. For the
purpose of this project, we decided to require only a sub-sequence
to attain a match. The security can be greatly expanded by us-
ing error-correcting codes, such as Reed Solomon Codes [Mitzen-
macher 2012].

In practice, it turns out that only a selection of the sounds work.
Future work will need to explore why some of the sounds work
better than others - and how we can generate more sounds that
work well. Currently, the system includes only 100 sounds, which
does not provide the best security, as the attacker could just cycle
through them all.

3. Push notification Infrastructure
Our push notification infrastructure is highly secure, utilizing the
TLS-based Apple Push Notification service. We acquired an iOS
Developer’s license from Apple and created a unique certificate for
the Watermelon application. When a user first downloads Water-
melon to his or her phone (this is currently done using enterprise
install via XCode, though Watermelon can also be distributed via
the App Store), he or she is presented with a registration page. Prac-
tically, the user would now authenticate with their username/pass-
word, though for simplicity, we trust the user to type his or her own
username for this proof of concept demonstration. After tapping
register, the device sends his or her device token, username, and a
MD5 Hash of the device token + SALT to the server. The following
network request is sent:

device_token = ...
hash = md5(device_token + push_salt)
curl --data "device_token=#{device_token}& \
hash=#{hash}&username=#{username}" localhost:5000 \
/register_device

The MD5 Hash protects against man in the middle attacks. In
practice, the communication should be done via HTTPs, although
we did not setup a HTTPs server for the this proof of concept
project. However, we did want Watermelon to be immediately
deployable - therefore, we have XCode automatically print out
the device token to the console. A systems administration simply
appends the following line to ”device tokens.txt” on the server:

device_token,username

This way, system administrators have air-gap protection for the
registration process.

Figure 2: Testing frequency range of computer microphone

The push notification infrastructure was implemented in node.js
and runs on port 5000. To send a push notification, our Flask
backend queries the node.js backend with the following:

curl --data "secret=SECRET&message=Authenticating \
you by sound...&code=code_num&username=user" \
localhost:5000/send_push

Utilizing a SECRET prevents malicious attackers from querying
our server with arbitrary codes and disturbing our users. We did not
implement rate-limitations for this proof of concept.

When the node.js backend receives this instruction, it looks up
the device token in device tokens.txt and sends a push with the
provided message. The iPhone is immediately pushed that message
and instructed to play the sound ”soundcode num.wav.” 100 sounds
were produced earlier in our project and stored in the Bundle of
our app. This can be extended to 1,000,000 sounds, making it
statistically unlikely to ”guess the correct” sound to play, even if
he attains access to our application binary, extracts the sound files,
and plays them manually.

The sound is played and detected by the computer microphone.

4. Analysis of proposed solution
A key consideration consists of the limitations surrounding the mi-
crophone of the computer. Most ambient noise occurs at lower fre-
quencies, so we are interested in sending signals at higher frequen-
cies (above 2000 Hz). Testing the range is shown in Figure 2 in
which a spectrogram is produced as the computer’s microphone is
recording. A phone is used to play increasingly high frequencies
of sound. Observe that the signal recorded by the spectrogram cuts
out at a little above 7000 Hz. This will serve as the limit for the
frequencies that can be played as part of the 2FA code.

Furthermore, in comparing the extracted signals of the server to
the true frequency codes, its important to maintain the robustness of
the code by separating the frequencies into some sort of bins so that
small perturbations in the frequencies won’t effect the code gener-
ated. This is done in during the analysis by the server where the
granularity of frequency produced by the spectrogram function is
around 172 Hz. Thus, it follows that we do not have to worry about
small variations in frequency. The granularity of the spectrogram
for time is approximately 200 entries per second.

5. Evaluation
Upon producing the set of 100 audio files, inputting the pure audio
file into the analysis algorithm produced spectrograms such as the
one shown in Figure 3. This is a great illustration of nature of the
audio files, which play varying frequencies one after the other. In
particular, the algorithm generates a code of

[5512, 3617, 4823, 2067, 5512, 2047, 4823, 3617],
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Figure 3: Spectrogram of sound0.wav

Figure 4: Spectrogram of sound0.wav with noise

which we can then use to determine that sound0.wav was played.
The horizontal blocks here have a short height that indicates the

bins of the frequencies. We observe that at times, the are weaker
frequencies (weakness is measured by volume and is represented
by the color; red is strong, blue is weak) that fall into adjacent
bins. Because the algorithm only needs 80 percent of each block
to be filled (nonzero), the audio file analysis is robust to these
perturbations. In Figure 4, we have the spectrogram of the same
audio file, played in a noisy setting and recorded again. The noise
at the lower frequencies can be seen clearly, but the same frequency
signals played in the .wav are still obviously present (albeit more
faint). The same algorithm is then run on the new spectrogram and
the following frequency code was extracted.

[3617, 2067, 5512, 2047, 3617].

Therefore, even in the presence noise, the algorithm successfully
extracts frequency signals that produce a subsequence of the true
value, as desired. It was able to obtain 5 out of the total of 8 fre-
quency signals. Here, it became clear that the accuracy of the algo-
rithm is affected by the subsampling and pooling in the spectrogram
package. That is, the .wav file itself has a standard sampling rate of
44100 Hz, which would produce a granularity far finer than the 200
samples per second. In future work, we would hope to explore more
customized or detailed implementations of the spectrogram, which
would in turn yield more accurate representations of .wav files.

6. Related Work
In this section we discuss traditional 2FA systems, and recent
research in zero-effort 2FA systems.

6.1 Traditional 2FA
Hardware Tokens. Security keys are physical keys that can be
inserted into computers. The Yubico FIDO U2F key ‘Yubikey’ is
one example of this [Lang et al.]. This security key can generate
a public/private key pair and be associated with a user’s account.
When a user logs into a service, the server sends the desired key’s
handle the hash of the client data to the security key. On user touch,
the security key exercises its private key by signing client data
which is then passed to the web application. Yubikey is a relatively
low-effort 2FA method, only involving a user tap on the physical
security key, but it is still potentially more effort than zero-effort
2FA methods and almost always more expensive to produce than
software-based 2FA.

Software Tokens. Google Authenticator uses a one-time-password
(OTP) for 2FA [Google]. A secret key is generated for the user and
stored on the Google Authenticator app on the user’s phone. When
the user logs in to a service via web browser, the service asks for a
6-digit login code. The user can visit his/her Google Authenticator
app, which generates a OTP based on the secret key and either the
current time or the number of times historically the user has logged
in. The user types this into the browser and the server verifies,
by generating the OTP with the secret key, that the OTP matches.
Google Authenticator requires the user to open his/her phone and
type 6 numbers, which is more effort than zero-effort 2FA methods
and may cause users to perceive 2FA as ranking low on usability.

Duo Push requires slightly less effort [Duo]. When a user logs
in via browser, the server sends a request to the phone. The user
can open his/her Duo Push app and press the login request, which
causes the server to authenticate. While this is much simpler and
usable than Google Authenticator, it still requires the user to pick
up his/her phone and open it, leading to more effort.

6.2 Sound-based Effort 2FA
SoundLogin. SoundLogin aims to be more usable than Google
Authenticator [SoundLogin 2016]. It works in the same way as
Google Authenticator, providing a OTP in the SoundLogin mobile
app. However, upon tapping the OTP, SoundLogin transmits an
audio that encodes the OTP that the web browser records and sends
to the SoundLogin server. The server then decodes the sound to
verify the OTP. SoundLogin is similar to our work, but it is not
a zero-effort design. Instead, the user still needs to open his/her
phone to perform the 2FA, resulting in more effort.

6.3 Zero-effort Authentication
BlueProximity BlueProximity automatically locks and unlocks a
computer’s screen by testing for the presence of the user’s paired
phone via Bluetooth [highno 2013]. While this is not 2FA, one can
imagine how this could be adapted for 2FA. However, Bluetooth
support within browsers is not yet available [Mozilla 2016] so this
is not feasible for logging into web apps yet.

WiFi and GPS The goal of WiFi and GPS authentication is to use
the proximity of the user’s personal device, his/her smartphone, to
verify his/her identity while logging into his/her computer. This
has been done via a channel over a WiFi network in one work
and GPS location data in another work [Truong et al. 2014]. How-
ever, like the Bluetooth API, WiFi info is not yet obtainable inside
the browser to be used for 2FA logins. GPS data is available but
it can be inaccurate at times. One can imagine adopting a WiFi
and/or GPS approach to zero-effort 2FA, or as additional factors:
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the phone and browser could compare GPS location and/or avail-
able WiFi networks, but such technology (accessing the WiFi API
via the browser) is not yet available and GPS location may be in-
accurate at times. Our work aims to leverage existing technologies
for accurate and usable zero-effort 2FA.

Sound-Proof Sound-Proof is a zero-effort 2FA that works by us-
ing ambient audio to confirm that the user is in proximity of his/her
phone [Karapanos et al. 2015]. When the user logs in via web
browser, the web browser and phone both take sound measure-
ments and submit those to the server for analysis. If the server
believes those are similar enough, it authenticates the user. This
seems like an elegant and simple zero-effort 2FA at first glance, but
a sound-spoofing attack dubbed ‘Sound-Danger’ exposes a vulner-
ability [Shrestha et al. 2016]. Assuming the attacker has compro-
mised both the user’s password and the user’s phone’s ringtone,
the attacker can do the following. When an attacker logs in via
web browser, he/she can call the user’s phone. The user’s phone
will record its own ringtone as the ambient noise; the attacker only
needs to play this ringtone as well to his/her web browser to log
in successfully. Because of this striking vulnerability, we investi-
gate other sound-based zero-effort 2FA methods that are potentially
safer and as usable.

SlickLogin SlickLogin claims to use WiFi, Bluetooth, NFC, GPS,
and audio signals to authenticate the user in 2FA [TechCrunch
2013]. When the user logs in via web browser, the browser plays
high-pitched audio that humans cannot hear and the SlickLogin
app on the user’s phone picks up the sound via its microphone.
The app sends the sound back to the server, which analyzes the
sound. SlickLogin seems to be the holy grail of zero-effort 2FA,
offering a sound-based authentication scheme that is so usable that
humans do not notice it. Its potential drawbacks, like our proposed
2FA, are that the phone needs to be relatively near the computer
so that the sound transfer can occur and that a noisy environment
may interfere with the audio. However, the SlickLogin website is
no longer active and no research or product can be found on the
market so an analysis of the security and usability of SlickLogin
2FA is not possible. Our work, similar to what SlickLogin seems to
be, can fill that niche.

6.4 Encoding Data in Audio
This theme falls under the larger umbrella of steganography, the
practice of concealing a file, message, image, or video within an-
other file, message, image, or video. A chief example is Morse code
in which information is transmitted based solely on the length of
sounds separated by gaps. We leverage the frequency of the sound
to transmit information. Furthermore, data can be hidden in these
audio files using the same sort of encoding [Bender W. 2010] be-
cause software is needed to extract the signals.

7. Conclusion
We developed a zero-effort two-factor authentication system, called
Watermelon, based on audio signal extraction. In Watermelon, a
user does not need to interact with her or her phone. Rather, the
phone plays a unique signal encoding a OTP that is verified by a
server. Watermelon is open-source, free, and available to the com-
munity. We plan to release a less-technical version of this report,
describing how Watermelon can be incorporated into previous ap-
plications. Our analysis demonstrates that Watermelon is robust to
noise and enables a large domain of OTPs to be used. Future anal-
ysis will experiment with various device types and ambient noise
settings to further verify our results.
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Visual Estate bridges the gap between the traditional floor plan and your imagination. The company is 
developing a platform that can turn any standard floor plan you may find in a real estate office, into an 
immersive virtual reality (VR) experience of the development to be.  
 
THE PROBLEM(S): 

● Most people don’t understand floor plans, more so they can’t comprehend a 2D floor plan as a 
representation of 3 dimensional space. 

● Current solutions of ‘live visualization’(VR & 3D) are pricey. 
 
THE SOLUTION: 
A platform that allows real estate developers/ agents to turn any of their projects into an immersive VR 
experience; priced comfortably and easy to use. 
 
THE PRODUCT: 
Our platform will give real estate developers/agents the ability to turn their floor plans into high fidelity 3D 
models. This will allow the developer/agent to bridge the gap between the floorplan and their clients 
imagination and perception of the development, thus helping them to make an easier and better sell. The 
process of which is quite simple and a matter of minutes: 

1. The user uploads a floor plan in any format (jpg for example) whilst stating the designation of the 
development (residential, commercial etc. for data purposes and future improvement) 

2. Our algorithms will than translate the developments outline and inner walls into corresponding 3D 
modules, walls windows etc. Arranging the modules according to the plan and turning them into 
one model of the development which is imported into our VR ready UI. 

3. The unit can be automatically furnished according to its designation (stated in section 1) and a 
“style” selected by the user. 

4. The user then gets an executable file of their developments VR experience. 
 
 
Using VR technology the model can the be presented just like a show apartment, a living experience of 
the home to be.  
 
 
 

 



THE MARKET: 
The Real estate Market 
The US Market -  
There is an increase of 1.4% in new development starts in April 2017, over April 2016. Also, you can see 
a clear rise over the years (U.S Census Bureau) 

 
 
The Virtual Reality Market 
"VR/AR HMD market has the potential to reach over $100bn annually by 2025" 

 
 
 
 

 



BUSINESS MODEL and P&L: 
Visual Estate’s target audience are real estate developers and real estate agents. Visual estate will offer 
monthly subscriptions with 4 different pricing plans, based on the amount of units the user wishes to 
model. 
 
 Small Medium XL Enterprise 

Units 5 15 25 MIN 35 

Price/month $450 $1,250 $2,000 70/unit 

Cost $300 $900 $1,500 60/Unit 

Profit $150 $350 $500 10/Unit 

Profit margin 33.33% 28.00% 25.00% 14.29% 
 
Our cost per unit consists of the following:  
TOTAL CPU $60.00 

Operations $5.00 

M&S $21.00 

R&D $22.00 

G&A $10.00 
 
Based off the information above, analysis of the US Market, there are over 1,200,000 new development 
projects starts a year and rising. From our experience as a company currently providing this service (see 
further) we found that on average a typical unit repeats itself around 10 times. Meaning that in the US 
alone there are approximately 120,000 types of units. From this we conclude that in order to reach the 
Visual Estate has set for 2018, it only needs to cover 1.25% of the US market, providing the are all 
modeled under the Medium subscription model, or average out on it. 
 

P&L FORECAST 
 2017 2018 2019 

Sales Revenue 0 $1,000,000 $6,000,000 

Variable Costs 

Operations $2,569 $77,058 $308,232 

M&S $12,600 $378,000 $1,512,000 

Fixed Costs 

R&D $264,000 $528,000 $816,000 

G&A $144,100 $248,100 $248,100 

 

Profit (before 
tax) -$423,269 -$231,158.00 $3,115,668.00 
 

 



*The “Operations” costs are calculated with a deviation of 2X.  
PROCEEDS: 
Visual Estate is looking to raise $600K dollars in our current seed stage for a valuation of $2.4M. 
This sum should allow us to develop an MVP within 6 to 8 months, with an estimated burn rate of around 
$70K of net burn per month. 
 
Visual Estate is raising money for: 

1. User testing 
2. Production of Beta Product 
3. Pilot 
4. Marketing 

MONTHLY EXPENSES 
R&D 
 Amount CPM Total 

Developers 3 $8,000 $24,000 

Modelers 4 $3,000 $12,000 

CTO 1 $8,000 $8,000 

DBA 0 $0 $0 

Total   $44,000 
 

M&S 
 CPM 

Digital Advertising $300 

SEM $300 

Conventions $300 

Sales & 
Promotion $1,200 

 



Total $2,100 
Operations 

 CPM 

Storage $0.75 

Traffic $7.30 

Cloud 
Computing $200.00 

DB $1.00 

Security $5.00 

Total $214.05 

  

Max Deviation = 
2 $428.10 
 

G&A 
 Amount CPM Total 

CEO 1 $4,200 $4,200 

COO 1 $4,200 $4,200 

CFO 1 $4,200 $4,200 

Administrator 1 $2,300 $0 

Legal 1 $900 $0 

Accounting 1 $0 $5,500 

Office Space 1 $4,200 $0 

Supplies and 
hardware 1 $0 $26,000 

Total  $20,000 $44,100 
 
 
KPI’s: 
The key measurements of Visual Estate’s success are: 

● Models created- the amount of 3D models of developments created using our platform. 
● Number of users/ Traction.  
● Amount of subscriptions renewed . 

 
EXIT STRATEGY: 
Visual Estate means to have every new development worldwide modeled, collect and store said models 
along with their accompanying data for potentially creating the largest real estate board worldwide. 
 
Exit opportunities: 

● IPO 

 



● Merger / Acquisition by a large VR / Marketing  / Real Estate company 
 
 
 
COMPETITION: 

 
ABOUT VISUAL ESTATE: 
Visual Estate was founded in october 2016 by Andre Salamon, Michael Kalantarov and Alon Naftali, with 
the vision of bridging the gap between floor plans and the average person's imagination. Thanks to our 
advanced solutions in the field and the clear need of the real estate market, the company signed its first 2 
paying customers in its first month of existence while making profit. In less than half a year the company 
made over $180K of gross income in Israel alone. Today the company has over 15 clients and over 20 
projects under its belt and has spread nationwide with 5 full time employees and 3 freelancers.  
 
In Visual Estate we believe that creating strong strategic collaborations is key to success, therefore the 
company made 2 meaningful connections in the local real estate scene: 

1. Yad2 
Yad2 is one of the leading websites in Israel and is the leading platform for thrift shopping and of 
course real estate. The company has a website that showcases new real estate developments 
with over 10 million visits daily, and 1 million visits for Yad1(the new development website), the 
website is home to over 1500 different typical units across 270 different projects. This company is 
currently worth over $300Mn and is part of the Axel Springer group (worth $3.3Bn). 

 

http://yad1.yad2.co.il/
http://yad2.co.il/


Within 3 months of operation, Visual Estate joined forces with Yad2 in israel, and together 
launched a new product for the company known as “yad1VE”. Yad2, being one of the largest 
websites in Israel, markets and distributes Visual Estate’s products within the country. 

 
2. 3D Design 

3D Design is one of the 3 biggest rendering companies for real estate in Israel with over 150 
clients. With a variety of service from stills rendering to commercial videos and production of 
physical models. Visual Estate and 3D Design together are now a one stop shop for all of the 
needs a new development has and/or might have. 

 
Since its founding Visual Estate enjoyed more than little media coverage in Israel and in Geektime global, 
naming it one of the 8 most promising startups in the south of Israel. (Link to the article) 
 
THE TEAM: 

 
 
Alon Naftali ,Founder & CEO 
An economy and business administration major graduate. Community leader at Tech7 Innovation 
community. 
 
Michael Kalantarov. Founder & COO 
Full stack web developer for 11 years. Community relations manager at Tech7 Innovation community. 
Ran first company at the age of 17 (Software solutions and web development) 
 
Andre Salamon, Founder & Acting CTO  
Computer graphics, game developer and programmer. 8200 Technological unit veteran. 

 

http://www.geektime.com/2017/03/23/8-beer-sheva-startups-that-you-should-know-about/#attachment_61247


 
Shay Krainer, 3D expert 
Computer graphics, game developer and programmer. A tutor in game development. 
 
David Elimelech, Framework expert 
Computer graphics, game developer and programmer. Proficient in writing frameworks for graphical 
engines. 
 
*Currently in process of hiring 2 Phd candidates as CTO and machine learning expert 
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