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Summary: 

The increasing use of Electronic Health Record (EHR) by health care providers leads to 

availability of medical data and specifically free-text patient notes. These patient notes 

present opportunities for the extraction of phenotypes, treatment and treatment outcome 

on a large scale. These data can make a significant contribution to basic science in many 

fields that require detailed phenotypic information such as linking phenotypes to genetic 

variance, whole population epidemiology and simpler patient recruitment for drug studies 

as well as direct improvement of patient care.  

The centralized public health system in Israel provides an extraordinary resource of 

patient information as most patients remain with the same insurance provider from birth 

to death. In addition, the high level adoption of electronic health records makes most of 

the relevant information computationally accessible. It is of interest also due to the fact 

that Israel hosts segregated populations who live side by side (Jews and Arabs of 

different ethnic origins). Soroka Hospital in Beer Sheva, for example, is the main health 

provider for the Bedouin population in the Negev in addition to the Negev Jewish 

population.  

Most of the data within the EHR is contained in the form of free text. Human languages 

are by nature complex and highly ambiguous, and understanding them (automatically) is 

a difficult task. The general task of is, therefore, divided into many simpler layers such 

as: identifying the morphological units of the language, recognizing the role of each word 

within a sentence, recognizing names and expressions that contain more than one word 

and finding the meaning of sentences, paragraphs and whole texts. 

Sub-domains within a language (for example, texts describing medical or biological 

phenomena) exhibit specific linguistic and semantic characteristics, and, therefore, 

require special adjustment of NLP technology. Consequently, the Bio-NLP and Medical-

NLP fields emerged within NLP. These sub-fields aim at making use of the vast amounts 

of textual information available in biology and medicine and exploit the specificities of 

the domains to achieve tasks of particular interest to the domain. 

In order to use patient data for improving our health system and promoting cutting edge 

medical research, we first need to create a framework for extracting information from 

medical notes in Hebrew.   

The research question I addressed in this work was how to exploit knowledge sources 

from other languages (specifically English) and other domains (non-medical, consumer 

health documents) for creating an adapted pipeline of NLP methods for Medical Hebrew.  

The general objective was to investigate language and domain adaptation of machine 

learning methods for applied text processing in the medical domain. 
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In this thesis I focus on adaptation of various NLP methods for use in the medical 

domain. The primary goal of the research was enabling future research into medical 

records in Israeli hospitals where the medical records are maintained in Hebrew. Another 

goal is domain adaptation to the different characteristics of medical corpora due to the 

different vocabulary and information redundancy. Lastly, I aimed to develop these 

methods in view of real problems in the realm of epidemiology and medical informatics. 

When we started this project no language processing tools adapted to the Medical domain 

were available for Hebrew. We have created a novel method for adapting the 

Morphological Disambiguator to the Medical domain by automatic acquisition of a 

domain specific transliteration dictionary. We extend this dictionary using Machine 

Translation and created a pipeline for linking of medical entities to the UMLS.  

We have created a ready-to-use pipeline for Medical Hebrew language processing. This 

pipeline includes corpora in the medical domain containing 14 million tokens, a 

Morphological-Disambiguator with an adapted lexicon for segmentation and POS 

tagging, Cross-Lingual-Entity-Linking to the UMLS with 70% recall for single word 

terms and a baseline for dependency parsing. Furthermore, we make our manually 

verified dictionary available for academia as well as the algorithms for extending it for 

new corpora in a semi-automatic fashion. 

The automatically acquiring a transliterations lexicon is a useful domain adaptation tool 

which is useful for down the line applications such as improving F-measure of a text 

classification task from 88% to 96% and a slight gain for the Entity-Linking task (0.7% 

improvement in recall). 

We applied these Medical-Hebrew NLP resources to two research problems in the 

medical domain: epidemiology of epilepsy using clinical notes from Soroka Hospital and 

a consumer health analysis of patient/physician interaction in online QA sites. 

The incidence of Epilepsy is different between children and adults and the most common 

age of onset is in the first year of life. The incidence varies between countries with rates 

of 5-7 new cases per 10,000 people reported in developed countries and up to 18 new 

cases per 10,000 reported in developing countries. The heritability of epilepsy has been 

reported at 1% in Danish tween pairs.  

To date the rate of incidence for epilepsy in children in Israel is not reported. Soroka 

hospital serving the entire population of Southern Israel provides an interesting 

opportunity for characterizing the epidemiology of epilepsy in children in Israel. 

We have found low incidence of epilepsy than expected, this may be the result of under 

diagnosis and treatment of epilepsy. This results validates previous report of under 

diagnosis of epilepsy in the Bedouin population. 
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The heritability of epilepsy found in this study was much higher than expected. These 

suggest high involvement of genetics in both study populations. Specifically, absence 

seizures were found to be significantly correlated to genetics in the Jewish population.  

While requiring no NLP methods the use of annotation software in this study has made it 

easier than similar studies performed in the hospital. This suggests low hanging fruit 

available due to the amount and availability of EHR information in Soroka hospital. The 

information required for the study was no coded in the database suggesting the 

importance of free text for this type of studies. 

The consumer health study concentrated on online QA sites providing physician advice to 

patients on various medical problems and questions.  

Health related information on the internet is available in the form of articles and medical 

encyclopedias addressing specific topics. The quality, accuracy and reliability of such 

online eHealth resources is controversial.  Individuals seeking answers to specific 

questions may be liable to find information that is either misleading or irrelevant to their 

specific case. It is difficult for laypersons to sift intelligently through the vast amounts of 

available information to find answers truly relevant to their case.  

In contrast to general purpose encyclopedias, patient forums have emerged as a popular 

source of relevant information.  Such forums provide information and support by patients 

with a specific condition (e.g., breast cancer forum, diabetes forum) with some including 

over a million registered users. Online support forums are more accessible to the laymen 

user as information and advice is explained by other laymen suffering from the same 

disease. The quality of advice in support forums may vary: while breast cancer forums 

were found to be extremely accurate other studies show this information source also 

suffers from variable information accuracy even on moderated forums.  

Expert QA is relevant to the eHealth field. We have identified several resources 

providing QA services by expert physicians. Consumer Health websites such as WebMD, 

NetDoctor, BeOK and AskTheDoctor, allow a user to post a question and obtain an 

answer by a physician certified by the website.  

Whereas quality and trust levels of both encyclopedia and patient forum consumer health 

sites have been studied in the past, interactive online physicians’ answering services have 

not been analyzed. In this chapter, we characterize two types of online physician advice 

approaches: (i) services providing broad answers which may be useful for educating 

many patients, and (ii) services providing focused answers likely to be useful only to the 

patient asking the question. We found that the answer length quantitative criterion 

provides a reliable characterization of the answers as either broad educational vs. patient-

focused tailored answers.  
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We compared the amount and quality of physicians’ answers in three dominant consumer 

health websites in English from the US (WebMD), UK (NetDoctor) and Canada 

(AskTheDoctor) and one in Hebrew from Israel (BeOK) as well as response times in the 

forum sites.  

Beyond the Hebrew specific domain adaptation this dissertation discusses adapting NLP 

methods to different statistic characteristics of clinical notes corpora. EHR corpora 

exhibit specific characteristics when compared with corpora in the biomedical literature 

domain or the general English domain. Corpora composed of longitudinal records include 

some different inherent characteristics which may impact on text-mining techniques.  

Each patient is represented by a set of notes. There is a wide variation in the number of 

notes per patient, either because of their health status, or because some patients go to 

different health providers while others have all their visits in the same institution. 

Furthermore, clinicians typically copy and paste information from previous notes when 

documenting a current patient encounter.   

As a consequence, for a given longitudinal patient record, one expects to observe heavy 

redundancy.  This raises three questions: (i) how can existing similarity measures be used 

for quantifying redundancy in large-scale text corpora? (ii) Conventional wisdom is that 

larger corpora yield better results in text mining.  But how does the observed text 

redundancy in EHR affect text mining? Does the observed redundancy introduce a bias 

that distorts learned models? Or does the redundancy introduce benefits by highlighting 

stable and important subsets of the corpus? (iii) How can one mitigate the impact of 

redundancy on text mining? 

Our results show high prevalence of redundancy within a patient longitude record, the 

redundancy is increased within notes of the same type or in recurring visits to the same 

physician. The high redundancy is prevalent in two separate hospitals (Columbia 

Presbyterian and Soroka) and languages (English and Hebrew). 

The redundant Chronic Kidney Disease corpus from Columbia-Presbyterian shows a non 

Zipfian concept distribution while a non-redundant subset of the corpus has a Zipfian 

concept occurrence distribution.   

This non-standard distribution of word occurrence may have an impact, especially on 

statistical methods which are based on occurrence counts. A major question raised is 

whether the redundancy will emphasize important characteristics of the text or instead 

introduce noise.   

Our analysis indicates that copy-paste redundancy has a negative impact on occurrence 

based NLP methods. This effect is greater when different sections or documents are 

copied in a non-uniform manner (i.e. over represented in the corpus). 
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We present a novel corpus subset construction method which efficiently limits the 

amount of redundancy in the created subset.  Our method can produce corpora with 

different redundancy amounts quickly, without alignment of documents and without any 

prior knowledge of the documents. We confirmed that the parameter of our Selective 

Fingerprinting method is a good predictor of document alignment and can be used as the 

sole method for removing redundancy. 

While methods such as our Selective Fingerprinting algorithm that extract a non-

redundant / less-redundant subset of the corpus prevent bias, they still lead to lost 

information of the non-redundant parts of eliminated documents. An alternative route to 

text mining in the presence of high levels of redundancy consists of keeping all the 

existing redundant data, but designing redundancy immune statistical learning 

algorithms.  We present Red-LDA, a topic modeling algorithm based on a generative 

model which takes redundancy into account when producing documents. Red-LDA 

outperforms vanilla-LDA on the entire corpus as well as on the non-redundant subset.  

Another portability issue of ML methods into the medical domain is the different 

vocabulary between training data and the target domain of application. Dependency 

parsers suffer a significant decline in accuracy when ported to another domain. We 

explore two directions for parsing in the medical domain. The first is an evaluation of 

parsers when relying on the growing amount of annotated data available for the 

biomedical and clinical domains for training in domain. The second is a novel domain 

adaptation technique extending Sagae’s co-training method by learning selectional 

preferences (SP) from large volumes of un-annotated data in the target domain. We show 

a significant error reduction when adapting with our technique over the baseline of co-

training or other distributional features such as Brown Clusters. 

Overall, this dissertation presents a ready to use Medical-Hebrew pipeline which can be 

adapted to new domains automatically, two studies incorporating Medical-Hebrew free 

text for epidemiology and consumer health, domain adaptation methods for mitigating the 

noise introduced by copy-paste redundancy in clinical notes corpora and domain 

adaptation evaluation and method for dependency syntactic parsing in the biomedical 

domain. 

Keywords: NLP, EHR, Medical Informatics, Hebrew. 
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1 Introduction 
The increasing use of Electronic Health Record (EHR) by health care providers makes 

available large amounts of medical data and specifically free-text patient notes. These 

patient notes present opportunities for the extraction of phenotypes, treatment and 

treatment outcome on a large scale. These data can make a significant contribution to 

basic science in many fields that require detailed phenotypic information such as linking 

phenotypes to genetic variance, whole population epidemiology and simpler patient 

recruitment for drug studies as well as direct improvement of patient care.  

Most of the data within the EHR is contained in the form of free text [2, 3]. Human 

languages are by nature complex and highly ambiguous, and understanding them 

(automatically) is a difficult task. Early attempts at extracting information from medical 

records date as early as 1967 with NYU's Linguistic String Project [4].  

Natural Language Processing (NLP) is a discipline in Computer Sciences and Linguistics 

that uses linguistic knowledge to develop text-based applications such as automatic 

translation, text summarization, expert systems, document generation and data extraction 

from texts.  Applying NLP methods to the medical domain in order to extract information 

from free text in the EHR requires care: general purpose techniques must be adapted 

because medical language has different linguistic and semantic characteristics than most 

different genres. 

The research question I address in this work is how to exploit knowledge sources from 

other languages (specifically English) and other domains (non-medical, consumer health 

documents) for creating an adapted pipeline of NLP methods for Medical Hebrew.  The 

general objective is to investigate language and domain adaptation of machine learning 

methods for applied text processing in the medical domain. 

1.1 Main Themes 
In this thesis, I focus on adaptation of various NLP methods for use in the medical 

domain. The primary goal of the research is enabling future research into medical records 

in Israeli hospitals where the medical records are maintained in Hebrew. Another goal is 

domain adaptation to the different characteristics of medical corpora due to the different 

vocabulary and information redundancy. Lastly, I aimed to develop these methods in 

view of real problems in the realm of epidemiology and medical informatics.  

1.1.1 Medical-Hebrew NLP 
In contrast to available methods and data for NLP in English, parallel tools in Hebrew 

using state-of-the-art technologies based on machine learning for word segmentation, 

part-of-speech tagging and syntactic parsing have only been made available in recent 

years [5, 6]. I aimed to evaluate and adapt these NLP methods in the medical domain.  
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For Medical English, the introduction in 1988 of the Unified Medical Language System 

(UMLS)[7], an integration, as of 2004, of over 60 biomedical vocabularies as well as 12 

million relations among them, led to efforts of mapping both biomedical corpora (such as 

MEDLINE abstracts)  and clinical notes to the UMLS terminology. 

Since NLP tools in Hebrew rely on a Hebrew lexicon, creating a medical vocabulary can 

both help domain adaptation of these tools and be used as a resource for information 

extraction in the medical domain. The medical domain contains many different sub-

domains (consumer health, biomedical texts as well as different terminologies of different 

specialties such as psychiatry and radiology).  To allow future adaptation to each sub-

domain, the extension of this specialized vocabulary has to be automated. 

1.1.2 Adaptation to the Medical Domain 
Text corpora in the medical domain can differ from those of the “general” or Newswire 

domain in various aspects. A major aspect is the vocabulary, mentioned above, which has 

a deleterious effect on techniques such as syntactic parsing which heavily relies on 

lexicalized features (the vocabulary itself is used for modeling the language). Another 

aspect on which I focus in this work is corpus level redundancy and its effect on NLP 

algorithms.  We observe that medical text data is often highly redundant and this 

redundancy negatively affects existing NLP tools.  We investigate this phenomenon and 

how the observed systematic redundancy can be modeled and taken into account to 

alleviate this negative effect. 

1.1.3 Application of NLP in Medical Research 
Beyond the scope of NLP algorithms and domain adaptation, the motivation underlying 

our effort in the medical domain is the application of NLP tools to patient care and 

research. One of the main objectives of this research is to apply these methods for 

interesting problems in the medical domain. A main setback in the application of 

informatics is getting the end users, in this case medical and eHealth researchers, to use 

it. Understanding the effect of a method or an adaptation method on the application in the 

end of the pipeline is an important part of making it useful.  

1.2 Contributions 

1.2.1 Medical - Hebrew NLP  
The main contribution of this thesis is the development of reusable resources for 

processing and studying Hebrew texts of the Medical genre. These resources include: 

medical corpora, a medical named entity annotated corpus, an in-domain lexicon, a 

Hebrew-UMLS dictionary, a bundle of Morphological Disambiguation based on the in-

domain lexicon and an Entity-Linking system from Hebrew text to the UMLS.  

Specifically I present: 
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Consumer Health Corpora – Two corpora in the domain of consumer health with 2 and 

12 million words in each. These corpora can be used for future benchmarks for NLP in 

the medical domain. 

Domain Adaptation by Automatic Lexicon Acquisition - A novel approach for 

acquiring an in-domain transliterations lexicon which reduces segmentation error by 

50%, this error reduction propagates further to down the line applications such as 

document classification. 

Hebrew-UMLS Dictionary - spanning 5,822 term mapping from Hebrew to the UMLS 

vocabulary. 

Hebrew-UMLS Cross-Lingual Entity Linking – a term mapping engine with 70% 

recall. 

All these resources are made available to academia. 

1.2.2 Adaptation to the Medical Domain 

 Copy-Paste Redundancy 1.2.2.1

I present an in-depth analysis of the presence of corpus level copy-paste redundancy in 

document in clinical corpora and the effect of redundancy on NLP machine learning 

algorithms. 

I present two algorithms for mitigating this problem: 

(1) An algorithm for efficiently identifying redundancy level in a corpus and for 

creating a non-redundant subset of the corpus. 

(2) A topic modeling algorithm based on Latent Dirichlet Allocations (LDA) for 

redundancy aware topic modeling. 

 Adaptation of Syntactic Dependency Parsing 1.2.2.2

I present an unsupervised algorithm for learning selectional preferences using topic 

modeling. Incorporating these preferences as features of a dependency parser 

significantly improves parsing performance on biomedical texts. 

1.2.3 Application of NLP for “Real” Problems 
The application of NLP methods to two problems is described.  

The first is studying the epidemiology of epilepsy in children in Southern Israel. Through 

the epidemiology question of “what is the incidence of epilepsy in children in Southern 

Israel?” the use of the Medical-Hebrew NLP methods is evaluated. We report on the 

epidemiology of epilepsy in children in Southern Israel, a study based on all the visits to 



18 

 

the clinic in 2009 with interesting results for epidemiology and insights for the use of 

NLP for these types of studies in a semi-supervised manner.   

As a second practical application of the NLP techniques developed in this work, we 

characterize patient-doctor relationship in online Question-Answering physician advice 

forums. Our analysis allows us to distinguish between 2 distinct styles of medical 

contribution in online site: (1) long and generally educating answers and (2) short 

specific messages directly relevant to a specific patient case. 

1.3 Structure of the Thesis 
The thesis comprises three parts. The first part (Chapter 2) provides background on 

Hebrew NLP, Medical Language Processing, Domain Adaptation, Information 

Extraction, Syntactic Parsing and Topic Modeling. In the second part (Chapters 3-5), I 

present the Medical Hebrew NLP resources and construction methods, domain adaptation 

analysis and algorithms for redundancy and syntactic parsing. In Chapters 6 and 7, I 

present two research questions from the medical domain to which we applied NLP 

methods including the Medical Hebrew pipeline. The last chapter includes conclusions 

and future work. 

2 Background 
Natural Language Processing (NLP) is a discipline in Computer Sciences and Linguistics 

that uses linguistic knowledge to develop text-based applications such as automatic 

translation, text summarization, expert systems, document generation and data extraction 

from texts. 

Human languages are by nature complex and highly ambiguous, and understanding them 

(automatically) is a difficult task. The general task is, therefore, divided into many 

simpler layers such as: identifying the morphological units of the language, recognizing 

the role of each word within a sentence, recognizing names and expressions that contain 

more than one word and finding the meaning of sentences, paragraphs and whole texts. 

Hebrew is considered particularly complex with respect to automation, due to the vast 

number of inflected forms, its consonantal script, which omits vowels and its high degree 

of ambiguity (which is much the result of the first two characteristics). NLP research in 

Hebrew requires creating new algorithms, tailoring NLP algorithms from English and 

creating an infrastructure of data (a lexicon as well as manual annotation of roles and 

meanings of words within different texts). 

Sub-domains within a language (for example, texts describing medical or biological 

phenomena) exhibit specific linguistic and semantic characteristics, and, therefore, 

require special adjustment of NLP technology. Consequently, the Bio-NLP and Medical-
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NLP fields emerged within NLP. These sub-fields aim at making use of the vast amounts 

of textual information available in biology and medicine and exploit the specificities of 

the domains to achieve tasks of particular interest to the domain. 

 

In the past two decades, the automation revolution changed the face of the health services 

in the western world. Data describing medical conditions of nearly a billion people is 

gathered in hospitals and clinics in digital form. This data can bring about a new era of 

medical research and innovation allowing researchers to ask focused questions not 

possible before (for example: "what makes teens diagnosed with obesity but found 

negative for type 2 diabetes different?") or answer classic epidemiology questions more 

easily (e.g. “what is the incidence of epilepsy in children in Southern Israel?”, “what is 

the heritability of epilepsy in the different ethnic groups in Southern Israel? “). Together 

with the advances in Genetics, this information can be used to make the medicine more 

personal (i.e., two people with the same disease might get different treatment based on 

their genetic makeup and different characteristics). 

In Medical-NLP, key research initiatives have been launched to exploit the wealth of 

information and knowledge sources becoming available online.  For example the US 

National Library of Medicine maintains the UMLS system [7], which offers a 

combination of medical vocabularies and software tools such as MetaMap [8, 9], the 

Columbia University Medical Informatics Department developed MedLee [10] and 

BioMedLee, a tool used at Columbia Presbyterian hospital to extract information from 

doctors' notes and cTakes [11] a medical NLP pipeline maintained by the Mayo clinic. 

The main setback for realizing this potential is that most information about patient cases 

is stored in doctors' notes in free text. Creating NLP tools which will turn these notes into 

useful information is the main focus of Medical-NLP today. Information extraction from 

these documents is complicated due to ambiguity (same expressions are used to describe 

different phenomena in different body systems), complicated expressions that may be 

equivalent ("undescended testes", "testis are undescended" and "cryptochidism" all 

describe the same abnormality) and negation phrases ("patient tested negative for 

tuberculosis"). 

The centralized public health system in Israel provides an extraordinary resource of 

patient information as most patients remain with the same insurance provider from birth 

to death. In addition, the high level adoption of electronic health records makes most of 

the relevant information computationally accessible. It is of interest also due to the fact 

that Israel hosts segregated populations who live side by side (Jews and Arabs of 

different ethnic origins). Soroka Hospital in Beer Sheva, for example, is the main health 
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provider for the Bedouin population in the Negev in addition to the Negev Jewish 

population.  

In order to use patient data for improving our health system and promoting cutting edge 

medical research, we first need to create a framework for extracting information from 

medical notes in Hebrew.   

2.1 Natural Language Processing in Modern Hebrew 
In the sections above, IE and NLP methods adapted to the medical domain were 

described for English as well as Spanish, French and German. All of these methods rely 

on existing tools for NLP in their respective languages: MetaMap [9] relies on the Xerox 

parser [12] adapted to the medical domain, Castro et al. [13] use the STILUS parser for 

Spanish and most of the tools use POS taggers developed for their respective languages. 

In this section we describe the available NLP framework for Hebrew. 

Hebrew presents a rich and complex productive morphology with high level of 

ambiguity. Noun inflections contain information of singular/plural, masculine/feminine 

as well as construct state (smihut).  

Itai and Wintner [14] reviewed resources for Hebrew processing available from the 

MILA Knowledge Center including: 

a) The MILA lexicon, the most extensive lexicon available for academia with over 

22 thousand lemmas [15]. 

b) WordNet for Hebrew [16]. 

c) A morphological analyzer based on HAMSAH, a morphological grammar for 

Hebrew [17]. 

d) A morphological disambiguator by Adler and Elhadad [18] based on the MILA 

morphological analyzer. 

More recent tools for Hebrew processing include a Noun Phrase Chunker by Goldberg 

and Elhadad [19], a method for extracting Multi Word Expression using parallel corpora 

by Tsvetkov and Wintner [20] and a method for extracting transliterations from parallel 

Wikipedia articles by Kirschenbaum and Wintner [21]. 

The aforementioned resources have been built using a corpus composed mainly of 

documents from the News domain. Adler and Elhadad report an accuracy of 93% for the 

combined tasks of the morphological disambiguator: token segmentation, POS tagging, 

plural detection and detection of construct state.  Since the analyzer and the 

disambiguator are lexicon-based, out of vocabulary (OOV) words presented by the 
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Medical domain may further degrade precision. Examination on unedited Hebrew text 

showed that the disambiguator achieves accuracy of only 60% on OOV tokens. 

2.2 Domain Adaptation 
Transferring learning experience acquired in one domain to another domain is not a 

trivial task. The basic assumption of machine learning algorithms that the target data is 

created with the same distributions as the training or origin data is invalidated when 

transferring to a different domain.  

In Natural Language Processing this problem is often encountered when classifiers 

trained on available annotated data of one domain need to be applied to a new domain 

where little or no annotated data exist.  Consider for example the task of labeling words 

in sentences according to their part of speech (known as POS tagging).  When a POS 

tagger has been trained on a News corpus (source domain) and we want to apply the 

tagger on a Medical corpus (target domain), we must adapt the tagger to the new domain 

to obtain good accuracy, because the target domain exhibits very different properties than 

the source domain on which the tagger was trained. 

This problem is different than the problem of learning using multiple domains with the 

objective of reducing over fitting as done by Ben David and Schuller [22] in that we 

expect the target domain to have minimal amount of annotated training data. 

The difference between the origin and target distributions can be divided into three 

categories: (1) different feature populations between the domains; Lease and Charniak 

[23], for example, identified unknown vocabulary information as a major problem of 

parser adaptation to the medical domain; (2) different behavior of the same feature; e.g., 

covariate shift:  where  ; and (3) a change in 

meaning ; e.g., functional relation change,  

[Jiang].  

The first two problems can be addressed by changing the representation of the feature 

space ( ) to a representation  such that: .  

Ando and Zhang (2005)  [24] presented ASO (Alternating Structure Optimization), a 

semi supervised learning algorithm for using unlabeled data in the target domain. This 

method examines the features of the original problem in the light of auxiliary 

classification problems, which do not require annotated data. These auxiliary problems 

are chosen to reflect the original classification task (for example: predicting one word in 

the sentence using the other words as features; this problem does not require labeled data 

and shares a feature space with a text classification task). These problems are then used to 

learn the structural parameter Θ which is shared between the problems under the 

assumption that a good hypothesis space  over all the auxiliary problems will provide 
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a good hypothesis space for the original problem. The structural parameter is 

approximated using SGD (stochastic gradient descent). The final classifier is trained on 

labeled data from the origin domain with the feature space augmented by the 

approximated Θ. 

Blitzer et al. (2006) [25] extended this approach with the SCL (Structural Correspondent 

Learning) method. SCL extends ASO by using unlabeled data from both origin and 

target domains. "Pivot" features are chosen based on frequency and auxiliary problems 

are used to learn the correspondence of features from unlabeled data in both domains to 

these pivots.  Blitzer et al. (2007)  [26] further improved SCL using Mutual Information. 

Ben David et al. (2007) [27] proved an upper bound for change of representation 

dependent on -distance, the distance estimated between the distributions using subsets 

of the training data. This distance metric is dependent upon the correspondence of 

features in the auxiliary problems between the origin and target domains. Therefore, -

distance is specific to the adapted classification problem (i.e., different problems may 

have different -distance for the same origin and target domains). 

Blitzer et al. (2009) [28] used Canonical Correlation Analyses (CCA) for domain 

adaptation using only unlabeled target examples. They provided analysis for the transfer 

based on the subspace SharedX , the shared subspace between origin and target spaces. In 

the case of NLP, SharedX  is the space of shared words or n-grams. 

Tateisi et al.(2006)  [29] showed that annotating a small amount of data (~1024 

sentences) for the target domain is sufficient for improving POS tagging, based on the 

learning curve improvement. 

When some training data is available for the target domain, a number of methods have 

been proposed. Chelba and Acero (2004)  [30] used the origin domain data to estimate 

priors of an efficient starting point for learning a Maximum Entropy Markov Model.  

Daume and Marcu (2006)  [31] used the original domain of the training data as extra 

features to improve a variety of NLP tasks. Finkel and Manning (2009) [32] extend this 

approach using a Hierarchical Bayesian classifier as a prior, based on the origin of the 

training data. Jiang and Zhai (2007) [33] proposed a framework for "Instance Weighting" 

to understand which features from the origin domain can be effectively used in the target 

domain. Blitzer et al.  [26]  incorporated a combination of classifiers output trained in the 

origin domain to produce features for supervised training in the target domain, this 

approach is based on a framework for multilingual entity detection as suggested by 

Florian at al. (2004) [34]. Dredze et al. (2008) [35]apply a similar idea of confidence 

weighted features in an online learning setting. 
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McClosky and Charniak (2006) [36] proposed a different semi-supervised domain 

adaptation technique for the parsing problem. This method combines self-training with a 

re-ranking parser trained on another domain. First, a re-ranking parser is trained in a 

different domain to create possible parse trees for each sentence in the unlabeled domain 

creating a large number of noisy training examples. A self-training parser is then trained 

with both annotated data and the noisy data. The resulting parser was shown to decrease 

error by 20% over a supervised parser trained with only the labeled data. 

The last problem, functional relation change, occurs when a feature X still holds 

predictive value for class Y, but with a negative weight. For example: the word "large" 

may be a good predictor for positive sentiment classification in real-estate domain, while 

in cell-phones domain it may still correlate to the sentiment but to a negative one. This 

problem is approached by identifying misleading features using a small sample of 

training data from the target domain. Jiang and Zhai (2007) [33]and Blitzer et al. (2007) 

[26]implemented this methodology and in both cases improved over the baseline. 

2.3 Biomedical Domain-Specific Adaptation in NLP 
General domain adaptation algorithms as described above make use of the feature 

correlation between origin (training rich) and target (training poor) domains. However, 

when adapting NLP methods to a specific domain, incorporating domain specific 

knowledge is important to obtain high performance. We review here several examples of 

combining such extended feature sets in the bio-medical domain for the tasks of part of 

speech tagging, information extraction, word-sense disambiguation and syntactic parsing. 

Coden et al. [37] adapted a Part of Speech (POS) tagger to the medical domain. Unlike 

former efforts in the biomedical domain, which relied on training only in the target 

domain, Coden et al. combined training data from general English (Wall Street Journal) 

with three biomedical domain corpora. The main obstacle encountered was unknown 

words (Out of Vocabulary) which corresponds to the first category of domain adaptation 

described in the section above. This was somewhat mitigated by using the same target 

domain training data and a domain specific lexicon. They achieved performance of 93% 

F-measure using the adapted general-English POS tagger in the GENIA corpus [38], still 

lower than the reported performance of 97% F-measure for a POS tagger trained solely 

on a larger training sample from the GENIA corpus. 

Tsuruoka et al. [39] trained on a combination of three corpora from different domains for 

POS tagging (GENIA, PennBioIE  [40] and WSJ). Training on a combination of all three 

corpora yielded a robust parser for all three domains (96.9%, 98.2% and 97.68% for 

WSJ, GENIA and PennBioIE respectively). 

Zhang et al. [41] adapted an HMM-based Named Entity Recognizer (NER) developed for 

general-English to the medical domain by adding features specific to the morphology of 
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words in the medical domain (due to scientific nomenclature and Latin derived concepts) 

and pre-processing of the training data to create a “Gazetteer” of noun-phrase head nouns 

(a semi supervised approach). Reported performance was 65% F-measure. 

Dingare et al. [42] adapted a Maximum Entropy based system for NER to the biomedical 

domain. Local syntactic features were used in conjunction to non-local features of a 

gazetteer and Google queries using extracted nouns in predefined patterns. 

Savova et al. [43] adapted a method for WSD from the scientific biomedical domain to 

the domain of clinical notes. Their semi-supervised approach uses non-local information: 

an ontology (UMLS) as a Gazetteer and source for possible ambiguities and NER to 

produce domain specific features for the clinical domain. 

Grover et al. [44] explored adaptation of parsing techniques to the medical domain. They 

identified unknown tokens as a major problem as well as different lemmatization method 

(for example: “10 mIU/ml” is a multi word noun for parsing purposes).  

Using a re-ranking parser trained on the WSJ corpus, Lease and Charniak [23] performed 

domain specific adaptation by adding information from the medical domain: POS 

information, collocations from the corpus and NER output as a Gazetteer for compound 

noun phrases.  Reported performance is 82.9% F-measure, currently state of the art for 

medical parsing. 

Yoshida et al. [45] adapted their Head-Driven Phrase Structure Grammar (HPSG) based 

parser to the medical domain using an in-domain POS tagger with ambiguous tags (best 

possible tags are listed as features). The ambiguous setting allows smoother transfer to 

the medical domain (error reduction of 5%). Their parser achieves F-measure of 82.02%, 

higher than Lease and Charniak's re-ranking and self-training parser in the setting without 

the lexicon which achieved an F-score of 81.5%. This approach is similar to the approach 

by Daume and Marcu [31] described in the previous section. 

All of the aforementioned papers describe unknown or out of vocabulary (OOV) words 

as a main setback for adapting NLP algorithms to the medical domain.  They indicate, 

however, that specialized domain features can alleviate the difficulty of processing such 

frequent OOV words. 

In this work we concentrate on two types of variations between source and target 

domains. The main one is the additional features present in the target domain and not 

encountered in the source domain (category 1 as presented above). This approach is 

similar to the semi-supervised scheme of McClosky and Charniak. In chapter 3 we 

present a method for automatically obtaining a target domain lexicon thus adding source 

domain features to the unknown words in the target domain. In chapter 5 we present an 

analysis of the effect of new lexical features on the accuracy of dependency parsers in the 
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medical domain and present a domain adaptation technique for adding target domain 

features learned in an unsupervised manner during training. 

2.4 Information Extraction 
The task of extracting facts and relations from texts is known as Information Extraction 

(IE). A fact is an instance of a semantic class, for example: “Microsoft” and “Google” are 

instances of the semantic class Corporations. Relations are defined between entities, for 

example from a news report stating that "Microsoft buys Canesta" the relation tuple 

(Owns, Microsoft, Canesta) may be inferred.  

The tasks of IE correlate to various NLP tasks:  

a) Chunking: for identifying Noun Phrases (NP). 

b) Named Entity Recognition (NER): identifying the semantic class of a Noun 

Phrase. 

c) Coreference resolution: identifying two Noun Phrases relating to the same entity. 

Early work [46, 47] focused on extracting facts using manually crafted templates and 

lexicons of keywords (Gazetteers). However, this approach does not transfer well for 

documents outside the domain for which it is designed.  

For fact finding (or Gazetteer production), Riloff et al. [48] addressed these shortcomings 

for the domain specific case by bootstrapping both template creation and lexicon 

expansion. Starting with a lexicon of a semantic class and a document corpus, first 

templates are automatically extracted and then used to expand the lexicon. This process is 

repeated while retaining only the commonly occurring patterns in order to preserve 

precision. 

Highly automated relation extraction systems were introduced [49, 50] using a seed of 

known relations to train on. 

Etzioni et al.[51] proposed a method for the general-domain case using no seed lexicon 

and a large document collection from the Web. A seed of general extraction rules is used, 

independent of the extracted semantic classes, for querying web search engines. The 

noisy resulting information is assessed using Pointwise Mutual Information (PMI) for 

identifying discriminating patterns. The extracted facts are used in this process to 

automatically generate data for the classification. 

While practical systems such as KnowItAll  [51] still rely on manual definition of the 

semantic classes, Banko et al. [52] suggested a fully automated method for extracting 

both relations and facts automatically from large scale corpora while maintaining a low 

running time. Instead of using a parser to extract relations, the output of a parser on a 
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small set of training sentences is used to produce training examples for a naïve Bayes 

classifier. The quality of the extracted facts is assessed by their redundancy in the 

extracted database. They report that using their TextRunner system on 9 million web 

pages corpus, more than a million facts were obtained. 

Ratinov and Roth [53] combined automatically obtained Gazetteers and Brown Cluster 

tags as a source for non-local data. This improved performance of the entity extraction 

task between domains (CoNLL03, MUC7 and an assortment of Web pages).   

In Chapter 4 we discuss copy-paste redundancy. We show that this type of noise may 

skew algorithms based on PMI or collocation extraction due to corpus over representation 

of certain patient records and we provide a mitigation method. IE methods such as 

KnowItAll or TextRunner are based on syntactic parsing, in Chapter 5 we evaluate 

parsing efficiency in the medical domain for these types of down the line applications as 

well as provide a domain adaptation method which significantly improve the parse tree 

edges related to NER. 

2.4.1 Information Extraction in the Biomedical and Clinical Domains 
Early attempts at extracting information from medical records date as early as 1967 with 

NYU's Linguistic String Project [4]. Their system applied linguistic analysis methods for 

creating tabular data from breast cancer patients' radiology notes. 

The introduction in 1988 of the Unified Medical Language System (UMLS) [7], an 

integration, as of 2004, of over 60 biomedical vocabularies as well 12 million relations 

among them, led to efforts of mapping both biomedical corpora (such as MEDLINE 

abstracts)  and clinical notes to the UMLS terminology. 

The growth of information in the field of biology spurred the creation of language 

processing tools to retrieve and extract information from scientific papers. The common 

challenges for such systems are Entity Recognition and Relation Extraction. Several 

reviews of the area are available [54, 55]. 

Entity recognition is mostly aimed at identification of gene and protein names. The 

challenge in this task lies in the variety of synonyms that exist for the same entity as well 

as in avoiding false positive recognition. Most methods [56, 57] use machine learning for 

identifying entities and inferring synonymy. Other methods are dictionary based; these 

methods sacrifice recall for higher precision and the capacity to map the final result to an 

ontology.  

Relations are extracted by ranking pairs of entities based on co-occurrence within 

documents: this scheme is used, for example, to create the Bio-molecular Interaction 

Network Database (BIND) [58], a popular protein interactions database. Another 

approach for extraction relations lies in deeper analysis of the texts using various NLP 
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methods. These include GENIES for identifying molecular pathways [59] and an event 

extraction system based on parsing [60]. 

In 2011 the shared BioNLP task concentrated on even extraction from biomedical texts. 

Leading approaches included a dependency parsing based approach and a dual 

decomposition approach [61]. 

In the domain of clinical notes, several methods and systems have been developed for 

English. Due to the private nature of these corpora most systems are produced within a 

certain healthcare provider system and, therefore, most evaluation is in the biomedical 

domain. 

In 1992, CHARTLINE [62] used concept lookup within clinical notes and MEDLINE 

abstracts to connect notes and relevant scientific papers. 

Freidman et al. (1994) presented MEDLEE [10], a system for extracting information 

from radiology reports. A manually constructed Context Free Grammar is used to parse 

sentences and identify the semantic concepts. The identified concepts are "regularized" or 

mapped into a controlled vocabulary. The MEDLEE system was further extended to 

other medical domains [63]. It has been used extensively in New York Presbyterian 

hospitals in various domains such as breast cancer [64] and nursing [65]. 

In 2001, the National Library of Medicine (NLM) presented MetaMap [8], an application 

for mapping both clinical and biomedical text to the UMLS vocabulary. MetaMap 

provides a complete and available solution for identifying complex concepts from the 

UMLS. First, the free text goes through chunking , the constituents of each noun phrase 

are used with synonym data and an acronym/abbreviation dictionary to produce all 

possible combinations of sub-phrases. The produced candidates are used to retrieve 

possible UMLS concepts from the vocabulary. Candidates are then ranked using metrics 

of: involvement of the head noun of the UMLS concept, variation from the concept, 

coverage and cohesiveness. The chosen candidates are then combined to create maximum 

length of disjoint parts of the phrase. Later versions of MetaMap also provide Word 

Sense Disambiguation and Negation Detection (based on NegEx [66]) options. Due to the 

candidate creation step, the system performs very slowly on sentences containing long 

noun phrases and may take more than an hour for one such phrase [9]; it is therefore not 

usable for real time use. 

Patrick et al. (2007) [67]  produced a software suite for mapping clinical notes to the 

Systematized Nomenclature of Medicine Clinical Terminology (SNOMED-CT). This 

vocabulary (SNOMDED-CT, which is included in the UMLS) contains over 350,000 

concepts and nearly 800,000 of their variations as well as nearly a million relations. Their 

system is based on a pre-processing step for producing variations and identifying 

"administrative" entities (such as dosage information: "40 mg/day") using regular 
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expressions. The GENIA tagger [29] is used for POS tagging and chunking. Term 

matching is performed with a pre-processed lexicon of UMLS normalized variations of 

SNOMED-CT for optimization. Concepts are further expanded by qualifiers (using the 

SNOMED-CT pre-defined qualifier semantic classes). Negations are identified using the 

approach of NegEx. A drawback of this method is the reliance on exact string matching, 

leading to possible decline in recall. 

Recently, Savaova et al. (2010) [11] presented the "Clinical Text Analysis and 

Knowledge Extraction System" (cTAKES), a tool for UMLS concept annotation based 

on a framework similar to OpenNLP. cTAKES uses the preprocessing cascade of: 

Sentence boundary detector, tokenizer, normalize, POS tagger and Chunking. After the 

preprocessing, NER including negation detection is performed. A gold standard for all 

the tasks was produced using Mayo Clinic annotated notes. F-measures of the 

preprocessing are: 0.949 for sentence boundary detection and tokenizer, 0.936 for POS 

tagging and 0.924 for Chunking. For the overall task of concept extraction-an F-measure 

of 0.824 is reported.  These are state of the art results as of 2011 for Information 

Extraction from raw text in the bio-medical domain in English. 

For the specific type of extracting Medication information (drug type, dosage, route and 

frequency) Xu et al. [68] introduced the MedEx system. It is based on a workflow of 

sentence boundary detection, semantic tagging using a dictionary and regular expressions 

and finally parsing with a CFG using the semantic classes as input. They report an overall 

F-measure of 0.90. 

2.4.2 IE for the Medical Domain in non-English languages 
The main body of work relating to free text in the medical domain is massively focused 

on the English language. In part, this is due the greater availability of NLP methods for 

English, but also due to the availability of bio-medical lexical resources in English and 

combined in the UMLS.  

Cross-lingual information retrieval (CLIR) in the medical domain has been studied since 

the late 90's. Volk et al. [69] used: POS tagging, morphological analysis and the 

EuroWordNet thesaurus [70] to enhance CLIR. Their approach was based on semantic 

annotation of German queries in order to retrieve English medical documents annotated 

with UMLS terms. They compared this approach to standard machine translation of the 

query. They report that semantic annotation outperformed token-based search for the 

monolingual case and machine translation approach for the bilingual case (German to 

English). In 2006, Liu et al. [71] presented BabelMesh, a tool for CLIR on MEDLINE 

using queries in French, Spanish and Portuguese with reported accuracy of 68%, 60% 

and 51% respectively. They report that low precision was often due to morphological 

features such as plural forms. Daumke et al. [72] suggested morphological analysis of 

medical phrases in order to divide tokens into sub-words, a list of lemmas from which the 
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token is built (this is similar to the compound splitting approach suggest by Koehn and 

Knight [73] for machine translation). For example, "Hypoparathyrodism" is divided to 

"hypo"+"para"+"thyroid"+"ism". Their approach achieves 78% exact or related 

translations of German medical terms into English UMLS terms. 

Efforts have been made to extend the UMLS vocabularies to other languages by manual 

translation. Due to the large number of concepts (over 800K) in the various vocabularies, 

this is an expensive task. Some resources have been translated to several languages: 

SNOMED-CT is available in Spanish, German and Japanese. The Medical Dictionary for 

Regulatory Activities (MedDra) has been translated by the EU to include: Czech, Dutch, 

French, German, Italian, Portuguese, and Spanish. The Medical Subject Headings 

(MeSH) vocabulary is available in Czech, Dutch, Finnish, French, German, Italian, 

Portuguese, Spanish, Russian, Croatian, Latvian and Swedish. 

Monolingual medical lexicons are available in many languages; their use in the field of 

informatics is limited, however, since they lack the relational information which is 

included in some UMLS vocabularies (such as the MeSH tree structure or SNOMED-CT 

ontology structure). Aligning non-English lexicons to the UMLS is, therefore, a useful 

task. Marko et al. (2005) [74] presented a method for aligning German, French and 

Swedish medical lexicons to an English one and to one another using POS information, 

simpler inter-lingual representation of the words and the "sub-words" approach 

mentioned above. They recovered 130,224 synonymous terms for all 4 languages. 

Deleger et al.  [75] used word alignment in a parallel medical corpus from French-

Canada to enhance the French MeSH version. Relevant alignments were manually 

filtered to prevent false positives. They detected nearly 2,000 new alternative translations 

not included in the manual French-Mesh translation. Divita et al. (2007)  [76] presented a 

method for augmenting their Spanish-English medical lexicon using a corpus of Spanish 

medical websites. Core terms are extracted from the corpus and are used to generate more 

terms with morphological variations (different possible suffixes based on POS tagging 

and various inflections). This method is similar to the one used to generate variation for 

the SPECIALIST Lexicon in UMLS. 

In 2010, Castro et al. [13]presented a tool for identification of SNOMED-CT concepts in 

Spanish clinical texts (using the Spanish-SNOMED-CT translation). The method is based 

on a Spanish syntactic parser and a general Spanish lexicon to separate medical and non 

medical terms in the text. The mapping of identified terms to the ontology is 

accomplished using the method of Patrick et al. [67]described above. Reported recall was 

less than 10% for both complete matching and partial matching, precision for partial 

mating was 72% and 43% for exact matching. 

We observe that mapping specialized lexicons across languages and terms from a non-

English lexicon to English ontologies is a complex task; the state of the art remains quite 
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low in most languages (particularly, methods obtain very low recall) and the wealth of 

ontological resources available in English remains unusable in most other languages.   

In Chapter 3 we present a Cross-Lingual Entity Linking pipeline mapping medical terms 

from free text Hebrew to the UMLS vocabulary through the use of two translation 

methods. In chapter 7 we use such pipelines for comparing Consumer Health content 

from online physician advice websites in both Hebrew and English. 

2.5 Topic Modeling 
Similar to the task of semantic classification of entities (NER) in IE, topic modeling or 

text categorization aims to classify the subject discussed in a document. Latent Dirichlet 

Allocation (LDA) [1] has been effectively used in recent years for a variety of linguistic 

tasks: text classification [77], sentiment analysis [78], word sense disambiguation [79], 

and summarization [80]. 

The simpler approach to topic modeling assumes one topic per document (assigning a 

document the tile of "sports" / "politics" etc). This problem is amenable to supervised 

machine learning algorithms such as Support Vector Machines (SVMs) [81], perceptron 

[82], Neural Networks [83] and Naïve Bayes [84]. 

A news article titled "Obama says he's going to Super Bowl – if the Chicago Bears are 

there" may be clustered in the "sports" or in "politics" categories. The single topic 

assumption is generally not sufficient to categorize such documents. 

In 2003, Blei et al. [1] suggested a new unsupervised method for learning topic clusters 

and assigning those topics to documents using only the document corpus. Latent Dirichlet 

Allocation (LDA) is based on a mixed generative process. In this process the creation of 

each document starts by first choosing a number of topics that will be discussed in the 

document (for example: "politics" and "sports" in the aforementioned article). Next, each 

topic is used to generate words associated with the topic ("politics" may generate 

"Obama" and "sports" may generate "Super Bowl"). The distribution of words for each 

topic is assumed to be multinomial and independent for each pair of words, the word 

generated based on a combination of the topic's distribution and a prior β. A word may be 

associated with more than one topic (i.e., with probability greater than zero in more than 

Figure 1 – LDA graphical plates model [1] 
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one multinomial distribution). See Figure 3 for the graphical plate model. Due to the 

unsupervised nature of the LDA method, topics are represented only as distribution of 

words and are not labeled. 

In the biomedical domain LDA has been effectively used in recent years for a variety of 

linguistic tasks: text classification [85], word sense disambiguation [86], information 

extraction [87] and medication classification [88]. 

In this dissertation we look at LDA topic modeling in two perspectives: (a) adaptation of 

topic modeling for EHR corpora (Chapter 4) and (b) as a tool for extracting distributional 

features in an unsupervised manner for domain adaptation (Chapter 5).  

 

2.6 Syntactic Parsing 
Syntactic parsing is a process assigning tree or graph structure to a free text sentence. In 

Chapter 4, we discuss topic modeling, treating a document as a bag of separate words. 

While a lot of the information in a sentence is captured by the single words composing 

the sentence, the combination of words into a structured sentence allows the 

communication of complex ideas. The combination of words into a sentence is governed 

by the rules of syntax, the syntactic information can be represented as a constituents tree 

assigning each part of the sentence a grammar function. In this model the words are 

leaves in the tree. Syntactic information can also be modeled as a dependency tree 

assigning grammar relations between words. In the dependency model, words are nodes 

in the tree (see Figure 1).  

 

Figure 2 – Dependency parsing, “Aspirin cures headache”. 

2.6.1 Dependency Parsing Scheme 
Syntactic Dependency is a parsing scheme where we create edges between words in the 

sentence denoting different types of childparent relations (e.g., in “IL-8 activates 

CXCR1” the proper noun “IL-8” is the child of the verb “activates” with relation type of 

noun-subject).   

Different tree schemes for dependency parsing are available. These are motivated by 

different granularity of child-parent relation and different linguistic ideas. A popular 
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scheme is the Stanford Dependencies (SD) scheme [89] which contains 53 grammatical 

relations. Another popular dependencies scheme is the CoNLL scheme. This leads to 

very different trees with agreement on only ~70% of the edges in the tree. Syntactic trees 

produced by using different representations can be compared using different metrics [90] 

or by using a task specific comparison [91]. 

The SD scheme is very useful for many practical tasks: in protein-protein interaction 

(PPI) extraction[92] we may want to extract the subject and object of a verb such as 

“phosphorylates”, negation detection [66] can be achieved by finding the governor the 

negation word and in clinical notes, dependencies can be used to extract relations such as 

symptom/medication (in Figure 2, the relation between the symptom “symptomatic 

GERD” and the medication “proton pump inhibitor” are connected in the parse tree by 

the preposition “for”). 

 

Figure 3 – a syntactic dependency tree of a sentence from a clinical record. 

Prediction of a dependency tree given a free text sentence is a complex problem which 

has been studied extensively. Solutions differ on the running time (     –      ) and 

the type and number of features which can be used for prediction. 

2.6.2 Dependency Parsing Algorithms 
In transition based parsing such as shift-reduce parsing [93] the sentence is processed 

left-to-right using a stack, each input word may be connected to the word on top the stack 

(either as child or as parent) or pushed into the stack. This is a very quick,      

complexity, greedy approach. These parsers have mostly local information when deciding 

to create an edge. The fast training and prediction speed allows incorporating a large 

number of features. A beam search version allows remembering key choices an enabling 

roll-back for some of the greedy decisions [94, 95].  

The Maximum Spanning Tree (MST) parser [96] chooses the best spanning tree for the 

sentence based on the graph in which each pair of words is connected by an edge. This 

approach allows integration of all of the information available whenever an edge is 

chosen at the cost of slower learning and prediction speed (complexity of      ). 

Easy-First [97] uses a greedy approach to parse the sentence, at each stage it connects to 

words with an edge by choosing the decision with minimal risk. This allows quick 
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parsing,           complexity, combined with decision making in a broader context than 

the left-to-right of shift-reduce parsers.  

Syntactic parsing accuracy is measured by comparing the produced syntactic tree to a 

gold standard. Accuracy is measured as the percentage of pair of parent-child words 

connected in the gold standard tree which are connected in parser output.   

2.6.3 Domain Adaptation of Dependency Parsing 

One obstacle to widespread adoption of such syntactic representations is that parsers are 

generally trained on a specific domain (typically WSJ news data) and it has often been 

observed that the accuracy of dependency parsers drops significantly when used in a 

domain other than the training domain.  

Domain adaptation for dependency parsing has been studied mostly in regard to the 

CoNLL 2007 shared task [98]. In this task, parsers’ accuracy dropped from over 90% in-

domain to 80-84% in the target domain. The self-training and re-ranking approaches of  

McClosky and Charniak [36], mentioned in Section 2.3 for adapting constituency parsers 

to the medical domain, do not produce a significant improvement in the medical domain. 

In the CoNLL 2007 task, the leading methods were based on learning from a parser 

ensemble. Attardi et al.’s [99] used a weak parser in order to identify common parsing 

errors and overcome those in the training of a stronger parser. Sagae and Tsujii [100] 

used two different parsers to parse un-annotated in-domain data and used the trees where 

the two parsers agreed to augment the training corpus.  

Dredze et al. [35] approached the “closed” problem, i.e., without using additional un-

annotated data. They used the PennBioIE Treebank and applied a number of adaptation 

techniques: (1) features concerning NPs such as chunking information and frequency; (2) 

word distribution features; (3) features encoding information from diverse parsers; (4) 

target focused learning – giving greater weight in training to sentences which are more 

likely in a target domain language model.  These methods have not improved accuracy 

over the baseline of the MST parser [96] trained on WSJ. 

2.7 Selectional Preferences and Dependency Parsing 
Preference of predicate-argument (e.g., the verb “eat” is likely to have a noun describing 

an edible object as its argument) pairs has been studied in depth with a number of 

approaches. Resnik [101] suggested a class-based model for preference of predicates 

combining WordNet classes with mutual information techniques for associating an 

argument with a predicate class from WordNet.  

Another approach models words in a corpus as context vectors [102, 103] for discovering 

predicate or argument classes using large corpora or the Web. 
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Recently, semantic classes were successfully induced using LDA topic modeling. These 

methods have shown success in modeling verb-argument relationship to a single 

predicate [104] or a predicate pair [105], as well as for adjective-noun preference [106]. 

The argument-predicate choice learned in SP is directly related to the decision of creating 

an edge between them in a parse tree. Van Noord [107] modeled verb-noun preferences 

using pointwise mutual information (PMI) using an automatically parsed corpus in 

Dutch. Association scores of pairs were added as features improving the accuracy 

significantly from 87.4% to 87.9%.  

Nakov and Hearst [108] focused on resolving PP attachments and coordination. They 

used co-occurrence counts from web queries in order to estimate selectional restrictions. 

Zhou et al. [109]used N-gram counts from Google search and Google V1 to deduce 

word-word attachment preferences. They used these counts in a pair-wise mutual 

information (PMI) scheme as features for improving parsing in the News domain (WSJ) 

and adaptation for biomedical domain. Their evaluation showed improvement of 1% on 

WSJ section 23 over the vanilla MST parser and a significant increase in the domain 

adaptation problem. 

In Chapter 5 we present an adaptation method of syntactic parsing for the medical 

domain which is based on extracting SP using topic modeling and re-training the model 

with SP derived features extending Sagae’s co-training adaptation technique. 

3 Infrastructure for Medical-Hebrew NLP 
When we started this project, no language processing tools adapted to the Medical 

domain were available for Hebrew. In this chapter, we explore the adaptation of a 

Hebrew Morphological Disambiguator to the Medical domain and a pipeline for linking 

medical entities to the UMLS. The first section discusses the construction of domain 

specific corpora and annotated resources. In the second section, we describe domain 

adaptation of the Morphological Disambiguator by automatic acquisition of a domain 

specific transliteration dictionary and in the third section we present the entity linking 

pipeline.  

3.1 Datasets 

3.1.1 Two Types of Medical Corpora 
While our main objective is understanding of clinical notes, privacy issues prevent 

creating a standard open benchmark. We, therefore, collected two distinct corpora: a set 

of online question/answer pairs from consumer health websites and a clinical notes 

corpus from the Pediatric Neurology outpatient clinic in Soroka.  The consumer health 

dataset can be freely distributed and is much larger in size.  The clinical notes dataset is 
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smaller and must remain protected, but it corresponds exactly to the target domain we 

intend to study.  Both datasets are in the medical domain, but their styles are quite 

different: the clinical notes dataset contains professional medical text authored by a few 

doctors while the consumer health dataset contains both questions asked by patients (non-

experts) and answers fielded by experts, but addressed to patients. 

 Clinical Corpus  3.1.1.1

Patient notes corpora are harder to obtain due to legal limitations and cannot be shared 

across academia. We collected a corpus of patient notes from the Pediatric Epilepsy Unit, 

an outpatient clinic for neurology problems, not limited to epilepsy, in Soroka Hospital. 

This clinic is the only available pediatric neurology clinic in southern Israel and is staffed 

by a single expert serving approximately 225,000 children
1
. 

All visit summaries from 2009 to the Pediatric Epilepsy Unit clinic were obtained from 

Soroka hospital (IRB 10453) in textual form containing patient visit summary and 

metadata of the patient: unique anonymous identifier, age, visit date, sex, location and 

prescribed medications. 

The clinical corpus spans 894 visits to the Children Epilepsy Unit which occurred in 2009 

by 516 unique patients. The corpus contains 226,853 tokens / 12K unique tokens. 

 Online Physician Advice Corpus 3.1.1.2

Online health portals are a popular source for medical information: in two different 2003 

surveys, 40-65% of internet users in the US reported searching for health information 

online at least once a year and  9-30% monthly [110, 111] . A recent study showed 

Consumer Health sites are used by over 60% of internet users in Israel [112]. 

Question-Answering services fielded by expert physicians are available in a number of 

eHealth portals. Consumer Health websites in Hebrew: BeOK, Doctors.co.il, Infomed 

and in English: WebMD, NetDoctor, and AskTheDoctor, allow a user to post a question 

and obtain an answer by a physician certified by the website.  

As online physician advice is available in English and Hebrew, we collected data in both 

languages to construct a comparable corpus. Comparable corpora are useful in a variety 

of bilingual tasks based on unlabeled data or where a parallel corpus is either not 

available or lacking in size. 

For Hebrew, we collected physician advice from two websites: Infomed.co.il and 

BeOK.co.il. For English, we collected physician advice from three websites: WebMD, 

NetDoctor and AskTheDoctor. WebMD use threaded forums similar to BeOK while 

NetDoctor and AskTheDoctor provide QA pairs similar to Infomed. 

                                                 
1 Israeli statistics Bureau - http://www.cbs.gov.il/ 



36 

 

Hebrew QA corpora  

We collected physician advice from two websites: Infomed.co.il and BeOK.co.il. In 

Infomed the documents are made of a question/answer pair. In BeOK the documents are 

question thread and may include further interaction of the patient and the doctor. 

In Infomed we collected the question, answer and timestamp. For BeOK we collected the 

threaded conversation with time stamp for each post, physician identity and the 

question’s topic. 

The Infomed corpus contains 18K QA documents and 2 million tokens / 74K unique. The 

BeOK corpus contains 200K documents with 12M words / 232,401 unique tokens. 

English QA corpora  

We collected physician advice from three websites: WebMD, NetDoctor and 

AskTheDoctor. WebMD use threaded forums similar to BeOK while NetDoctor and 

AskTheDoctor provide QA pairs similar to Infomed. 

For the threaded corpus we collected the patient questions, physician answers, physician 

identity, topic and timestamps. For the QA documents we collected the questions, 

answers, topics and timestamps. 

The English corpus contains 18,105 QA documents containing 1.5 million words / 86,760 

unique tokens. 

3.1.2 Named Entities Annotated Corpus 
In order to evaluate Entity Linking and our Hebrew NLP pipeline in the medical domain 

we annotated part of our corpus with medical entities. 

Two medical students were tasked with annotating various QA. See Table 1 for 

categories. 

Category 

Name 

Category Description 

Anatomy Named parts of the body including cells (“arm”, “leg”, “kidney”, “blood cell”) 

Disease Disease description (“diabetes”, “cancer”) 

Symptom Phenotype description (“edema”, ”tumor”)  

Activity Medical activity (“consultation”, “treatment”, “chemotherapy”) 

Surgery Name of a surgical operation (“mastectomy”) 

Chemical Name of a chemical substance (“calcium”, “albumin”) 

Medication 
Name of a prescribed medication (“aspirin”, “calcium” when prescribed to 

treat a symptom) 

Delivery Medication delivery method (“orally”) 

Frequency Medication frequency (“2/day”) 

Dose Medication Dose (“200 mg”) 
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Table 1 – Annotation Categories 

The Pediatric Neurology corpus was annotated by a medical student under the 

supervision of the attending physician for epilepsy status (yes/no) and using the same 

categories with the extra categories of: Epilepsy Class (Generalized, Partial 

(simple/complex), Partial-To-Generalized and Mix-type) and Image Result (“abnormal 

eeg”). 

300 documents (68,245 tokens, disregarding numbers and punctuation) were annotated 

by two medical students.  They had agreement of 89.4% in the binary problem (medical 

entity / not medical entity) with kappa of 69%. On average 20% of the tokens were 

annotated as medically relevant. 

3.2 Morphological Analysis Adaptation to the Medical Domain 
The agglutinative nature of Hebrew makes segmentation the first task of any NLP 

pipeline in Hebrew. Adler and Elhadad’s morphological disambiguator (see Introduction) 

provides a one-step solution for segmentation, POS tagging and extraction of other 

morphological features (such as gender). Adler and Elhadad report 94% accuracy for full 

morphological tagging and segmentation. The unknown model [113] combines corpus-

level information on possible inflection variants of unknown words and a maximum 

entropy letter model.  On the News domain, this unknown model resolved POS tags for 

over 78% of the unknown tokens. 

In our work, we concentrate on segmentation and simple POS tagging as both are 

required for Entity Linking. 

We identify that most errors arise from unknown tokens which are transliterations of 

medical terms. We address this problem by automatically acquiring a transliteration 

dictionary using our un-annotated corpus. 

Word segmentation  

Agglutination of function words leads to high ambiguity in Hebrew [5] as well as Arabic 

[114]. To perform word segmentation, Adler and Elhadad [5] combine segmentation and 

morpheme tagging using an HMM model over a lattice of possible segmentations. This 

learning method uses a lexicon to find all possible segmentations for all tokens and 

chooses the most likely one according to POS sequences. Unknown words, a class to 

which most transliterations belong, are segmented in all possible ways (there are over 150 

possible prefixes and suffixes in Hebrew) and the most likely form is chosen using the 

context within the same sentence. 

POS tagging  
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The rich morphological nature of Hebrew makes POS tagging more complex with 2.4 

possible tags per token on average, compared to 1.4 for English. We focus here on part of 

speech identification and ignore the richer tag associated to morphological properties 

(masculine/feminine, person, tense etc).  

3.2.1 Baseline Morphological Disambiguator Accuracy 
As a baseline, we evaluated Adler and Elhadad’s morphological disambiguator when 

applied, without adaptation to the medical datasets. The disambiguator output, in the 

simple segmentation and POS tagging resolution, was evaluated for accuracy. 9,500 

tokens (punctuation, numbers and foreign tokens were excluded) were evaluated marking 

segmentation accuracy and POS tagging / Disambiguation accuracy. The POS tagging 

and morphology were evaluated using rough-grained measures using only the: Noun, 

Verb, Adjective, Adverb, Preposition and Copula tags and the predicted lemma. This 

evaluation is directed at evaluating the disambiguator’s usefulness for down the line 

applications and is far more lenient as we ignored information such as gender, temporal, 

construct state and distinction inside verb and noun classes such as “beinoni” form 

(participles) in verbs or the distinction between “proper name” and “noun”. 

Segmentation accuracy was 98.9% and 24% of the tokens required segmentation.  

The rough grain POS tagging and disambiguation accuracy was 97%. Of the POS tag 

errors 43% were tagging of “pronoun” instead of “copula” (e.g in “ הואהטיפול  ” / “the 

treatment is…” the copula is identified as the Hebrew pronoun “he”). 

3.2.2 Error Analysis of the Baseline: Unknown (OOV) Tokens 

Classification 
To evaluate the impact of unknown tokens, we annotated 2,000 unique unknown tokens 

as: word originating from Hebrew and transliterated word. 

Both corpora contain a high percentage of unknown words (in comparison to the News 

Domain on which the Hebrew NLP tools we reuse have been developed).Most of these 

unknowns (72% in the consumer health corpus), are transliterations. Table 2 shows the 

number of transliterations as estimated on a subset of 2K unknown word types. 

 

Corpus %Unknown (Types) %Transliterations 

among the unknowns 

Consumer Health 20%(16K/74K) 72% 

Neurology Notes 30%(3.9K/12K) 71% 

Table 2 - Proportion of unknown types and transliterations in medical Hebrew corpora 
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The unknown tokens which were not identified as transliterations were identified as; 

11.3% misspellings and 15% Hebrew words which are missing in the lexicon. 

Error analysis of the Morphological Disambiguator in the medical domain corpora shows 

that in the medical domain, Adler et al's unknown model still performs well: 80% of the 

unknown tokens were still analyzed correctly.  However, as shown in Table 1, there are 

many more unknown types in the medical domain (20% to 30% vs. 7.5% in the News 

domain). In our entity linking task, the unknown words are exactly those that are of 

interest, since they are mostly domain specific named entities.  As a result, even the 30% 

errors on the unknown words leads to high errors on entity linking and word 

segmentation tasks in the medical domain. Table 3 shows the number of errors produced 

by Adler et al's disambiguator that happen to fall on transliterations.   

 

Corpus % Seg errors % POS errors 

Consumer Health 91.3% 15.3% 

Neurology Notes 88.5% 42% 
Table 3 - Proportion of transliterated tokens among all error tokens. 

As the disambiguation method is based on an HMM model, segmentation and POS 

tagging mistakes propagate further mistakes for the entire sentence.  For example, in 

Figure 4, the unknown transliteration "hemiplegia" is incorrectly segmented as two words 

("ha + miplegia") and interpreted as (det + verb) because "ha" is the common definiteness 

marker.  The next word in the sentence is also tagged incorrectly as a noun ("spastic") 

instead of an adjective.  This second error is actually caused by the first segmentation 

error (we confirm this analysis by introducing the word "hemiplegia" in the lexicon). 

3.2.3 Transliterations Dictionary Acquisition 
As transliterations account for a substantial amount of the error and are usually medical 

term, therefore of interest, we aim to automatically create a dictionary mapping 

transliterations in our target corpus to a terminology or vocabulary in the source 

language. In this case the source language is medical English which is a mix of English 

and medical terms from Latin as represented by the UMLS vocabulary. 

The dictionary construction algorithm is based on two methods: noisy transliteration of 

the medical English terms from the UMLS to Hebrew form and matching forms from the 

unknown Hebrew forms found in our target corpus. After creating a list of candidate pairs 

Figure 4 - POS tagging and segmentation for a sentence from the neurology notes corpus.All errors are in 

transliterated tokens. Three POS errors: Noun->Verb, Adj->Noun and singular-> plural, as well as a 

segmentation error in the first token. 
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(Hebrew form found in the corpus and UMLS concept) we filter the results to create an 

accurate dictionary using various heuristic measures. Figure 5 illustrates the structure of 

the method. 

Noisy Transliteration Generation 

At this step, we create all possible transliterations for each English UMLS term. This step 

requires the UMLS terms as input and a manually crafted spelling-based transliteration 

table: each Latin letter can be replaced by multiple Hebrew letters, some Latin letters 

may be omitted. Similar letter tables are used for example in Kirschenbaum & Wintner 

[21]. For each single-token English term, we generate all possible transliterations to 

Hebrew. 

Find OOV Words 

We identify all unknown word types from the in-domain Hebrew corpus: 

1) Analyze the entire corpus with the Morphological Disambiguator for segmentation 

and POS tagging. 

2) Extract all unknown word types. 

Link Unknown Words to UMLS Terms 

We finally create candidate pairs of (Hebrew unknown word, UMLS term) for exact 

matches of an unknown type and the noisy transliteration of the UMLS term. One 

Hebrew token may be matched to multiple UMLS terms and vice versa. 

Figure 5 Method Overview: Resources (Vocabulary + Target Language Corpus), Transliterated pairs 

extraction steps and Products (Bilingual Vocabulary + Target Language Lexicon with Morphology). 
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Filter Candidate Pairs 

Because UMLS terms have been transliterated into many noisy forms, we filter the 

resulting generated pairs using a number of heuristics:  

a) Graph based: remove pairs where the Hebrew word is mapped to more than 3 distinct 

UMLS concepts and similarly where the UMLS concept is mapped to more than 2 

distinct Hebrew words. 

b) Remove all Hebrew words under length of 5. 

c) Remove all pairs where the difference in length of the two words is larger than 2 

letters. 

d) Select the UMLS concept with the lower CUI when more than one is available, as 

discussed above. 

e) Use a classifier to identify transliterations (as opposed to Hebrew words missing from 

the lexicon) in a way similar to (Goldberg & Elhadad 2008). 

The transliteration classifier (e) was adapted from Goldberg and Elhadad [115]. Instead 

of assuming pre-segmented tokens, we use the segmentation suggested by the 

morphological disambiguator as well as the entire word to classify it. Only unknown 

tokens are considered by the classifier. 

Creating a Medical Transliterations Lexicon 

In order to improve word segmentation and POS tagging, we enrich the acquired 

transliterations dictionary with inflection-guessing method:  For a given acquired 

transliterated term t in the dictionary, we observe variations of this term that occur in the 

corpus of the form prefix+t(where prefixes are prepositions, conjunctions and definite 

articles) and t+inflection (plural, feminine) and prefix+t+inflection.  This allows us to 

annotate the acquired term with its possible morphological inflections in the lexicon. 

Acquired Dictionary 

On the Hebrew Infomed corpus, we first extracted the list of all unknown token types 

with length greater than 3. 12K such tokens are identified in the Consumer Health corpus.  

Figure 6 - Error reduction in POS tagging and segmentation for a sentence from the neurology notes corpus. Three 

POS errors (Noun->Verb, Adj->Noun and singular-> plural) are corrected as well as a segmentation error in the first 

token. The tag for the second token is corrected even though it was not acquired as a transliteration, the HMM process 

takes into account the corrected tag preceding it. 
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12,267 candidate pairs were acquired. Initial precision is ~13%. See Figure 7 for recall 

and precision after adding each filtering method. The graph based heuristic and the 

transliteration classifier were the most prominent filtering methods. 

 

Figure 7 - Precision and Recall results of the different heuristics described in section 6.4 for filtering 

candidate pairs. From left to right are heuristics (e) to (a). 

After filtration 2,171 terms remained. Manual evaluation of the accuracy of these pairs 

yielded precision of 75%.  A recall 45% was achieved using the lexicon in a sample of 

365 unknown tokens annotated as transliterations (see paragraph 3.2) was 45%.  Error 

analysis shows that the unidentified words mostly belong in two categories: misspelled 

words (usually with added consonants which do not exist in the English source) and 

inflected words (the word was first transliterated and then inflected).  

Using the Transliterations-UMLS dictionary, we produced an in-domain lexicon. The 

lexicon contains 2,171 lemmas. We found on average that each term in the transliteration 

dictionary covered 1.5 unknown token types in the corpus. 

3.2.4 Intrinsic Evaluation: Measuring the Impact of Improved 

Segmentation and POS Tagging on Medical Text 
As a result of the transliteration acquisition method, we extended the lexicon of the POS 

Tagger to adapt it to the medical domain. The lexicon is simply appended to the baseline 

lexicon used by the morphological disambiguator (without re-training). We designed two 

intrinsic and two extrinsic task-based evaluations of the improved POS Tagger to 

measure the effect of the specific handling of transliterations in the processing of Medical 

Hebrew. 

 Word Segmentation and POS Accuracy 3.2.4.1

The intrinsic evaluation consists of measuring accuracy of the segmentation and POS 

Tagging tasks with and without using the transliteration dictionary entries as an external 
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lexicon to the morphological disambiguator  on the same test set of 8,000 token. Errors 

were divided into segmentation errors and POS tag errors. 

We compared segmentation results of the Hebrew Morphological Disambiguator when 

using the original Mila dictionary and the extended version we produced in the previous 

section.  Error analysis of the annotations on the extended lexicon (see Table 4) shows an 

error reduction of nearly 50% for the segmentation task and error reduction of 7.6% for 

the POS tagging task. 

Applying the transliteration dictionary learned in the Consumer Health domain to the 

Neurology Notes domain shows similar improvement with a greater impact on POS 

tagging (44% error reduction on segmentation, 16% compared to 7.6% error reduction for 

POS tagging).When we further extend the dictionary by adding the 336 terms learned on 

the Neurology notes (using the same dictionary extraction method), we further reduce 

error in the Neurology Notes corpus by a total of 51% and 20% respectively. See Figure 

6 for an example of error reduction in a transliterations rich sentence. 

 Segmentation POS tagging 
Consumer Health 50% 7.6% 

Neurology Notes 44% 16% 

Neurology Notes II 51% 20% 
Table 4 - Error Reduction. Amount of error reduced in each corpus. In “Neurology Notes I” only transliterations 

learned in the Consumer Health corpus are used. In “Neurology Notes II”, transliterations learned in the Neurology 

Notes corpus are combined. 

3.2.5 Extrinsic Evaluation: Task-based Metrics 
The extrinsic task-based evaluation methods consist of end-to-end tasks, for which we 

compare accuracy with the baseline tagger (without domain adaptation) and with the 

improved morphological analyzer. 

 Document Classification 3.2.5.1

The first task is a binary classifier: we use the epilepsy status (“epilepsy” / “not 

epilepsy”) annotation in the neurology corpus. We trained an SVM classifier to 

distinguish between the classes. The features used are the 1,500 most common lemmas 

(tokens after segmentation). The parameters of the SVM classifier were optimized for the 

baseline lexicon and then used with the extended lexicon including transliterations. We 

compared F-score of the SVM classifiers based on averaged F-score between 10 divisions 

of the data to test/train. 

The classification task for “epilepsy”/”not-epilepsy” is useful for extending the 

epidemiology study of epilepsy patients to years beyond 2009 (see Chapter 6). An 

efficient classifier makes the task of manually identifying the patients with epilepsy 

redundant. In the study year, 2009,  208 patients were marked as positive examples and 

292 as negative. The best performing classification setting was SVM with a polynomial 
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kernel of the second degree. Using the baseline lexicon average F-score of 88.5% is 

achieved (84% precision and 93% recall). With the extended lexicon the classifier 

achieved an average of 95.1% F-score (93% precision and 99% recall). This is a 

reduction in error of 57%. 

To better understand the reason for the classifier error reduction, we employ topic 

models.  

We constructed an LDA topic model of the texts in the neurology corpus based on the 

extracted lemmas from each document using the Heinrich [116] LDA implementation 

with 32 topics. A topic model is constructed for each segmentation model (i.e., with 

transliterations lexicon and the baseline without it) and similar topics were aligned across 

the two runs using KL distance (topics are distributions over words, therefore, KL is a 

good measure of similarity across topics). To illustrate the differences between topics a 

word cloud representation of the topic was visualized using the IBM cloud generator. 

In Figure 8 we see two topics from LDA topic models produced over the bag of lemmas 

in each document. We see that the segmentation of the key drug “depalept” (“דפלפט”), the 

most commonly prescribed medication for the epilepsy patients, is improved and that the 

agglutinated form “b+depalept” is removed. Further, the topic model is now improved 

and the second most common medication, “tegratol”, now gains higher weight in the 

topic as well. The result is a topic describing medication level of the two most commonly 

used medications in the patient population.  This analysis graphically indicates the 

importance of identifying key medical terms in text to make medically relevant decisions. 

Figure 8 – Topics from LDA topic modeling of the neurology corpus. (a) Due to wrong segmentation the 

agglutinated form has high probability in the topic (b) Most segmentation problems are solved and the topic is 

improved. 
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 Syntactic Parsing 3.2.5.2

In the second extrinsic evaluation, we measure the impact of improved in-domain word 

segmentation and POS tagging on the accuracy of a syntactic dependency parser on 

medical text.  In order to evaluate syntactic dependency parsing for Medical Hebrew, a 

small sample of 30 sentences were chosen: 15 from physician answers from the online 

QA corpus and 15 sentences from the clinical corpus (for privacy purposes the sentences 

were chosen after anonymization and not of the same patient). The annotation guidelines 

of Goldberg and Tzarfati [117] were used. This resulted in a small treebank of 30 

sentences, 600 words.  

We tested the EasyFirst parser [6] on this treebank.   

The micro-averaged unlabeled accuracy of EasyFirst on this test set was 86.1% when 

using the baseline POS tagger without domain adaptation.  

When using the adapted POS tagger (without retraining of the parser), 2 segmentation 

errors were corrected. Parsing accuracy was improved to 87%. 

3.3 Cross Lingual Entity Linking 
In Chapter 2, we described existing work for information extraction in the medical 

domain. The process of identifying entities in text and connecting them to an ontology or 

a vocabulary is named Entity Linking. In the case of medical entities in Hebrew text we 

aim to connect these entities to the UMLS vocabulary which is written in English. The 

best results for the entity linking task in English were by cTakes [11] with 84% F-

measure. 

We aim to develop a cross-lingual entity linking system: taking as input Hebrew medical 

text and linking Hebrew terms to corresponding UMLS concepts. We limit the scope of 

this work to single tokens. In the case of multi-token expressions, we try to link the words 

that compose it independently.  

We evaluated exact match entity linking using the annotated corpus described in 3.1.2.  

Recall is calculated by counting the proportion of matched words out of the number of 

words marked as a medical entity by both annotators.  Precision was calculated on a 

sample of 200 sentences.  

The matching algorithm looks for an exact match to the dictionary of the lemma after 

segmentation. For multi-word entities, we counted each word separately disregarding 

prepositions and coordination (e.g. “head and neck pain” annotated as one entity would 

be treated as three single word entities: “head”, “neck” and “pain”).   
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As a baseline, we used a dictionary collected from online WWW resources. Our method 

consists of automatically acquiring dictionaries to map Hebrew terms to UMLS concepts. 

The steps of the method are illustrated in Figure 9. 

We evaluated performance in the following settings: 

(1) The WWW dictionary without segmentation 

(2) The WWW dictionary with segmentation using the disambiguator 

(3) Performance after acquiring the transliterations dictionary  

(4) Performance with the acquired in-domain Hebrew dictionary 

 

3.3.1 Acquiring an In-Domain Hebrew Translation Dictionary 
We saw that acquiring a transliterations dictionary is useful for reducing segmentation 

errors for key concepts. However, for Cross Lingual Entity Linking, the mapping of 

entities to the UMLS English vocabulary, we require medical words of Hebrew origin as 

well such as “יד” (“hand”) or “כאב” (“pain”). 

We begin with the task of acquiring a cross lingual dictionary for words belonging to the 

general vocabulary (constructed in the News domain). This corresponds to the top lane in 

Figure 9.  

Identify Anchors 

We define an “anchor” word as a highly common noun in the target domain which is not 

a stop word in the general domain. This step requires only an in-domain corpus and 

determining a threshold for the minimal number of occurrences.  The steps are: 

1) Analyze the entire corpus with the Morphological Disambiguator (for segmentation 

and POS tagging). 

2) For each Noun, count the number of documents in which the lemma occurs. 

3) Nouns that occur in less documents than the minimal cutoff are discarded.  
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The output of this stage is a list of frequent nouns in the domain corpus, after 

segmentation and stemming. 

Create a Translation Dictionary 

We then attempt to map these domain anchor nouns to English translations. To this end, 

we exploit a domain-independent parallel corpus. We use the automatically constructed 

parallel corpus described in [118].  We perform the following steps: 

1) Analyze the Hebrew part of the parallel corpus with the Morphological 

Disambiguator to perform word segmentation and stemming. 

2) Align the segmented stemmed tokens with English words using the Berkeley Word 

Aligner [119]. The output at this stage is a list of pairs (Hebrew word, distribution of 

candidate English translations). For example the Hebrew noun “הריון” (herayon - 

pregnancy) is mapped to the distribution of candidate translations: “pregnant: 0.476”, 

“pregnancy: 0.422”, “colt: 0.049”, “worrisome: 0.048”, “waddle: 0.003”, ... 

3) Translation candidates with a probability lower than 20% are discarded. 

The result is a 1-gram translation dictionary, mapping Hebrew words to their likely 

candidate translations with an associated probability. 

Align to UMLS 

We now link the anchors identified above to UMLS using the translation dictionary. 

UMLS concepts are identified by a set of English terms and a unique concept ID 

(numbers called the UMLS CUI).  The method to map Hebrew anchors to UMLS CUI is 

the following: 

Figure 9 - Method Overview: Resources (Vocabulary + Target Language Corpus + Target Language non-

domain specific parallel corpus), Anchor-concept acquiringsteps and Products (Bilingual Vocabulary). 
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1) For each English translation of each Hebrew anchor, match a UMLS term through the 

English label. 

2) If the Hebrew anchor has multiple English translations with UMLS matches, choose 

the UMLS concept with the lowest CUI. For example, the Hebrew word “herayon”, 

pregnancy,  is translated into “pregnancy”, CUI 32961, and “pregnant”, CUI 553641.  

We select the first concept identifier (which is correct in this case). 

The result of the method described above is a cross lingual entity dictionary, linking in-

domain Hebrew anchors to UMLS.  

3.3.2 Hebrew-UMLS Medical Translation Dictionary 
Using a cutoff of 100 appearances in the Infomed corpus combined with the 1-gram 

translation dictionary we extracted 756 words in Hebrew. Each Hebrew term had on 

average 1.46 possible translations (with cutoff of 20% in the 1-gram dictionary). For 593 

words a matching term was found in UMLS with accuracy of 89.2% (64 mistakes). Most 

mistakes are due to the news domain bias of the parallel corpus for ambiguous words 

such as: “ערב” (“evening” / “arab”), “חוליה” (“vertebra” / “cell”, as in terrorist cell) and 

 .(”thigh” / “market“) ”שוק“

Identifying the translation mistakes and looking for the correct translations of the missing 

words is a simple manual task, which can be achieved in just a few hours per corpus. 

3.3.3 Evaluation 
We evaluate our acquired Hebrew-UMLS dictionaries on the task of Entity-Linking. The 

baseline WWW dictionary (Hebrew, English) was also aligned to the UMLS using the 

same method as in 3.23 (“Align to UMLS”).  

We use each dictionary for Entity-Linking of the annotated corpus. The segmentation 

process is crucial for entity linking, we observe a twofold improvement when 

segmentation is added. The anchors translation dictionary provides the most significant 

contribution to the recall, while the transliterations dictionary is useful for the less 

common words. The improved segmentation of the acquired transliterations lexicon 

improves the results for the transliterations dictionary and the baseline dictionary (which 

contains some transliterated terms). No gain for entity linking was found for the in-

domain anchors in the translation dictionary as these Hebrew words are already in the 

lexicon and are segmented properly (most segmentation errors were in the transliterated 

terms, see Error Analysis). See Table 5. 

Dictionary No-Morphology Baseline-Disambiguator Disambiguator with  
Medical Lexicon 

Baseline 15.70% 36% 37.10% 

Transliteration 5.30% 5.44% 5.60% 
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Translation 25% 61.60% 61.60% 

Combined 30.10% 69.9% 70.60% 
Table 5 - Recall rate with different dictionary / disambiguation settings.  

The dictionaries were evaluated, corrected and combined, and are now available for 

academia. The accuracy of the baseline (WWW) dictionary was 91% compared to 89.7% 

of the translation dictionary and 75% accuracy of the transliterations dictionary. The 

combined lexicon contains 5,822 terms. It can be extended using the methods described 

above for adapting to a new domain of medical records with little manual effort. 

3.4 Conclusions 
We have created a ready-to-use pipeline for Medical Hebrew language processing. This 

pipeline includes corpora in the medical domain containing 14 million tokens, a 

Morphological-Disambiguator with a lexicon adapted to the medical domain for 

segmentation and POS tagging, Cross-Lingual-Entity-Linking to the UMLS with 70% 

recall for single word terms and a baseline for dependency parsing. We make our 

manually verified dictionary available for academia as well as the algorithms for 

extending it for new corpora in a semi-automatic fashion. 

Automatically acquiring a transliterations lexicon is a useful domain adaptation tool.  We 

have shown in extrinsic evaluation that this method is effective for down the line 

applications, such as improving F-measure of a medical text classification task from 88% 

to 96% (classification of patient notes as reporting epilepsy) and a slight gain for the 

Entity-Linking task (0.7% improvement in recall). 

In Chapters 6 and 7, we present two case studies where these Medical-Hebrew NLP tools 

are applied to specific research tasks. 

4 Adapting to Redundancy in Electronic Health 

Records 
EHR corpora exhibit specific characteristics when compared with corpora in the 

biomedical literature domain or the general English domain. Corpora composed of 

longitudinal records include some different inherent characteristics which may impact on 

text-mining techniques.  

Each patient is represented by a set of notes. There is a wide variation in the number of 

notes per patient, either because of their health status, or because some patients go to 

different health providers while others have all their visits in the same institution. 

Furthermore, clinicians typically copy and paste information from previous notes when 

documenting a current patient encounter.   
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As a consequence, for a given longitudinal patient record, one expects to observe heavy 

redundancy.  This raises three questions: (i) how can redundancy be quantified in large-

scale text corpora? (ii) Conventional wisdom is that larger corpora yield better results in 

text mining.  But how does the observed text redundancy in EHR affect text mining? 

Does the observed redundancy introduce a bias that distorts learned models? Or does the 

redundancy introduce benefits by highlighting stable and important subsets of the corpus? 

(iii) How can one mitigate the impact of redundancy on text mining? 

This chapter is organized as follows:  

(i) First, we assess the prevalence of redundancy in our medical corpora and 

ascertain this practice is not limited to the hospital department surveyed by Wrenn 

et al. [120] and the extent to which it is present in the Hebrew medical corpus as 

well. 

(ii) Having shown that copy-paste redundancy is highly prevalent in medical corpora, 

we show that redundancy has a negative impact on two commonly used NLP 

methods: collocation identification using mutual information and LDA topic 

modeling. 

(iii) To mitigate the impact of redundancy on NLP algorithms, we present a novel and 

efficient redundancy reduction algorithm and analyze its effect on the same two 

NLP algorithms. 

(iv) In order to mitigate the impact of redundancy on topic modeling without loss of 

data caused by redundancy reduction, we present a novel topic modeling 

algorithm for corpora with high redundancy.  We show that this algorithm 

outperforms both vanilla LDA and the redundancy reduction algorithm. 

 

We perform the experiments on this topic on English datasets to which we had access 

(from Columbia Presbyterian Hospital) and which are much larger than the Hebrew 

clinical dataset to which we had access.  We expect the results in this chapter to be 

mostly language independent.   

4.1 Previous Work 
Methods for identifying redundancy in large string-based databases exist in both 

bioinformatics and plagiarism detection [121-123]. A similar problem has been addressed 

in the creation of sequence databases for bioinformatics: Holm and Sander [124] 

advocated the creation of non-redundant protein sequence databases and suggested that 

databases limit the level of redundancy. Redundancy avoidance results in datasets with 

smaller size, reduced CPU for data-mining operations and improved annotation 
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consistency. Pfam [125] is a non-redundant protein sequence database manually built 

using representatives from each protein family. This database is used for the construction 

of Hidden-Markov-Model classifiers widely used in Bioinformatics.  

4.1.1 Redundancy in EHR 
Along with the advent of EHR comes the ability to copy and paste from one note to 

another. While this functionality has definite benefits for clinicians, among them more 

efficient documentation, it has been noted that it might impact the quality of 

documentation as well as introduce errors in the documentation process [126-130]. 

In this work, we look at the phenomenon of redundancy as a corpus-wide property (as 

opposed to a property of a specific patient record).  When constructing a corpus of patient 

notes for statistical purposes, we encounter patients with many records. High redundancy 

in those documents may skew statistical methods applied to the corpus. This phenomenon 

also hampers the use of machine learning methods by preventing a good division of the 

data to non-overlapping test and train sets.  

Wrenn et al. [120] examined 1,670 patient notes of four types (resident sign-out note, 

progress note, admission note and discharge note) and assessed the amount of 

redundancy in these notes through time. Redundancy was defined through alignment of 

information in notes at the line level, using the Levenshtein edit distance. They showed 

redundancy of 78% within sign-out notes and 54% within progress notes of the same 

patient. Admission notes showed a redundancy of 30% compared to the progress, 

discharge and sign-out notes of the same patient. More recently, Zhang et al. [131] 

experimented with different metrics to assess redundancy in outpatient notes. They 

analyzed a corpus of notes from 178 patients. They confirm that in outpatient notes, like 

for inpatient notes, there is a large amount of redundancy.  

While redundancy of information in the clinical realm has been noted and its impact on 

clinical practice is discussed there has not been any work on the impact of redundancy in 

the EHR from a data mining perspective, nor any solution suggested for how to mitigate 

the impact of within-patient information redundancy within an EHR-mining framework. 

4.1.2 Redundancy Detection 
Detecting redundancy within the notes of a single patient  is feasible using standard 

alignment methods borrowed from bioinformatics such as: Smith-Waterman [132], FastA 

[122] or Blast2seq [121]. However, most available EHR corpora are de-identified to 

protect patient privacy [133] and notes are not grouped by patients. Aligning all the note 

pairs in a corpus would be computationally prohibitive, even for optimized techniques 

(FastA, Blast2Seq).  
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Approximation techniques to make this problem tractable were developed in 

bioinformatics to search sequence databases and for plagiarism detection.  In both fields, 

fingerprinting schemes are applied. In BLAST, short substrings are used as fingerprints, 

whose length is defined by biological significance. These substrings are also used for 

optimizing the alignment. For plagiarism detection, HaCohen-Kerner et al. [123] 

compare two fingerprinting methods:  (i) Full fingerprinting – all substrings of length n of 

a string are used as fingerprints. This means that for a string of length m, m-n+1 

fingerprints will be used; and (ii) Selective Fingerprinting – non-overlapping substrings 

are chosen. This means that for a string of length m, m/n fingerprints will be used. 

The parameter n is the granularity of the method, and its choice determines how stringent 

the comparison is. In order to compare two notes A and B, we compute the number of 

fingerprints shared by A and B.  The level of similarity of B to A is defined as the ratio 

(number of shared fingerprints) / (number of fingerprints in A).   

4.1.3 Redundancy and Noise in Topic Modeling 
In this work, we specifically investigate how topic modeling is affected by redundancy by 

experimenting with the LDA algorithm [1].    

LDA is known to be sensitive to noise: for example, it is standard practice to remove 

stop-words, a feature selection step, before applying LDA. The measure of LDA’s 

sensitivity to different kinds of noise is not well understood, especially as various 

methods are used for evaluating the produced topic models [134, 135].  

Walker et al. [136] showed that LDA underperforms on documents noisy with OCR 

errors.  Yang and Lee [137] developed a graphical model for topic modeling taking OCR 

noise into account and shown that their model outperforms vanilla LDA on synthetic data 

with varying OCR noise. 

4.2 Methods 

4.2.1 Corpora 

 EHR Corpora 4.2.1.1

We use two EHR corpora for estimating redundancy and its impact: (i) Chronic Kidney 

Disease (CKD) Corpus and (ii) Pediatric Neurology Corpus (Hebrew EHR corpus 

described in Chapter 3). 

To create the CKD corpus we collected a corpus of patient notes from the clinical data 

warehouse of the New York-Presbyterian Hospital.  The study was approved by the 

Institutional Review Board (IRB-AAAD9071) and follows HIPAA (Health Insurance 

Portability and Accountability Act) privacy guidelines. The corpus is homogeneous in its 

content, as it comprises notes of patients with chronic kidney disease who rely for 
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primary care on one of the institution’s clinic. Each patient record contains different note 

types, including consult notes from specialists (e.g., nephrology and cardiology notes), 

admission notes and discharge summaries, as well as notes from primary providers, 

which synthesize all of the patient’s problems, medications, assessments and plans.  

Notes contain the following metadata: unique patient identifier, date, and note type (e.g., 

Primary-Provider). The content of the notes was pre-processed to identify document 

structure (section boundaries and section headers, lists and paragraph boundaries, and 

sentence boundaries), shallow syntactic structure (part-of-speech tagging with the 

GENIA tagger [138] and phrase chunking with the OpenNLP toolkit [139], and UMLS 

concept mentions with our in-house named-entity recognizer HealthTermFinder [140]). 

HealthTermFinder identifies named-entities mentions and maps them against semantic 

concepts in UMLS [7]. As such, it is possible to map lexical variants (e.g., “myocardial 

infarction,” “myocardial infarct,” “MI,” and “heart attack”) of the same semantic 

concept to a UMLS CUI (concept unique identifier).  

There are 104 different note types in the corpus. Some are template based, such as 

radiology or lab reports, and others are less structured and contain mostly free text. We 

identified that note types: “primary-provider”, “clinical-note” and “follow-up-note” 

contain more information than other note types. Notes of these types were found to 

contain 37 CUIs on average in comparison to 26 on average for all other note types.  We 

call notes of these 3 types “Informative Notes”.  

In our experiments, we rely on different variants of the EHR corpus (see Table 6):  

 The All Notes corpus is our full EHR corpus, 

 The All Informative Notes corpus is a subset of All Notes, and contains only the 

notes of type “primary-provider”, “clinical-note” and “follow-up-note”.  

 The Last Informative Note corpus is a subset of All Informative Notes, and 

contains only the most recent note for each patient. 

 

Corpus # Patients # Notes # Words / # 

Unique Words 

# Concepts / # Unique 

Concepts 

All Notes 1,604 22,564 6,131,879 / 

138,877 

599,847 / 7,174 

All Informative 

Notes 

1,247 8,557 2,243,551 /   

51,234 

319,298 / 5,389 

Last Informative 

Note 

1,247 1,247 338,207 /   25,624 46,311 / 3,711 

Table 6 EHR corpus statistics 
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 Synthetic WSJ Redundant Corpora 4.2.1.2

We construct synthetic corpora with a controllable level of redundancy to compare the 

behavior of the text mining methods on various levels of redundancy. The synthetic 

corpora are based on a sample of the Wall Street Journal corpus, a widely used corpus in 

the field on Natural Language Processing [39, 141]. Table 7 provides descriptive 

statistics of the different WSJ-based corpora with which we experiment: 

 The WSJ-1300 corpus contains a random sample of 1,300 documents from the 

Wall Street Journal corpus, 

 The WSJ-400 corpus is a subset of WSJ-1300 of 400 documents, 

 The WSJ-600 corpus is a subset of WSJ-1300 of 600 documents, 

 The WSJx2 corpus is constructed from WSJ-1300 to simulate redundancy, where 

each document of WSJ-1300 appears twice in the corpus, 

 The WSJx3 corpus is similar to the WSJx2 corpus, except it contains three copies 

of each document in the WSJ-1300 corpus,  

 The WSJs5 corpus is sampled from WSJ-1300 corpus, where each document can 

appear between one and five times in the corpus, with a uniform probability of 

0.2. Note that the WSJs5 corpus has roughly 2.5 times the size of WSJ-1300. The 

process was repeated 10 times to eliminate bias from the choice of documents 

repeated. 

Corpus # Documents # Words / # Unique Words 

WSJ-400 400 214K /    19K  

WSJ-600 600 309K / 23.5K  

WSJ-1300 1,300 680K /    36K  

WSJx2 2,600 1.3M words /    36K  

WSJx3 3,900 2.6M words /    36K  

WSJs5 3,246(±40) 1.69M (±42K) words /    36K  

Table 7 Corpora Descriptive statistics - Synthetic corpora with various levels of 

redundancy, for WSJs5 we report averages and standard deviation based on 10 

replications. 

 

4.2.2 Analysis of prevalence of copy-paste redundancy in EHR 
The first task we address is to define metrics to measure the level of redundancy in a text 

corpus. Redundancy across two documents may be measured in different manners: shared 

words, shared concepts or overlapping word sequences. The most stringent method 
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examines string sequences, and allows for some variation in the sequences (missing or 

changed words). For example the two sentences: “Pt developed abd pain and acute 

cholecystitis” and “Pt developed acute abd pain and cholecystitis” would score 100% 

identity on shared words but only 73% identity of sequence alignment. 

 Metric for Assessing Redundancy at the Patient Level 4.2.2.1

Both EHR corpora can be organized by patient identifiers. We can, therefore, quantify the 

amount of redundancy within a patient record. Given two notes, we compute redundancy 

for the pair by aligning the two notes. We apply the Smith-Waterman text alignment 

algorithm, a commonly used string alignment algorithm in bioinformatics[132]. For each 

pair, we can then compute the percentage of aligned characters. Assessing redundancy 

through alignment is a more appropriate and more stringent method than counting simple 

token overlap as in a bag-of-word model. High percentage of alignment between two 

notes indicates not only that tokens are similar across the two notes, but that the 

sequences of tokens in the notes. Identity of long token sequences within the documents 

better captures the generative conjecture that the redundancy is the result of a copy-paste 

operation. 

 Metric for Assessing Redundancy at the Corpus Level 4.2.2.2

Given a corpus, a histogram of term frequencies is computed to examine whether the 

corpus follows Zipf’s law. According to Zipf’s law, terms frequencies have a long tail in 

their distribution: that is, very few terms occur frequently (typically function words and 

prominent domain words) while most terms occur only once or twice in the corpus 

overall. Terms can be either words or semantic concepts.  

4.2.3 Impact of copy-paste redundancy on NLP machine learning 
We compare the performance of standard algorithms for collocation identification and 

topic modeling inference on a variety of corpora with different redundancy levels.  We 

introduce synthetic corpora where we can control the level of redundancy.  These 

synthetic corpora are derived from the Wall Street Journal (WSJ) standard corpus.  The 

original WSJ corpus is naturally occurring and does not exhibit the copy and paste 

redundancy inherent to the EHR corpus.  We artificially introduce redundancy by 

randomly sampling documents and repeating them until a controlled level of redundancy 

is achieved. 

 Collocation Extraction 4.2.3.1

Collocation identification was carried out on the different corpora using the Ngram 

Statistics Package [142], which provides an implementation for collocation detection 

using True Mutual Information (TMI) and Pointwise Mutual Information (PMI).  
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In this scenario, we control for vocabulary, only word types that appear in the smaller 

corpus (Last Informative Note in the EHR experiments and WSJ-400 in the controlled 

redundancy experiments) are considered for collocations.  

To measure the impact of redundancy on the extracted collocations, for each collocation, 

we count the number of patients whose notes contain this collocation. A collocation that 

is supported by evidence from less than three patients is likely to be the effect of 

redundancy (i.e., most of the evidence supporting the collocation was created via a 

copy/paste process). 

 LDA Topic Modeling 4.2.3.2

LDA (see Background section), is a complex inference process which captures patterns 

of word co-occurrences within documents. To investigate the behavior of LDA on 

corpora with varying levels of redundancy, we rely on two standard evaluation criteria: 

log-likelihood fit on withheld data and the number of topics required in order to obtain 

the best fit on the withheld data. The higher the log-likelihood on withheld data, the more 

successful the topic model is at modeling the document structure of the input corpus. The 

number of topics is a free parameter of LDA – given two LDA models with the same log-

likelihood on withheld data, the one with the lower number of topics has better 

explanatory power (fewer latent variables or topics are needed to explain the data). 

For this experiment we the topic models were learned using the Collapsed Gibbs Sampler 

provided in Mallet [143] with the recommended parameters and with hyper-parameter 

optimization as described in Wallach et al.[144]. Mallet is a state of the art software suite 

for topic modeling, with hyper-parameters optimization it provides a strong baseline.  

The log-likelihood graphs were computed on withheld datasets. A non-redundant 

withheld dataset of 233 Informative notes was created for EHR corpus (all the notes from 

the same patients were removed from the redundant corpora to prevent contamination 

between corpora and the withheld dataset). For the WSJ corpora, a sample of 400 non-

redundant documents was chosen as the withheld set.  

4.2.4 Redundancy Reduction 
We compare two mitigation strategies to detect and handle redundancy in a corpus – a 

baseline relying on document metadata and one based on document content (which is 

applicable to the common case of anonymized corpora). We focus on the All Informative 

Notes corpus. The metadata-based baseline produces the Last Informative Note corpus. 

The content-based mitigation strategy, which relies on our fingerprinting algorithm 

present in the Results section, can produce corpora with varying levels of redundancy. 

We report results for similarity thresholds of 0.20, 0.25 and 0.33. We expect that the 

lower the similarity threshold, the lower the actual redundancy level of the resulting 
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corpus (in other words, we verify that our fingerprinting redundancy reduction algorithm 

effectively reduces redundancy). 

4.2.5 Topic Modeling with Redundancy 
We describe above the method we used to assess the impact of redundancy on the quality 

of LDA topic modeling, by comparing the results of LDA on a redundant corpus and on a 

corpus where redundancy has been reduced.  We attempt here a different route to 

mitigate the impact of redundancy on topic modeling: we develop a version of LDA 

specialized to deal well with redundant documents, which we call Red-LDA. 

 Data Sets 4.2.5.1

We perform our experiments using two corpora: the All Informative Notes corpus 

described in Section 4.2 and a second dataset, the newswire corpus from DUC 2007 

shared summarization task
2
. While the DUC corpus is not medical, it is made by clusters 

of news articles describing a single event. As a result it is rich in redundancy, though not 

copy-paste. 

The DUC 2007 corpus is made of 45 clusters with 36 documents describing the same 

topic each cluster.  The documents contain 230-250 tokens each. Stopwords and numbers 

were removed leaving a vocabulary of 5K words. We use clusters 1-15 as a test set and 

train on clusters 16-45. 

 Experimental Setting 4.2.5.2

We use the Gibbs Sampling code by Heinrich [116] for the vanilla LDA as the code 

RedLDA is implemented over Heinrich's code (impact of redundancy is reproducible 

with this sampling code). We learn LDA topic models using 3 methods: vanilla LDA on 

the entire training set, vanilla LDA on the training set after redundancy elimination 

(maximum redundancy was set to 15%) and Red-LDA for the entire training set (Red-

LDA includes a pre-processing stage as described below, we set the maximum 

redundancy parameter for this pre-processing to 15% as well). 

The model produced on the training set is used to produce topic assignments for the held 

out documents and log-likelihood fit of the model is calculated. All the experiments are 

repeated three times and the average likelihood is reported (for Red-LDA we also report 

the standard deviation). 

 Qualitative Evaluation 4.2.5.3

Since perplexity on heldout data provides only partial perspective on the quality of topic 

modeling [134], we perform in addition qualitative evaluation of the topics. 

                                                 
2 http://duc.nist.gov/duc2007/tasks.html 

http://duc.nist.gov/duc2007/tasks.html
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64 topics are learned on the CKD corpus using the vanilla LDA and Red-LDA using the 

same parameters. A distance matrix between the topics produced by the two methods is 

constructed using the Jensen-Shannon divergence metric. We examine topic pairs made 

of one topic from Red-LDA and one from the vanilla LDA model where both topics have 

the least JS-divergence from one another.  

4.3 Results  

4.3.1 Prevalence of Redundancy 

 Patient Level Redundancy 4.3.1.1

CKD Corpus (English) 

On average, our corpus contains 14 notes per patient, with standard deviation of 16, 

minimum of 1 and 167 maximum notes per patient.  There are also several note types in 

the patient record such as imaging reports or admission notes. We expect redundancy to 

be high across notes of the same patient and low across notes of distinct patients.  

Furthermore, within a single patient record, we expect heavy redundancy across notes 

from the same note types.  We report redundancy on same patient / similar note type (we 

focus on the most informative note types: primary provider, follow up and clinical notes; 

in this analysis we ignore the template-based note types which are redundant by 

construction). 

Within this scope, we observe in our corpus average sequence redundancy (i.e., the 

percentage of alignment of two documents) of 29%: that is, on average one third the 

words of any informative note from a given patient are aligned with a similar sequence of 

words in another informative note from the same patient.  In contrast, the figure drops to 

an average of 2.9% (with maximum of 8% and standard deviation of 0.6%) when 

comparing the same note types across two distinct patients. 

The results of high redundancy in patient notes are consistent with Wrenn et al’s [14] 

observations on a similar EHR dataset. The contrast between same-patient and across-

patient redundancy, however, is surprising given that the whole corpus is sampled from a 

population with at least one shared chronic condition. Our interpretation is that the 

observed redundancy is most likely not due to clinical content but to the process of copy 

and paste.  

Figure 10 further details the full histogram of redundancy for pairs of same-patient 

informative notes. The redundancy was computed for the notes of a random sample of 

100 patients.  For instance, it indicates that 7.6% of the same patient note pairs in the 

corpus have between 20% and 30% identity.  
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Figure 10 – similarity within a patient longitude EHR.   

The detailed distribution supports the distinction into 2 groups of notes: those with heavy 

repetition (about 37% of the pairs - with similarity between 40% and 100%) and those 

with no repetition (about 63% of the notes).  A possible interpretation is that a group of 

patient files include many notes and tend to exhibit heavy redundancy while others are 

shorter with less natural redundancy.  The level of overall redundancy is significant and 

spread over many documents (over a third). 

Pediatric Neurology Corpus (Hebrew) 

The corpus contains 853 visits by 515 patients, 1.65 notes per patient on average. We 

report the redundancy for the patients with multiple notes.  

In Figure 11 we see that this notes of the same patient are very likely to contain high 

redundancy, with nearly half the notes (46%) found to be over 80% similar. This higher 

rate of redundancy is due to the corpus being produced by a single physician and with 

only one note type (as opposed to three note types in the CKD corpus. 
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Figure 11- Similarity within a patient longitude EHR in Hebrew.   

 Corpus Level Redundancy 4.3.1.2

Since free-text notes exhibit high level of variability in their language, the redundancy 

measures may be different when we examine terms normalized against a standard 

terminology. We now focus on the pre-processed EHR corpus, where named entities are 

mapped to UMLS Concept Unique Identifiers (CUIs) (the automatic mapping method we 

used is described in the Methods section of Chapter 7). We investigate whether a 

redundant corpus exhibits a different distribution of concepts than a less redundant one.  

We expect that different subsets of the EHR corpus exhibit different levels of 

redundancy. The All Informative Notes corpus, which contains several notes per patient, 

but only the ones of types: “primary-provider”, “clinical-note” and “follow-up-note”, is 

assumed to be highly redundant, since it is homogeneous in style and clinical content. By 

contrast, The Last Informative Note corpus, which contains only the most recent note per 

patient, is hypothesized to be the least redundant corpus.  

One standard way of characterizing large corpora is to plot the histogram of terms and 

their raw frequencies in the corpus. According to Zipf’s law, the frequency of a word is 

inversely proportional to its rank in the frequency table across the corpus, that is, term 

frequencies follow a power law. Figure 12 shows the distribution of UMLS concepts 

(CUI) frequencies in the corpora with expected decreasing levels of redundancy. We 

observe that the profile in the non-redundant Last Informative Note corpus differs 

markedly from the ones of the redundant corpus All Informative Notes. The non-

redundant corpus follows a traditional power law [145], while the redundant one exhibits 
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a secondary frequency peak for concepts which appear between 4 and 16 times in the 

corpus. The peak is the most pronounced, with more concepts occurring four to eight 

times in the corpus than once.  

The difference in shapes of distributions confirms in a qualitative fashion our hypothesis 

about the two corpora and their varying levels of redundancy. The observed contrast in 

distribution profiles indicates that more concepts are repeated more often than expected 

in the redundant corpora, and gives us a first clue that statistical metrics that rely on the 

regular long-tailed, power-like distributions will show bias when applied on the 

redundant EHR corpus. 
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Figure 12- UMLS concept occurrence distribution. (a) Last Note corpus, containing 

no redundancy and presenting a Zipfian distribution (b) All Informative Notes 

corpus, showing a non-Zipfian distribution with an added peak at 8 occurences. 

4.3.2 Impact of Redundancy on NLP 

 Collocation extraction 4.3.2.1

We expect that in a redundant corpus, the word sequences (n-grams) which are copied 

often will be over-represented.  Our objective is to establish whether the collocation 

algorithm will detect the same n-grams on a non-redundant corpus or on a version of the 

same corpus where parts of the documents have been copied. 

We apply two mutual information collocation identification algorithms (PMI and TMI, 

see Methods section) to All Informative notes corpus (redundant) and to the Last 

Informative Note corpus (non-redundant).   

We observe that the lists of extracted collocations on these two corpora differ markedly 

(collocations were extracted with a threshold of 0.001 and 0.01 for TMI and PMI 

respectively). The PMI algorithm identified 15,814 collocations in the All Informative 

Notes corpus, and 2,527 in the Last Informative Notes corpus. When comparing the 

collocations extracted from the two corpora, we find that 36% of the collocations 

identified in the All Informative Notes corpus were supported by 3 patients or less, 

compared to only 6% in the Last Informative Note corpus. See Table 8. For example, a 

note replicated 5 times signed by “John Doe NP” (Nurse Practitioner) was enough to gain 

a high PMI of 10.2 for the “Doe NP” bigram (as “Doe” appears only in the presence of 

“NP”). 
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 All Informative 

(Redundant) 

Last Informative 

(Non-redundant) 

Word Types 81,928 40,774 

Words 3,641,031 545,231 

Collocations 15,814 2,527 

Collocations/Word 0.004 0.004 

Avg. number of patients 

per collocation 
18.2 66 

% collocations that 

appear in notes of 3 

patients or less 

36% 1% 

Table 8 Collocations found in redundant and non-redundant corpora. Collocations 

were extracted using a stringent cutoff of 0.001 PMI. 

To control for size, we repeated the same experiment on the standard WSJ corpus, on 

which collocation identification algorithms have been heavily tested (see Table 9).   

Consider a scenario where a corpus is fed twice or thrice in sequence to PMI (that is, 

every document occurs exactly twice or thrice), then the list of extracted collocations will 

be identical to that of the original corpus. This is expected based on the definition of PMI, 

and we confirm this prediction on WSJx2 and WSJx3 which produce exactly the same 

list of collocations as WSJ-1300 (WSJx2 is a corpus constructed by doubling every 

document in WSJ-1300). 

We observe a different behavior on WSJs5 (see Table 9): in this corpus, original 

sentences from WSJ-1300 are sampled between 1 and 5 times in a uniform manner (this 

process was replicated 10 times to eliminate bias from the random sampling).  On this 

synthetic corpus, we obtain a different list of collocations when using the PMI algorithm: 

17,015(±950) instead of 2,737. The growth in number of extracted collocations is 

expected since WSJs5 is 2.5 times larger than WSJ-1300, but this growth is less than 

expected when comparing the trend (WSJ-400, WSJ-600, WSJ-1300) with a growth of 

(565, 1,000 and 2,737) extracted collocations.  On the other hand, the collocations 

acquired on the redundant WSJs5 corpus have much weaker support than those obtained 

on WSJ-1300 (they occur on average in 2.8±0.09 instead of 9.6 documents per 

collocation).  The differences we observe in this experiment are caused by the fact that 

some sentences only are copied, in a variable number of times (some sentences occur 

once, some twice, and others 5 times). Thus, PMI (which does not simply reflect word 

frequencies in a corpus, but takes into account global patterns of co-occurrences, since it 

relies on the probability of seeing terms jointly and terms independently) does not behave 

similarly when fed with our different corpora.  
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Corpus 

Name 

Corpus Type Size of corpus  

# words / # distinct 

words  

 

#extracted 

collocations 

(TMI / PMI) 

Average 

#documents per 

collocation 

WSJ-400 Non-

redundant 

 

214K / 19K  551/565  20.2/19.9 

WSJ-600 Non-

redundant 

 

309K / 23.5K  943/1,000 15.5/15.2 

WSJ-1300 Non-

redundant  

 

680K / 36K  1,881/2,518 10.8/9.7 

WSJs5 Synthetic 

Redundant 

1.69M (±42K)/36K 3,035±(63)/ 

17,015±(950) 

7.4±(0.11)/ 

2.8±(0.09) 

Table 9 - Comparison of extracted collocations on synthetic redundant corpora and 

non-redundant corpora (WSJ – X words / Y distinct words). Collocations were 

extracted using True Mutual Information and Pointwise Mutual Information (with 

cutoffs of 0.001 and 0.01 respectively). 

One may ask whether the fact that the sentences are repeated in EHR corpora reflects on 

their semantic importance from a clinical standpoint, and therefore, whether the 

collocations extracted from the full EHR corpus contain more clinically relevant 

collocations. This hypothesis is rejected by the comparison of the number of “patient-

specific” collocations in the redundant corpus and non-redundant one: the collocations 

acquired on the redundant corpus cannot serve as general reusable terms in the domain, 

but rather correspond to patient-specific, accidental word co-occurrences such as (first-

name last-name) pairs.  In other words, the PMI algorithm does not behave as desired 

because of the observed redundancy. For example, through qualitative inspection of the 

extracted collocations, we observed that within the top-20 extracted collocations from the 

full EHR redundant corpus, 17 appear only in a single cluster of redundant documents (a 

large chain of notes of a single patient copied and pasted). The fact that redundancy never 

occurs across patients, but within same-patient notes only, seems to create unintended 

biases in the extracted collocations. 

The results on the WSJ and its synthetic variants confirm our results on the EHR corpora: 

collocations extracted on a redundant corpus differ significantly from those extracted on a 

corpus of similar size without redundancy. Slightly weaker, though consistent, results 

were encountered when using an alternative algorithm for collocation identification on 

the EHR and WSJ corpora (TMI instead of PMI). 
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 Topic Modeling 4.3.2.2

We compare LDA topic modeling based on log-likelihood fit to a test set and the number 

of topics required to obtain the best fit (see Methods). This is similar to the approach used 

by Arnold et al. (2010) [146] and is commonly used as a method for comparing LDA 

performance [135].  

We apply LDA to the same two EHR corpora (All Informative Notes and Last 

Informative Note) as in the collocation identification task, and obtained the results shown 

in Figure 13. The redundant corpus, though 6.9 times larger, produces the same fit as the 

non-redundant corpus (Last Informative Note). 

 

Figure 13 - Model fit as function of number of topics on the EHR corpora. 

When applied to the synthetic WSJ corpora, we get a finer picture of the behavior of 

LDA under various corpora sizes and redundancy levels (Figure 14). The WSJ-400, WSJ-

600 and WSJ-1300 corpora are non-redundant and have increasing size. We observe that 

the log-likelihood graphs for them have the same shape, with the larger corpora achieving 

higher log-likelihood, and the best fits obtained with topic numbers between 100 and 200 

(Figure 14a). The behavior is different for the redundant corpora. WSJx2, WSJx3, and 

WSJs5 are all larger in size than WSJ-1300. We therefore would expect them to reach 

higher log-likelihood, but this does not occur. Instead, their log-likelihood graphs keep 

increasing as the number of topics increases, all the while remaining consistently inferior 

to the WSJ-1300 corpus, from which they are derived. The higher the redundancy level 

(twice, thrice or up-to-five times), the worse the fit.  
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Furthermore, when comparing WSJx3 and WSJs5 corpora (Figure 14b), which have 

roughly the same size, we note that the more redundant corpus (WSJs5 – 220% non-

uniform redundancy) has consistently lower fit to withheld data than WSJx3 (200% 

uniform redundancy). This confirms that redundancy hurts the performance of topic 

modeling, even when the size of the input corpus is controlled. 

Even more striking, when examining the behavior of WSJs5 (with 3,300 documents 

sampled from 1,300 distinct documents) up to 100 topics, we observe it reaches the same 

fit as WSJ-600.  That is, redundancy “confuses” the LDA algorithm twice: it performs 

worse than the original WSJ-1300 corpus although it contains the same documents, and 

the fit is the same as if the algorithm had roughly five times less documents (600 distinct 

documents from WSJ-600 vs. 1,300 distinct documents or 3,300 documents from 

WSJs5). 

(a)
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(b)

 

Figure 14 - Model fit as function of number of topics on the WSJ corpora. In (a) we 

compare the effect of size on LDA, bigger corpora yield better fit. In (b) we examine 

the effect of redundancy: the doubled/trebled corpora reduce fit slightly while the 

noisier WSJs5 performs almost as badly as training on the smaller WSJ-600 corpus. 

 

To understand this discrepancy, we examine the topics obtained on the redundant corpora 

qualitatively. Topics are generated by LDA as ranked lists of words. Once a topic model 

is applied on a document, we can compute the topic assignment for each word in the 

document. We observe in the topics learned on the highly redundant corpora that the 

same word may be assigned to different topics in different copies of the same document. 

This lack of consistency explains the confusion and consequently low performance 

achieved by LDA on redundant corpora. See section 4.3.4.3 for in depth qualitative 

analysis. 

4.3.3 Mitigation by Redundancy Reduction  
In the previous section, we have observed a decline in performance of mutual information 

collocation identification and LDA topic modeling in the presence of redundancy.  

Given a corpus with inherent redundancy, like the EHR corpus, the basic goal of 

redundancy mitigation is to choose the largest possible subset of the corpus with an upper 

bound on the amount of redundancy in that subset.  
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In this section, we present an efficient method for identifying redundancy in real corpora. 

The identified redundant documents can be removed from the corpus to create a non-

redundant subset. We will examine the usefulness of such data reduction for both 

collocation identification and LDA. 

 Online Fingerprinting Algorithm 4.3.3.1

We use the fingerprinting similarity measure described above in the following 

redundancy reduction technique: fingerprints (non-overlapping substrings of length n) are 

extracted for each document line by line (i.e., no fingerprint may span two lines). 

Documents are added one by one to the new corpus, a document sharing a proportion of 

fingerprints larger than the cutoff value with a document already in the corpus is not 

added. See Figure 15 for pseudo code of this algorithm. This method is a greedy 

approach similar to the online algorithm described in [147].  

 

Figure 15 - Pseudo Code of Online Fingerprinting algorithm. 

An implementation of our algorithm in Python together with all synthetic datasets is 

available at https://sourceforge.net/projects/corpusredundanc. 

https://sourceforge.net/projects/corpusredundanc
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 Descriptive Statistics of Reduced Corpora 4.3.3.2

Table 10 lists descriptive statistics of the corpora obtained with different methods. The 

input, Full EHR corpus, is the largest. As expected, the Last Informative Note corpus 

obtained through our metadata-based baseline is the smallest corpus. While redundancy is 

reduced, its size is also drastically decreased from the original corpus. As expected, the 

lower the maximum similarity threshold, the more stringent the criterion to include a 

document in the corpus, and thus, the smaller the resulting corpus. 

Corpus # Notes # Words # Concepts 

All Informative (input) 8,557 6,131,879 599,847 

Last Informative Note (baseline) 1,247 435,387 44,145 

Selective- Fingerprinting maximum 

similarity 0.33 
4,524 3,614,409 337,034 

Selective-Fingerprinting maximum 

similarity 0.25 
3,970 3,283,558 302,159 

Selective-Fingerprinting maximum 

similarity 0.20 
3,645 3,061,854 278,644 

Table 10 Descriptive statistics of the patient notes corpora. All Informative, input 

corpus, the corpus obtained by the redundancy reduction baseline (Last Informative 

Note), and the corpora produced by the fingerprinting redundancy reduction 

strategy at different level 

Computation time for constructing a redundancy-reduced corpus at a given similarity 

threshold using the selective fingerprinting is 6 minutes (with an Intel Xeon CPU X5570 

2.93GHz). 

To confirm that fingerprinting similarity effectively controls the redundancy level of the 

resulting corpora, we align a random sample of the notes included in the corpus for a 

sample of patients using different methods and different similarity cutoffs (see Table 11). 

The average amount of redundancy in removed note pairs is sampled as well. 

Redundancy is computed in the same way as in Section 2.1.1. We randomly sampled 

2,000 same-patient pairs of notes and aligned them using Smith-Waterman alignment. 

Corpus Redundancy of in-

corpus note pairs 

Number of pairs in sample 

All Informative 29% 2,000 

Maximum similarity 0.33 12.70% 380 

Maximum similarity 0.25 9.80% 305 

Maximum similarity 0.2 9.30% 263 
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Table 11 - Redundancy in same patient note pairs. Amount of redundancy in a 

random sample of 2,000 same-patient note pairs within the corpora using different 

similarity thresholds 

To investigate whether the corpora whose redundancy is reduced through our 

fingerprinting method are robust with respect to text mining methods, we focused on the 

following corpora: The inherently redundant All Informative Notes corpus, the baseline 

non-redundant corpus Last Informative Notes , and “Reduced Informative Notes”, a 

corpus created by selective fingerprinting with maximum similarity of 25%. The Reduced 

Redundancy Informative Notes corpus contains 3,970 patient notes, 3.18 as many notes as 

the Last Informative Notes corpus while having same-patient redundancy of only 9.8% 

compared to 29% in the All Informative Corpus. 

 Performance of Text Mining Tasks on Reduced Corpora 4.3.3.3

For collocations detection, in Reduced Redundancy Informative Notes, 6,034 collocations 

were extracted, on average each collocation is supported by 37 distinct patients and 

collocations supported by 3 patients or less make 6% of the extracted collocation. We see 

a significant reduction in the number of collocations based on very few patients from 

36% to 6% (Table 12). 

 

 All 

Informative 

(Redundant) –  

8,557 notes 

Last Informative 

(Non-

redundant)- 

1,247 notes 

Reduced 

Redundancy  

 

3,970 notes 

Collocations (TMI/PMI) 5,649/15,814 2,082/2,527 3,590/6,034 

Avg. number of patients 

per collocation 

(TMI/PMI) 

32/18 74/66 48/37 

% collocations that 

appear in notes of 3 

patients or less 

(TMI/PMI) 

32%/36% 1.2%/1% 6.2%/5.8% 

Table 12 Collocation detection results in the different corpora. 

For topic modeling, Figure 16 shows the log-likelihood fit on the EHR withheld dataset 

graphed against the number of topics for the LDA topic modeling for three corpora.  We 

see that the significantly smaller Last Informative Note performs as well as All 

Informative Notes (8,557 notes vs. 1,247) while Reduced Redundancy Informative Notes 

(3,970 notes) outperforms both.  As we showed in Figure 14a, we would expect a larger 

corpus to yield a better fit on the model: All Informative Notes is more than 7 times larger 

than Last Informative, still it yields the same fit on held out data. This is explained by the 
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non-uniform redundancy of All Informative as shown in Figure 14b. In contrast, the 

Reduced Redundancy Informative Notes improves the fit compared to the non-redundant 

Last Informative in the same manner as WSJ-1300 improves on WSJ-400 (a non-

redundant corpus 3 times larger produces a better fit as expected). This healthy behavior 

strongly indicates that Reduced Redundancy Informative Notes indeed behaved as a non-

redundant corpus with respect to the LDA algorithm.  

 

Figure 16 - Model fit as function of number of topics. Patient notes corpora, 

including the “Reduced Informative” corpus. 

4.3.4 Redundancy and LDA 
As shown in Section 4.3.2, LDA shows a negative impact when topics are learned from a 

corpus with high copy-paste redundancy. In this section, we analyze the basic 

assumptions of the LDA model which are violated in such a setting as well as the effect 

during sampling. From the analysis of the failures of LDA in the presence of redundancy, 

we design Red-LDA, a novel algorithm, for topic modeling of corpora containing copy-

paste redundancy as well as general redundancy. We show that Red-LDA improves the 

quality of fit when modeling on redundant corpora compared to vanilla LDA as well as 

the redundancy reduction technique presented in Section 4.3.3. We conclude with an in-

depth qualitative evaluation of topics produced by Red-LDA to those by vanilla LDA. 

 Problem Analysis 4.3.4.1

We observe that the redundancy causes decline in modeling performance. Let us try to 

understand where the LDA model assumptions are invalidated when applied to redundant 

data. The LDA generative model assumes that a document is produced by (1) sampling a 
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Dirichlet distribution for topic mixture in the document and then (2) producing each word 

by choosing a topic from the document-level topic distribution and sampling the selected 

topic to produce the word. Copy-paste redundancy means that some of the words in a 

document are not sampled from the document’s topics but instead are copied from 

another document. For example, consider two documents                and 

               where    was created by the basic LDA generative process, while    

was created by copying        from    and then sampling       using the basic 

generative process. We would expect the copied words to retain their prior topic 

assignment (that is, the occurrences of w1..3 in di and dj should share the same topic 

assignment). In practice, however, the LDA sampling algorithm may assign them to 

different topics. 

Even when the copied words are assigned to the same topic, the weight of copied words 

in their topic is abusively increased. If a word of low probability in topic t is sampled 

from t once and duplicated through copy-paste into many documents, our estimate of 

topic t would be misled to give that word higher probability within t. Such an approach 

would lead to over-fitting the model to observed data, assuming the probability to copy 

segments is not directly dependent on their topical relevance. 

Some corpora contain redundancy which is not due to copy-paste operations. For 

example, document clusters describing the same news event. In a collection of such 

clusters, as in the DUC 2007 summarization task, we expect to have high redundancy 

within a cluster. A word   that appears in most documents in the cluster       should 

likely get the same topic assignment for all its occurrences in that cluster. However, this 

will increase the probability of the topic producing that word even in the other clusters. 

In summary, both copy-paste and general, news-like redundancy may cause a decline in 

topic modeling performance.  

 Red-LDA 4.3.4.2

Red-LDA is a probabilistic graphical model for generating a document collection 

containing clusters of documents which share different levels of redundancy. Similar to 

LDA each document is produced by a mixture of topics and each token is produced by 

one topic. Unlike LDA, Red-LDA assumes that some tokens are sampled from another 

document (created in the LDA generative process), see Figure 17b for the graphical 

model.  

The corpus is defined as set of cluster. In each cluster    one document     is the original 

document (“source”) and the rest           are documents containing redundant parts 

copied from the source    . Document   is defined as a collection of tokens         , 

   is document length and each            where V is the vocabulary size. Topic   is 

defined as          where K is the number of topics. 
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Generative process 

The generative process, found in Figure 17a, draws a multinomial topic distribution over 

words for each topic and multinomial distribution over topics for each document.  

In each cluster, the source’s words are sampled in the original LDA process by first 

sampling the document’s multinomial distribution for a specific topic and then sampling 

the topic’s multinomial distribution for a word.  

The rest of the documents in the cluster are generated either in the original process 

(described above) or if the word is copied by sampling a topic from the document’s 

distribution and then sampling a word from the source based on this topic. The copied 

words indices are predetermined as a parameter in this generative model. 

The algorithm 

A preprocessing stage is added to the sampling process (see the derivation in Figure 18) 

for identifying document clusters, source documents and words produced with 

redundancy. We use the same preprocessing described in paragraph 3. This step provides 

the observed cluster and redundant word information (see the graphical model in Figure 

17a). 

Sampling of a non-redundant word is the same as in the baseline Gibbs-Sampling for 

LDA. When a redundant word is encountered, the topic is sampled from the topic 

distribution of identical tokens in the source document.  

Figure 17 - (a) Red-LDA Generative model, see figure 4 for a breakdown of f (b) Red-LDA graphical model. 
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The topic assignment for redundant words is not counted for the approximation of the 

topic-word multinomial distribution (in order to avoid giving a redundant word excess 

weight in the topic distribution, see section 2.1).  

Running Time 

Red-LDA differs from vanilla LDA in two ways: (i) it requires preprocessing to identify 

source documents (ii) copied tokens are sampled from the source.  

Running time of the preprocessing step (the Redundancy Elimination algorithm from 

paragraph 3) is very low depending on the number of documents in the corpus and the 

similarity between them (in the worst case scenario where all the documents are similar 

the running time will be      , where n is the number of documents in the corpus). 

Figure 18 – Derivation of the sampling process of Red-LDA 
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The change during sampling speeds up the algorithm, as for redundant tokens we only 

sample their topic proportion in the source instead of using the topic-word and topic-

document counts for all topics. 

 Experimental Results 4.3.4.3

EHR Corpus 

The method for redundancy elimination reduced the corpus to 3,339 documents (61% of 

the documents were removed). 

In Figure 19, we see the methods performance with Red-LDA dominating the other two 

methods. Redundancy elimination outperforms the baseline of vanilla LDA with the 

highly redundant corpus.  

 

Figure 19 – Comparison of the 3 methods on the medical notes corpus. Red-LDA is the best 

performing, well outside the deviation between different experiments. Training on just 40% 

of the documents produced a better model than training on the entire redundant corpus. 

DUC 2007 Corpus 

Redundancy elimination reduced the corpus from 1,080 to 428 documents (60% of the 

documents were removed).  

In Figure 20, we see the methods performance. The results from the EMR corpus are 

reproduced with Red-LDA producing the best fit. The deviation between experiments 

here is larger to the smaller size the testing set (only 15 documents). 
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Figure 20 – Comparison of the topic modeling methods in the DUC 2007 news 

summarization corpus. 

Qualitative Analysis 

We examine pairs of topics with similar distribution, one learned using vanilla LDA and 

the other with Red-LDA. In Figure 21 we see that the “breast cancer” topic in the vanilla 

LDA includes noise such as: eye, glaucoma, cataracts and colonoscopy. In b we see that 

for the “renal” topic in the vanilla-LDA “right-kidney” is twice as prominent that “left-

kidney”, in the Red-LDA topic we see both concepts at the same size suggesting that the 

disparity is due to redundancy. 
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Figure 21 – Word clouds representing the terms in the different topics, the probability of a 

term in the topic is used as its’ weight in the cloud. (a) Two topic models capturing 

information about breast cancer. The top cloud by the vanilla algorithm contains unrelated 

terms such as “eye”, “cataracts”, “glaucoma” and “colonoscopy”. (b) Topic models with 

information of renal diseases. In top cloud of the vanilla topic “right kidney” and “left 

kidney” are imbalanced. This is corrected when using the Red-LDA. 

4.4 Conclusions 
In this chapter we presented a novel analysis of the effects of copy-paste operations on 

corpora containing longitude patient notes. We have shown that this phenomena can be 

quantified, identified efficiently and that it indeed has effect on various NLP algorithms, 

specifically those that rely on word and n-gram counts.  

The results show high prevalence of redundancy within a patient longitude record, the 

redundancy is increased within notes of the same type or in recurring visits to the same 

physician. The high redundancy is prevalent in both hospitals (Columbia Presbyterian 

and Soroka) and languages. 

The redundant CKD corpus shows a non Zipfian concept distribution while a non-

redundant subset of the corpus has a Zipfian concept occurrence distribution.   

This non-standard distribution of word occurrence may have an impact, especially on 

statistical methods which are based on occurrence counts. A major question raised is 

whether the redundancy will emphasize important characteristics of the text or instead 

introduce noise.   
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Our analysis indicates that copy-paste redundancy has a negative impact on occurrence 

based NLP methods. This effect is greater when different sections or documents are 

copied in a non-uniform manner (i.e., over represented in the corpus). 

We presented a novel corpus subset construction method which efficiently limits the 

amount of redundancy in the created subset.  Our method can produce corpora with 

different redundancy amounts quickly, without alignment of documents and without any 

prior knowledge of the documents. We confirmed that the parameter of our Selective 

Fingerprinting method is a good predictor of document alignment and can be used as the 

sole method for removing redundancy. 

While methods such as our Selective Fingerprinting algorithm that extract a non-

redundant / less-redundant subset of the corpus prevent bias, they still lead to lost 

information of the non-redundant parts of eliminated documents. An alternative route to 

text mining in the presence of high levels of redundancy consists of keeping all the 

existing redundant data, but designing redundancy immune statistical learning 

algorithms.  We have presented Red-LDA, a topic modeling algorithm based on a 

generative model which takes redundancy into account when producing documents. Red-

LDA outperforms vanilla-LDA on the entire corpus as well as on the non-redundant 

subset. The qualitative analysis shows us examples of the kind of noise introduced into 

LDA topics by redundancy, copy-paste redundancy in a patient record with a problem in 

the “right kidney” caused this concept to have a higher probability with the “renal” topic 

than it should have. In the “breast cancer” topic we see that association with various eye 

conditions and colonoscopy is introduced into the topic. This explains the reduction in 

model fit to held out data and shows that Red-LDA is better suited for producing clear 

and concise topics from EHR corpora with longitude patient data. 

5 Domain Adaptation of Syntactic Parsers in the 

Medical Domain 

5.1 Introduction 
Dependency parsing is directly linked to many tasks in the medical domain. In the 

Background chapter we mentioned the work by McClosky [61] which uses dependency 

parsing as a main step in a technique for a relation extraction task in the biomedical 

domain. Other tasks such as negation detection are also directly addressed within the 

dependency parse trees.  

Dependency parsers suffer a significant decline in accuracy when ported to another 

domain (see Section 2.7 in the Background Chapter). In this chapter, we explore two 

directions for improving parsing in the medical domain. The first is an evaluation of 

parsers when relying on the growing amount of annotated data available for the 
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biomedical and clinical domains for training in domain. The second is a novel domain 

adaptation technique extending Sagae’s co-training method by learning selectional 

preferences (SP) (see Section 2.7.4 in the Background), learned from un-annotated text in 

the target domain and integrating those in-domain preferences as features. 

We perform the experiments in this chapter on English data, which is available in larger 

quantities, but the techniques we describe directly apply in Hebrew as well. 

5.2 Domain Adaptation with Cross Training 
We investigate two state of the art dependency parsers trained in the News domain to 

assess their applicability to the medical domain.  We first define a set of task-oriented 

evaluations that can be used to determine the effectiveness of the parsers to achieve 

medically relevant tasks.  We then present baseline accuracy of the parsers when trained 

on different domains: news (WSJ) and two variants of the bio-medical domain (Genia 

and PennBioIE).  We conclude with an error analysis of the 6 variant parsers obtained 

through variation of the cross-training corpora and parser technique.  This error analysis 

motivates the co-training + selectional preference semi-supervised adaptation method we 

present in the next section. 

5.2.1 Task-Oriented Evaluation 
The micro-averaged accuracy used to measure parser performance does not necessarily 

predict the usefulness of the produced trees for down the line applications. 

Clegg and Shepherd (2007) [148] compared syntactic parsers on a number of task-

oriented metrics such as: accuracy of verb, object and subject edges (a measure on the 

accuracy of features used for PPI extraction if we concentrate only on verbs pertaining to 

protein interactions) and correct identification of the head of a negation (i.e., the negated 

term). They also explored the known Achilles heel of dependency parsers, prepositional 

attachments where the object is connected to its governor through a preposition (in “the 

effect of IL-2 in Jurkat Cells” the entity “Jurkat Cells” should be connected to “effect” 

through the preposition “in”, however, the parser may connect “in” to “IL-2” instead). 

The representation scheme of a syntactic parser affects its usefulness for other 

applications.  Miyao et al. [91] compared 3 parsing schemes (dependency, phrase 

structure and deep parsing) and 8 parsers on the task of PPI extraction. They concluded 

that the parsers compared produced similar accuracy which was improved by training 

with in-domain data. Another observation made was that the speed advantage of 

dependency parsers is not offset by any decline in accuracy. 

To provide a meaningful comparison of the parsers, we used a task specific approach as 

suggested by [91, 148].  We applied metrics specific to down the line applications such as 

PPI extraction, negation detection, named entity recognition (NER) and disambiguation 
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as well as the accuracy when applied in a different biomedical domain. These metrics 

were used for comparing two state of the art dependency parsers trained in domain on the 

Genia TB. 

We evaluate the parsers on the following task specific metrics: 

 Protein-Protein Interactions (PPI) – a relation extraction task for identifying that a 

certain protein affects another. For example, in “PDZD3 stimulates SLC9A3 activity 

in the presence of elevated calcium ions” we would like to extract the relation 

stimulate(PDZD3,SLC9A3). 

 Negation detection – when extracting information we would like to identify negative 

expressions. For example, for “PDZD3 does not stimulate SLC9A3 activity” we need 

to identify that the verb “stimulate” is negated and therefor the relation 

stimulate(PDZD3,SLC9A3) should not be extracted. 

 Named Entity Recognition - named entities play an important role in understanding 

biomedical texts. The examples above named proteins (PDZD3 and SLC9A) and a 

chemical substance (“calcium ions”). 

For the task of PPI extraction, we look at the accuracy of verbobject and verbsubject 

pairs for verbs pertaining to interaction, such as: “activate", "modulate”, "phosphorylate", 

”regulate”, “upregulate”, “downregulate”, “antagonize”, “suppress”, “stimulate”, 

“facilitate” and “induce”. These are common verbs in the Genia domain that pertain to 

biological activity. 

We use a number of metrics for evaluating the parsers’ accuracy for the Genia BioNLP 

NER data:  

1. Overall accuracy in predicting the head of any token marked as part of a named 

entity. 

2. Accuracy in connecting all the words in a multi-word entity (e.g. in “Jurkat Cells” we 

expect the two words to be connected by an edge), in this case, we only examined the 

inner edges of the entity (i.e., we ignore the edge connecting head of the entity to its 

parent node). 

3. Accuracy in predicting the governor of the head of the entity (e.g., in “IL-2 affects 

Jurkat Cells” the head of the entity “Cells” should be connected to “affects” as the 

object). This dependency edge was shown to be a useful feature for predicting the 

type of a named entity (Gene/Protein etc.) [149] 

4. Accuracy in predicting the governor of the head of the entity in the more complex 

case of prepositional attachment (e.g. “the effect of IL-2 in Jurkat Cells”, “Cells” 

should be governed by the preposition “in” and through it to “IL-2”).  
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5.2.2 Experimental Setting 
We review two parsers: EasyFirst [97] and Clear-Parser [94]. Clear-Parser [94] is based 

on a shift-reduce method with beam search. Both parsers yield state of the art results in 

the newswire domain.  

The parsers we examined use text that has been preprocessed by a POS tagger.  For the 

biomedical domain, we use the Genia POS tagger [39]. 

Currently, only 2 treebanks are freely available for the medical domain: the Genia 

treebank (Genia TB) [150]and the LDC’s PennBioIE TB [151]. Both treebanks are in the 

biomedical domain (i.e., scientific abstracts) from different sub-domains (transcription 

factors in human blood cells, cancer and chemical interactions). See Table 13 for 

descriptive statistics. 

We split the Genia Treebank in two parts for training / testing, each part comprised of 9K 

sentences. For Clear-Parser, the treebank was transforms into CONLL dependency 

representation using the Clear Penn-to-Dependency converter [152]. For EasyFirst, we 

used the Stanford Parser [89] module for converting into Stanford Dependencies. The 

same conversion process is used for the PennBioIE  Treebank[151]. See Table 13 for 

corpus statistics. 

Each parser was trained on the aforementioned training data portion of Genia TB (the 

parsers were trained using 20 iterations). The model was then used to parse the test 

portion of the treebank.  

For control, we use EasyFirst and Clear-Parser models trained on sections 2-21 of the 

Penn Treebank (WSJ). To test for adaptation loss when porting within the biomedical 

domain, we use PennBioIE, a smaller treebank of biomedical abstracts involving 

biochemistry and cancer. 

In Table 13, we see the statistics of different treebanks. The amount of data available for 

training the Newswire models is twice as large as that of the biomedical domain. 

 

Genia PennBioIE WSJ 

Trees 18,419 3,320 41,532 

Tokens 482,548 85,144 990,145 

Distinct Tokens 22,354 7,945 44,389 

Table 13 – Statistics for different treebanks. 

When converting the Genia TB to Stanford Dependencies, we see that the most common 

edge types are prepositional-object and preposition and the noun-compound edges (Table 

14). 
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To assess the accuracy for Named Entity related tasks, we used the Genia Entity 

Recognition corpus from the 2004 NER shared task [153]. We extracted 5,974 parse trees 

from the test portion of Genia that correlate to a sentence from the named entity 

challenge. This portion of the Treebank was used for NER evaluations.  

5.2.3 Results 
State of the art parsers trained on the larger WSJ treebank underperform in the 

biomedical domain. In Table 15 we see that the parsing accuracy drops from ~91% in the 

WSJ treebank to ~80% on the Genia test set. 

Parser Training Data UAS  

MST WSJ 2-21 79.6  

MALT WSJ 2-21 81.1  

Easy-First WSJ 2-21 80.5  

Clear-Parser WSJ 2-21 73.6 

Table 14 – Parser performance on the Genia TB (using WSJ sections 2-21 for training). 

Training with the Genia TB training-set, EasyFirst achieved 89.8% accuracy. Training on 

Genia TB also improves the parsing accuracy for the PennBioIE TB from 79.8% to 83%. 

Clear-Parser achieves similar results of 89.6% on Genia TB and 77% on PennBioIE (see 

Figure 22). 

 Task-Oriented Evaluation 5.2.3.1

For PPI extraction, Easy-First outperforms Clear-Parser in accuracy of verb->object 

attachment of the verb of interest with 90.1% compared to 88.6%.  

Clear-Parser is more accurate with respect to negation detection with 88% accuracy 

compared to 85.5%. See Figure 22. 
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Figure 22 – Attachment accuracy: for all edges (average accuracy), for edges relevant for 

PPI extraction and for negation words. 

For the task of correctly predicting the parent for each token in the entity, EasyFirst 

outperforms Clear-Parser for most entities types, see Table 16. 

NE type Clear-Parser EasyFirst 

DNA 89.6% 92.5% 

RNA 81.8% 85.5% 

Cell Line 91.9% 93.4% 

Cell Type 93.3% 93.1% 

Protein 85.4% 88.5% 

Table 15 - Accuracy on predicting the parent for all tokens which are a part of a named entity by entity type. 

There are 5 entity types in the Genia NER data. 

For the task of predicting head for the governor of the named entity and governor of the 

head when connected through a prepositional attachment EasyFirst outperforms Clear-

Parser. See Figure 23 for complete breakdown of accuracy by edge type. 

All edges PPI (v->subj,v->obj) Negations

Clear 89.60% 88.60% 88.00%

EasyFirst 89.80% 90.10% 85.50%
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Figure 23 – Accuracy of NER related tasks: accuracy over all NE tokens, accuracy of edges 

within the entity for multi-word entities, accuracy of predicting a correct governor for the 

head of the NE and accuracy for predicting the governor of the head when it is within a 

prepositional attachment. 

 

 Evaluating the Impact of Training In-domain 5.2.3.2

We evaluated the parsers using models trained in the newswire domain for two reasons: 

parsers trained for the newswire domain in biomedical domains are already widely in use 

(see Background) and for assessing the portability of the two parsers inside the different 

biomedical domains.  

To address the usefulness of newswire trained models for biomedical problems we 

evaluated both parsers on the same metrics described above. We note a dramatic 

difference in the accuracy with overall accuracy of EasyFirst dropping by over 10% and 

Clear-Parser accuracy by 16%. See Table 17. 

 

Clear-Genia 
Clear-

WSJ 
Change 

EasyFirst-

Genia 

EasyFirst-

WSJ 
Change 

All edges 89.60% 73.60% -16.00% 89.80% 78.30% -11.50% 

PPI (v->subj,v->obj) 88.60% 78.70% -9.90% 90.10% 80.90% -9.20% 

Negations 88.00% 77.90% -10.10% 85.50% 78.30% -7.20% 

All NE tokens 84.60% 74.30% -10.30% 90.40% 79.70% -10.70% 

Inner tokens of NE  88.60% 77.96% -10.64% 90.10% 77.97% -12.13% 

Governor for head of NE 85.50% 70.80% -14.70% 90.70% 81.30% -9.40% 

PP attachment of the head 76.80% 69.92% -6.88% 83.30% 76.20% -7.10% 

Table 16 - Accuracy of models trained in the newswire domain (Wall Street Journal) on the Genia domain 
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5.2.4 Error Analysis – Domain Portability 
State of the art syntactic parsers rely on lexicalized features, the specific grammar rules 

for many words are part the learned model. One reason for the degradation in accuracy on 

a new domain is the proportion of out of vocabulary (OOV) tokens.  

If we look at parsing section 23 of the WSJ TB after training on sections 2-21 only 4% of 

the words did not appear in the training set (note that a single appearance is not likely to 

be enough for learning a good predictive model). When parsing the test sets of Genia TB 

or PennBioIE using the same training data the proportion of OOV tokens rises to 23-24% 

(see Table 18). 

The proportion of OOV tokens in PennBioIE when training on Genia is 13%, markedly 

lower than the difference from the newswire corpus. The amount of OOV tokens is 

determined by the size of the treebank. Notice that in the small PennBioIE TB (only 3K 

sentences) leads to a limited coverage of 8.5% OOV tokens (see Table 18). 

 WSJ-test Genia-test PennBioIE-test 

WSJ-Train 4% 24% 23% 

Genia-Train 

 

6% 13% 

PennBioIE-Train   8.5% 
Table 17 - OOV expressions in different train/test sets. The smaller sized biomedical treebank PennBioIE, only 

2,931 trees in total, leads to a lacking coverage of the vocabulary. 

5.3 Domain Adaptation using Selectional Preferences 
As observed in the error analysis in the previous section, when porting parsers to the 

target domain, many of the errors are related to wrong attachment of out-of-vocabulary 

words, i.e., words which were not observed when training on the source domain. Since 

there is not sufficient annotated data to learn the attachment preferences of the target 

domain words for every sub domain, we attack this problem using a model of selectional 

preferences based on domain-specific word classes.  

Selectional preferences (SP) describe the relative affinity of arguments and head of a 

syntactic relation. For example, in the sentence: “D3 activates receptors in blood cells 

from patients”, the preposition “from” may be attached to either “cells” or “receptors”. 

However, the head word “cells” has greater affinity to “patients” than the candidate 

“receptors” would have towards "patients". Note that this preference is highly context-

specific and may differ between domains. 

Here, we tackle the task of domain adaptation by developing a domain-specific SP 

model. Our initial observation is that parsers fail on the target domain when trying to 

attach domain-specific words not seen during training. As many as 15% of the words are 

unknown when applying a WSJ-trained parser on Genia and PennBioIE data, compared 
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to only 2.5% in-domain. Parsers trained on the source domain cannot learn attachment 

preferences for such words. The motivation is, therefore, to attempt to learn attachment 

preferences for domain specific words using un-annotated data. Specifically, we focus on 

acquiring a domain-specific SP model.  

This approach consists of using the low-accuracy source-domain parser on large 

quantities of in-domain sentences. A collection of syntactically related pairs of words is 

extracted from the resulting parse trees. An LDA model is then trained over these pairs of 

words and derives a domain-specific model of lexical affinities between pairs of words.  

Finally a parser model is re-trained to exploit this domain-specific data.  To this end, we 

use the approach of co-training, which consists of identifying reliable parse trees in the 

target domain in an unsupervised manner using an ensemble of two distinct parsers, and 

extending the annotated training set with these reliable parse trees. Co-training alone 

significantly reduces the proportion of unknown words in the re-trained parser – in the 

extended co-training dataset, the unknown words rate drops from 15% to 4.5%. Data 

sparseness, however, remains an issue: 1/3 of the domain-specific words added to the 

model by co-training appear only once in the extended training set, and many of the 

attachment errors are concentrated in a few syntactic configurations (e.g., head(V or N)-

prep-pobj, N-N or head(N)-Adj).  We extended co-training by introducing our SP model, 

which is class-based and specific to these difficult syntactic configurations. 

5.3.1 Our Method – Overview 
Our method is based on three steps: 

1. Learn in-domain Selectional-Preferences using topic modeling from large un-

annotated corpora. 

2. Create an in-domain co-training treebank for augmenting the training data with in 

domain sentences. 

3. Re-train the parser on the augmented treebank (from step 2) with added features 

based on the SP model (from step 1). 

For steps 1 and 2, we created an un-annotated corpus of 200K sentences by querying 

Medline with the same query terms used to create Genia. We used the Genia POS Tagger 

on this dataset [39].  

5.3.2 Learning Selectional Preferences (Step 1) 
Following [154] and [155], we model lexical affinity between words in specific syntactic 

configurations using LDA.  Traditionally, LDA learns a set of "topics" from observed 

documents, based on observed word co-occurrences. In our case, we form artificial 

documents, which we call syntactic contexts, by collecting head-daughter pairs from 

parse trees. A syntactic context is constructed for each head word, which contains the 

related words to which it was found attached.  
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In the collection process, we identify two syntactic configurations that yield high error 

rates: head-prep-noun and noun-adj. We collect two types of syntactic contexts: the 

preposition contexts contain the set of nouns related to the head through any preposition 

and the adjective contexts contain the set of adjectives directly related to the head noun.  

We then learn an LDA model on each of these contexts collections.  MALLET [143] was 

used to learn topic models with hyper-parameter optimization[144]. The optimal number 

of topics was selected empirically based on model fit to held-out data. 

The resulting topics represent latent semantic classes of the daughter words. We define a 

measure of shared affinity between a head word h and a candidate daughter word d (in a 

given configuration) s:               ∑               
          where P(c|h) is the predicted 

probability of topic c given the syntactic context associated to head word h. That is, when 

we apply the LDA model on the syntactic context of h, we assign topics to each of the 

Source Relation 

Type 

Semantic 

Class 

Arguments Predicates 

BLLIP Arg 

Prep  

Predicate 

Show 

Business  

 

actors clips soundtrack genre taping 

characters roles immortalized 

starred costumes premise screening 

featured performances poster 

trumpeted star retrospective clip 

script 

 

film show movie films movies shows 

television series stage theater program 

production version music hollywood 

broadway 

BLLIP Arg 

Prep  

Predicate 

Sports quarterbacks starters pitcher 

pitchers quarterback coaching 

receiver linebackers cornerback 

outfielder baseman fullback  

team game league teams games time 

field players years baseball year rules 

nfl seasons level player leagues nba 

club history school state 

BLLIP Arg 

Prep  

Predicate 

Work 

Position 

jockeying groom groomed relegate 

relieved unwinding jockeyed 

selected selecting appointing 

disqualify named  

job post position draft positions 

candidate team one jobs which role 

posts successor 

Genia Arg 

Prep  

Predicate 

Cell-cycle 

process 

stages stage process steps 

committed block regulator acquire 

switch points needed directs 

determinant il-21 proceeds arrest 

regulators relate d3  

differentiation development activation  

maturation cycle hematopoiesis 

infection commitment lymphopoiesis 

stage lineage selection erythropoiesis 

cascade 

Genia Arg 

Prep  

Predicate 

Cells and 

growing 

conditions 

supernatants co-culture co-cultured 

replication medium surface 

chemotaxis supernatant beta 

migration cocultured cultures 

hyporesponsiveness  

cell monocyte lymphocyte pbmc 

macrophage line blood neutrophil cd 

dc leukocyte t eosinophil fibroblast 

platelet keratinocyte 

Genia Adjective 

Noun 

Protein 

activity and 

regulation 

factor-induced tnfalpha-induced 

agonist-induced thrombin-induced 

il-2-induced factor-alpha-induced 

il-1beta-induced cd40-induced 

rankl-induced augmented il-4-

induced  

expression activation production 

phosphorylation response proliferation 

activity binding secretion apoptosis 

differentiation translocation release 

signaling adhesion synthesis generation 

Table 18 - High affinity classes in the Class-Class Selectional Preferences model extracted with LDA.  

Classes 1-5 are from preposition head/object pairs (e.g “groomed for position” fits the third topic) and class 6 are 

adjective modifier pairs. Classes 1-3 are from Bllip (un-annotated WSJ corpus) [156] while classes 4-6 are from 

a corpus composed of Medline abstracts from the Genia (see section 5.1). Class 4 contains arguments and 

predicates concerning cell-cycle process. In class 5 arguments are cell growing conditions and predicates are 

types of cells. 
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associated daughter words and count their proportion. Note that this affinity measure may 

predict a non-zero affinity to a pair (h, d) even though this word pair has never been 

observed. The result is a class-class SP model with reduced dimensionality compared to 

word-word models based for example on PMI.  Table 19 lists examples of learned topics. 

Note that these topics are high-quality semantic clusters that reflect domain semantics, 

with marked differences between the news and bio-medical domains. 

In the biomedical domain, the parsed corpus of 200K sentences was used to produce 

selectional preference models for adjective-nouns, with 200 topics, and for head-prep-

object with 300 topics. We used word lemmas for each pair when preparing syntactic 

contexts for LDA training (see Table 20).  

Relation #  Pairs # Daughter # Heads 

Preposition 360,041 1,727 2,391 

Adjective 384,347 1,570 2,003 
Table 19 Statistics for the training data of the SP model. 

5.3.3 Co-training to Exploit In-domain Features (Step 2) 
At this stage, we have acquired a domain-specific model of word affinity that exploits 

semantic classes and depends on specific syntactic configurations (head-prep-obj and 

noun-adj).   

We now attempt to exploit this model to adapt our source parser to the target domain.  To 

this end, we want to re-train the parser using new features based on the SP model in 

addition to the original features.  We use the framework of co-training to achieve this 

goal [157]. We use two different parsers: Easy-First [97] and MALT [158] trained on the 

same WSJ source domain. We apply these two parsers on a large set of target-domain 

sentences. We select those sentences where the 2 parsers agree (produce identical trees) 

and add them to the original source-domain training set.  

We thus obtain an extended training set with many in-domain samples. We can now re-

train the parser with some in-domain sentences augmenting the treebank. 

5.3.4 SP as Features for EasyFirst (Step 3) 
We use the deterministic non-directional Easy-First parser for re-training. This parser 

incrementally adds edges between words starting with the easier decisions before 

continuing to difficult ones. Simple structures are first created and their information is 

available when deciding how to connect complex ones. Easy-First operates in          

time compared to       of graph-based parsers such as MST [159]. 

As a baseline, we use the features provided in the Easy-First distribution. We extend 

these features with pair-wise affinity measures based on our SP model. The affinity 

measure ranges from 0 to 1. We bin this measure into (low, medium, high, very-high) 
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binary features. When attaching a preposition to its parent, we add one more feature: the 

affinity of the head candidate with the preposition's daughter (the pobj).  In addition to 

these pair-wise features, we also introduce features that correspond to the latent topic 

class of the words according to each of the 2 acquired LDA models (this introduces one 

binary feature for each topic).  These latent semantic class features are similar in nature to 

distributional lexical features as used in [160]. 

The EasyFirst parser combines partial trees bottom-up. When deciding whether to attach 

the partial tree "from patients" to either "cells" or "receptors", we compute the affinities 

of "cells/patients" and "receptors/patients". Our model produces features indicating 

medium affinity for “receptors from patients” and a high affinity for cells from patients”. 

5.3.5 Coverage of Features 
Many of the features learned in training a parser are lexicalized; this is an important 

factor in the drop in accuracy when parsing in a new domain.  

To understand the nature of the contribution of the features learned by our SP model, we 

calculated the coverage of the features acquired in two unsupervised methods: Brown 

clustering and our SP classes. We count the number of tokens in the Treebank which gain 

a feature at training time (we ignore punctuation, coordination and preposition tokens). 

Our SP model covers 53% of the tokens in the test set. Brown clusters calculated with the 

implementation of Liang [161] achieve coverage of 73%.  Brown clusters features are 

also class-based distributional features based on n-gram language models, but do not take 

into account syntactic configurations. 

5.3.6 Adaptation Evaluation 
We use a number of baselines for the adaptation task. Three parsers were evaluated on 

the target domain: Easy-First, MST second order and MALT arc-eager with a polynomial 

kernel. We report UAS scores of trees of length < 40 without punctuation. 

The first baseline setting for each parser is the model trained on WSJ sections 2-21.  The 

second baseline we report is co-training using WSJ 2-21 combined with the 21K full 

agreement parse trees extracted from Medline, but without new features. These baselines 

are compared to co-training Easy-First with the added SP features. 

We see that the combined SP-Features improved the co-training baseline by 0.6%, a 

significant error reduction of 3.5% (p-value < 0.01), see Table 21. 

We list improvement when introducing only pair-wise SP features, and when adding SP-

based semantic classes. The effect is also additive with the Brown clusters features, 

producing an improvement of 0.8% when combined (error reduction of 4.5%). 

Parser Training Data Features UAS (Exact Match)  

MST WSJ 2-21  79.6 (10)  



91 

 

MALT WSJ 2-21  81.1 (16.6)  

Easy-First WSJ 2-21  80.5 (12.3)  

MST Co-Training  81.3 (14.1)  

MALT Co-Training  82.1 (16.5)  

Easy-First Co-Training  82.8 (16.2)  

Easy-First Co-Training +Brown Clusters 83.1 (17) +0.3 

Easy-First Co-Training +SP-Lexicalized 83.0 (16.9) +0.2 

Easy-First Co-Training +SP-Lexicalized 

+SP-Classes 

83.4 (16.6) +0.6 

Easy-First Co-Training +SP-Lexicalized 

+SP-Classes 

+Brown Clusters 

83.6 (17.2) +0.8 

Easy-First GeniaTB Dev  89.8 (28.6)  

Table 20 - Accuracy for different parser settings on Genia test set.  The best performing adapted model trains 

with co-training data and combines SP and Brown clusters as features. 

For a second evaluation of the model adapted for Genia on the general biomedical 

domain, we used the PennBioIE Treebank . This dataset contains 6K sentences from 

different biomedical domains. Three settings are compared: (1) Easy-First, MALT and 

MST trained on WSJ , (2) Easy-First with co-training on Genia , and (3) Easy-First with 

co-training on Genia with SP features. 

Domain adaptation to Genia carried over to the closely related PennBioIE dataset, 

demonstrating the generalization capability of the method (Table 22). 

Parser Training Data Features UAS  

MALT WSJ 2-21  78.8  

MST WSJ 2-21  81.4  

Easy-First WSJ 2-21  79.8  

Easy-First Co-Training  81.9  

Easy-First Co-Training +SP-Lexicalized 

+SP-Classes 

+Brown Clusters 

82.2 +0.3 

Table 21- Accuracy of parsers on PennBioIE Treebank. 

5.3.7 Error Analysis of Adaptation 
We compare the parser using the SP pair-wise features for preposition attachment to the 

co-trained baseline on Genia. The overall accuracy of the parser is improved by 0.2%. 

However, the two models agree only on 90% of the edges, indicating the new SP features 

play a very active role when parsing. 

For “E3330 inhibited this induced promoter activity in a dose-dependent manner”, the 

co-trained parser chose “activity” as the head of “in” instead of “inhibited”. The affinity 

feature in our model for (“inhibited”, “manner”) shows affinity of high (40-60%) 

compared to low (5-20%) for the wrong pair ("activity", "manner"). The same change 

occurs for “LysoPC attenuates activation during inflammation and athero-sclerosis”, 

where the improved model prefers the pair (“attenuates”, “inflammation”) to the pair 

(“activation”, “inflammation”) which was chosen by the co-trained model. 
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The modest overall improvement is due to errors introduced by the new model. In 

“Tissue obtained from ectopic pregnancies may identify the mechanism of trophoblast 

invasion in ectopic pregnancies”, the correct governor of “in” is “invasion”. However, 

the SP model ranks the affinity of (“invasion”, “pregnancies”) lower than that of 

(“mechanism”, “pregnancies”). 

Most of the improvement of the full SP model (+0.6%) comes from an improvement in 

the N-N relation from 83% to 84.9% (11% error reduction), this improvement is due to 

semantic classes features learned on the relations of noun-adjective and head-prep-pobj. 

5.3.8 Error reduction in NER 
Since most of the improvement comes from the N-N relation, we expect improvement for 

downstream applications such as Named Entity Recognition, a basic task frequently used 

in the biomedical domain. We use the portion of the Genia Treebank covered by the 

Genia NER corpus [153]. We expect the inner tokens of a named entity to be connected 

by relation of N-N or N-Adj.  

To evaluate the contribution of the adapted model to down the line application we use the 

NER metrics described above (Task Oriented Evaluation) with the same portion of the 

Genia treebank included in the Genia NER corpus (Kim, Ohta et al. 2004). 

We evaluate the accuracy of these two relations for NE tokens. The Easy-First with co-

training baseline produces accuracy of 82.9% on this specific set of relations, improved 

by the SP model to 84.4%, a reduction in error of 8.7%. 

5.4 Conclusions 
Clear-Parser and EasyFirst provide state of the art accuracy on biomedical text. The 

parsers use different schemes for representing syntactic dependency trees. We have 

shown that this leads to different accuracy in different tasks: Clear-Parser is more useful 

for negation detection while EasyFirst is more accurate in tasks concerning named 

entities. Both parsers performance is similarly high in the average accuracy and in 

accuracy in predicting edges relevant to PPI extraction. 

Training in domain has a vast impact on the results of the two parsers with a sharper 

decline in accuracy for Clear-Parser when out of domain. EasyFirst shows greater 

robustness when migrating to another domain within the biomedical domain with a lesser 

reduction in accuracy. 

Syntactic dependency parsers provide information useful for a variety of down the line 

applications. Integrating these parsers would be useful for improving many of these tasks, 

the choice of parser is task dependent and due to the different representation, some 

information may be gained from ensemble use of both parsers. 



93 

 

Learning class-class selectional preferences from a large in-domain corpus assists 

dependency parsing significantly. We have suggested a method for learning selectional 

preference classes for a specific domain using an existing parser and a standard 

implementation of LDA topic modeling. The SP model can be used for estimating the 

affinity between a pair of tokens or simply as a feature of semantic class association. This 

approach is faster when querying the model for the affinity of a pair of words than a PMI 

model suggested by Zhou et al.[162]. While covering fewer tokens in the target test set 

than Brown clusters, the method achieved a higher improvement of parsing performance. 

Furthermore, some of the improvement was additive and reduced UAS error by 4.5% 

compared to a strong co-training baseline. 

Even a modest error reduction in the general metric of average mean accuracy can have 

an effect on the usefulness of the parser if it is concentrated on specific relations. We see 

that our adaptation method improved edges relating to named entities. Compared to the 

baseline of training on Newswire the accuracy is improved from 79.7% to 82.9% with co-

training and 84.4% with our SP features, eliminating nearly 50% of the error compared to 

the 90% accuracy of training in domain. Focusing adaptation effort on specific edges is 

therefore beneficial for down the line application and may serve as an adequate substitute 

for annotated data. 

6 Case Study: Epidemiology of Epilepsy in Children in 

Southern Israel 

6.1 Introduction 
In this chapter, we experiment with the Hebrew medical text analysis tools developed in 

the context of this work to investigate the epidemiology of epilepsy in children in 

Southern Israel. This experiment serves as a case study illustrating the ways Hebrew 

Medical NLP tools we have developed can be used to perform different types of medical 

research. 

Epilepsy, the second most common neurological complaint [163]. It is a neurological 

condition of recurring unprovoked seizures. These seizures manifest in variable fashion: 

generalized or partial (only in one part of the brain), partial seizures may be complex or 

simple, as well as evolve over time such as partial seizures becoming generalized [164] . 

A patient with epilepsy is defined as one with two or more reported unprovoked seizures.  

The incidence of Epilepsy is different between children and adults and the most common 

age of onset is in the first year of life [165]. The incidence varies between countries with 

rates of 5-7 new cases per 10,000 people reported in developed countries and up to 18 

new cases per 10,000 reported in developing countries [165, 166]. 



94 

 

The heritability of epilepsy has been reported at 1% in Danish twin pairs[167].  

To date the rate of incidence for epilepsy in children in Israel is not reported. Soroka 

hospital serving the entire population of Southern Israel provides an interesting 

opportunity for characterizing the epidemiology of epilepsy in children in Israel. The 

population of Southern Israel is made of two distinct ethnic groups of Jews and Beduin. 

The high rate of consanguineous marriage within the Beduin population leads to high rate 

of genetic syndromes many of them are of neurological nature as well as familial epilepsy 

[168] make this population of specific interest for the study of heritability of epilepsy. 

Here, we approach the question of epidemiology of epilepsy in children using the EHR 

system of Soroka [IRB 10483] for a retrospective study in the Pediatric Epilepsy Unit. 

6.2 Contribution 
This study was a joint work with Dr. Zaid Afawi (Genetics of Epilepsy Research in 

Israel, Department of Neurology, Sourasky Medical Center), Dr. Muhammad Mahajnah 

(Hillel Yaffe Medical Center) and Dr. Zamir Shorer the head of the Pediatric Epilepsy 

Unit. 

Study goals were defined by Dr. Afawi.  

The etiology was identified by Dr. Mahajnah.  

Study design, implementation and statistics were performed by the author. 

6.3 Previous work 
A study of epilepsy prevalence in children in the Tel-Aviv area [169] has shown that the 

most common seizure types were partial seizures (52%) and generalized seizures (33%). 

The prevalence of epilepsy in Bedouin children [170] have shown the prevalence to be 

lower than the world estimate (4.01 compared to 4.5-17 per 1,000 as expected). 26% of 

the patients identified with epilepsy in the study had a first/second rank family 

connection with epilepsy suggesting genetic involvement. 

6.4 Methods 
The pediatric neurology unit at Soroka hospital in Beer-Sheva is the only pediatric 

neurology unit available to patients under 19 in the Negev (southern province of Israel). 

It is, therefore, safe to assume that the study population represents the diagnosed and 

treated epilepsy patients under 19 in the Negev. The population under 19 years numbers 

245 thousand, of which 109 thousands are Arab and 136 thousands are Jewish
3
. It is 

characteristically non-mobile and most patients receive treatment in Soroka hospital for 

their entire life. This retrospective study covered only the year 2009, it is therefore 

possible to accurately report incidence rates for that year for the entire Negev population. 

                                                 
3 See the Israeli Central Bureau of Statistics report for 2009, http://www.cbs.gov.il/shnaton60/download/st02_10x.xls 

http://www.cbs.gov.il/shnaton60/download/st02_10x.xls
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Patients of ages 19 or younger and with a diagnosis of epilepsy, two or more unprovoked 

seizures, were included in the study. Patients diagnosed only with febrile seizures were 

excluded from the study. 

To determine incidence we used the records of visits to the clinic in the previous two 

years (2007-2008), only patients without prior visits were considered newly diagnosed. 

Due to high prevalence of hereditary genetic syndromes in the study population, 

occurrence of epilepsy or seizures in the family of the patient is mentioned in the patient 

note for all patients. Statistical significance of the correlation of absence seizures and 

heritability was calculated using Fisher Exact Test as implemented in R. 

The information in the clinic is kept digitally. Patient notes for all of the visits to the 

clinic in 2009 were annotated retrospectively by a 5
th

 year medical student under the 

instruction of the attending neurologist.  The etiology was then reviewed and corrected 

manually by different neurology expert. 

The notes were annotated using TagEditor
4
, an in house annotation program. The results 

were exported as XML annotated files and queried using Python. 

6.5  Results 
894 patient visits to the children neurology clinic occurred in 2009. 31 visits were 

excluded due to patient age (over 20). The remaining 881 visits were made by 503 

patients. 209 patients were diagnosed with epilepsy; the following results describe only 

this group of patients. 

Incidence: 59 new cases of Epilepsy were identified of which 45 of Jewish ethnicity and 

14 of Arab ethnicity. As population size is 245 thousand children, the incidence rate is 24 

cases per 10,000. For the Jewish population, numbering 139 thousand, the incidence is 

32.3/10,000. In the Arabic population, numbering 109 thousand, the incidence is 

12.8/10,000. The extremely low incidence for the Arabic population may be explained by 

low reporting rate in this population. See the Discussion. 

Seizure types: The most common seizure type was Generalized-seizures with 73 patients 

(35% of the patients). 22 patients presented with Complex-Partial seizures (10%), 19 with 

Simple-Partial seizures (9%), 15 with Intractable Mix-type seizures (7.2%), 13 patient 

had Partial / Partial-Simple or Partial-Complex with Second Generalization seizures 

(6.6% of each type),  12 with partial seizures  (5.7%) and 5 unclassifiable (2%). See 

Table 23 for a complete breakdown of frequencies by seizure types and ethnicity. Within 

                                                 
4 Tag editor, an interactive language independent software for annotating text using predefined hierarchical categories 

http://www.cs.bgu.ac.il/~nlpproj/tageditor 

 

http://www.cs.bgu.ac.il/~nlpproj/tageditor
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the group of patients with Generalized seizures, 37% presented with Tonic-Clonic 

seizures and 20% with absences, see Table 24for a complete breakdown.   

Seizure Type Total Jews Arabs %Male %Total 

Generalized 73 51 22 51% 34.9% 

Complex-Partial 22 18 4 64% 10.5% 

Simple-Partial 19 16 3 37% 9.1% 

Intractable mix-type 15 15 0 53% 7.2% 

Partial with secondary generalization 13 11 2 69% 6.2% 

Simple partial with secondary generalization 13 11 2 54% 6.2% 

Complex partial with secondary generalization 13 5 7 62% 6.2% 

Partial 12 11 1 58% 5.7% 

Mix-type (unspecified) 7 3 4 86% 3.3% 

Unclassified 5 4 1 60% 2.4% 

Mix-type: Complex-partial / Simple partial 3 2 1 67% 1.4% 

Benign rolandic epilepsy 2 2 0 0% 1.0% 

Mix-type: generalized + unspecified 2 2 0 50% 1.0% 

Mix-type: complex-partial / generalized 2 1 1 50% 1.0% 

Modified hypsarythmia 1 1 0 0% 0.5% 

Complex febrile convultions 1 1 0 100% 0.5% 

Dravet's syndrome 1 1 0 100% 0.5% 

Mix-type: Partial / Infantile spasm 1 1 0 100% 0.5% 

Lennox-Gastaut syndrom 1 1 0 100% 0.5% 

Mix-type: Complex-partial / Partial with secondary 

generalization 

1 1 0 0% 0.5% 

Benign focal epilepsy of childhood 1 1 0 100% 0.5% 
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Benign infantile myoclonic epilepsy 1 1 0 100% 0.5% 

Total: 209 160 48 56%   

Table 22 Seizure types frequency in the patient population by ethnicity and gender 

(no difference was marked between males and females). 

 

 Seizure Type Total Jews Arabs %Male 

Tonic-Clonic 27 20 7 55.6% 

Absence 15 13 2 33.3% 

Myoclonic 3 2 1 66.7% 

Tonic-Clonic+Myoclonic 2 1 1 100.0% 

Absence+Myoclonic 1 1 0 0.0% 

Tonic-Clonic+Absence 1 1 0 0.0% 

Atonic 1 1 0 0.0% 

Table 23 - Generalized seizure types frequency by ethnicity 

Age of onset: 25% of the patients developed epilepsy at the first year of life, the rate of 

onset seems stable at 7-9% at ages 3-6 (See Figure 24). For the different seizure types we 

see a similar pattern for most with the slight exception for mix type seizures which peak 

after the first year. 
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Figure 24 - Age of onset in the study population. 

EEG: 41% of the patients had an abnormal EEG finding. 45% in patients with 

Generalized seizures, 48% in patients with Simple-partial seizures, 36% in the Mix-type 

group, 32% in the Partial-to-Generalized group and 50% of the patients with Complex-

Partial seizures. 

Heritability: Out of 209 patients, 24 (11.4% ±4.31% with CI 95%) had familial 

background of Epilepsy, 17 Jews (10% ±4.65% with CI 95%) and 7 Arabs (14.5% 

±9.96% with CI 95%).    

A high proportion of Jewish patients suffering from absence seizures had familial 

background (29.5% compared to 10% as expected from the general heritability; 

p=0.0086, CI 0.04-0.73). One of these patients has a known mutation in Chromosome 2, 

however, absence seizure have been reported for the patient’s brother who is negative for 

the mutation. 

Medications: The current medication status of each patient was reviewed. The most 

frequently prescribed medications were Depalept (30%),  Tegretol (19%) and 

Carbamazepine (10%). For Generalized seizures, Phenobarbitone is also commonly 

prescribed (9% of the patients with generalized-seizures), while patients with simple 

partial seizures are most commonly treated with Tegretol (44%). See Table 25 for 

breakdown of medications by the major seizure types. 

  Depalept Tegretol Carbamazepine Lamotrigine Phenobarbitone Phenytoin Topamax 

All 30.9% 19.2% 9.8% 6.8% 5.5% 4.9% 3.9% 

Generalized 32.6% 18.5% 8.2% 7.6% 6.0% 4.9% 3.8% 

Complex-partial 26.7% 13.3% 15.6% 4.4% 8.9% 6.7% 6.7% 

Simple-partial 11.1% 44.4% 5.6% 5.6% 0.0% 0.0% 5.6% 

Intractable mix-type 16.2% 16.2% 8.1% 16.2% 5.4% 5.4% 2.7% 

Table 24 - Medication prescribed by seizure type. 

Recurring Visits: most patients (55%) visited the clinic more than once. 30% visited the 

clinic twice and 13.6% 3-4 times. 30% of the patients’ recurring visits resulted in a 

medication change, adding another type of medication. See Figure 25 
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Figure 25 - Distribution of number of visits to the clinic per patient in 2009. For 

example: 62 patients (28%) visited the clinic twice in 2009 

Learning Disabilities: 82 patients (37%) reported learning difficulties. Of these, 42 

(19%) were diagnosed with ADHD or ADD. 

6.6 Automatic Classification 
In Chapter 3 we presented the problem of classifying a patient record as positive or 

negative for epilepsy. This classification can replace the current manual step of 

classification in this study. This would be useful for extending this study for years other 

than 2009. 

The high average recall, using cross validation, of that classification step (~99% ±0.0008 

with 95% confidence interval) allows reduction of ~50% of the manual labor by the 

neurology expert (which is the most expensive). 

The rest of the neurology expert’s annotation work was classifying the epilepsy positive 

patients by the etiology of their seizures (i.e.seizure type). For this task we trained a 

multi-class-svm using the 7 most common etiologies as classes plus an “other” class for 

the less common etiologies.  

To evaluate we use recall of the correct label for the top 1, top 2 and top 3 suggested 

labels. The average recall achieved was 48% (±3.2 95% CI), 60% (±6 95% CI) and 72% 

(±4.2 95% CI). 

While not accurate enough for complete automatic labeling these automatic labels can be 

used for speeding up the manual classification of the expert as suggested labels. 
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6.7 Conclusions 
We have found low incidence of epilepsy than expected, this may be the result of under 

diagnosis and treatment of epilepsy. This results validates previous report [170] of under 

diagnosis of epilepsy in the Bedouin population. 

The heritability of epilepsy found in this study was much higher than expected [167]. 

These suggest high involvement of genetics in both study populations. Specifically, 

absence seizures were found to be significantly correlated to genetics in the Jewish 

population.  

While requiring no NLP methods the use of annotation software in this study has made it 

easier than similar studies performed in the hospital. This suggests low hanging fruit 

available due to the amount and availability of EHR information in Soroka hospital. The 

information required for the study was no coded in the database suggesting the 

importance of free text for this type of studies. 

Automatic classification of patients for epilepsy status as well as labeling the different 

etiologies can be used for extending this study to other years available beyond 2009 

(EHR are available from 2008-2012). The first classifier can reduce the amount of expert 

labour by 50% and the etiology labels may reduce it further. We also expect that 

classification accuracy will increase as more manually annotated data will be processed 

thus further improving the etiology labeling. Other insights may be gleaned from the 

dataset by incorporating the topic modeling visualizations presented in Chapter 3 into the 

annotation process. 

 

7 Case Study: Online Availability of Physician Advice 

7.1 Introduction 
Online availability and use of health data and online interaction of patients with 

physicians are of growing interest as these online services are increasingly popular [110], 

contain useful information [171] and have a large effect on patient literacy. 

Here, we use the parallel Hebrew/English online QA corpora presented in Chapter 3 (QA 

corpora) combined with the Entity-Linking pipeline to study physician advice websites. 

Online health portals are a popular source for medical information: in two different 2003 

surveys, 40-65% of internet users in the US reported searching for health information 

online at least once a year and  9-30% monthly [110, 111]. A subsequent survey in 2005  

[172]has shown that 79% of internet users have sought health information online. Hesse 

et al. [173]used data from the Health Information National Trends Survey to show that a 
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large percentage of the online population (internet users) go online for health advice 

before turning to their physicians. In Canada the use of internet for medical searches was 

reported at 64% during 2010 [174]. Similarly high internet eHealth literacy was also 

reported for Israel [175].  

Health related information on the internet is available in the form of articles and medical 

encyclopedias addressing specific topics [176]. The quality, accuracy and reliability of 

such online eHealth resources is controversial.  Individuals seeking answers to specific 

questions may be liable to find information that is either misleading or irrelevant to their 

specific case. It is difficult for laypersons to sift intelligently through the vast amounts of 

available information to find answers truly relevant to their case.  

In contrast to general purpose encyclopedias, patient forums have emerged as a popular 

source of relevant information.  Such forums provide information and support by patients 

with a specific condition (e.g., breast cancer [177] forum , diabetes forum) with some 

including over a million registered users [177]. Online support forums are more 

accessible to the laymen user as information and advice is explained by other laymen 

suffering from the same disease. The quality of advice in support forums may vary: while 

breast cancer forums were found to be extremely accurate [178] other studies show this 

information source also suffers from variable information accuracy even on moderated 

forums [179].  

More generally, Choi et al. [180] proposed a typology of online Question-Answering 

(QA) forums into four categories: (1) community-based forums (such as the patient 

forums described above), (2) collaborative QA (such as WikiAnswer, which produces 

sites quite similar to an encyclopedia), (3) expert-based QA and (4) social QA (using 

Twitter or Facebook for asking a question). General purpose social venues are not 

appropriate for asking questions in the medical domain because patients require privacy. 

Expert QA, however, is relevant to the eHealth field. We have identified several 

resources providing QA services by expert physicians.  Consumer Health websites such 

as WebMD, NetDoctor, BeOK and AskTheDoctor, allow a user to post a question and 

obtain an answer by a physician certified by the website.  

In contrast to non-interactive information pages such as an encyclopedia, expert QA sites 

allow patients to obtain relevant and accurate information.  Answers offered in such sites 

are far more relevant for the lay-person than sifting through the professional information 

posted in a disease description page on an encyclopedia site or through automatic 

symptoms-based search engines.  

In contrast to patient forums, these expert QA services provide information that is 

reviewed by formally trained and licensed specialized medical practitioners. This 

information is likely to be more accurate than an answer in a support group in an online 
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forum, where the level of expertise of the answering party is unknown (chronic or serious 

conditions such as cancer may be the exception as patients are forced to self-educate 

about their disease).  

In a study of the accuracy of information learned from expert networks for occupational 

safety and health, use of expert networks provided better quality of answers than 

encyclopedia lookup [181]. Kummervold and Johnsen [182] showed that in email 

communication with their patients, physicians were able to answer 95% of the questions 

in 2.2-2.7 minutes, regardless of question length.  

Whereas quality and trust levels of both encyclopedia and patient forum consumer health 

sites have been studied in the past, interactive online physicians’ answering services have 

not been analyzed. In this chapter, we characterize two types of online physician advice 

approaches: (i) services providing broad answers which may be useful for educating 

many patients, and (ii) services providing focused answers likely to be useful only to the 

patient asking the question. We found that the answer length quantitative criterion 

provides a reliable characterization of the answers as either broad educational vs. patient-

focused tailored answers.  

We compared the amount and quality of physicians’ answers in three dominant consumer 

health websites in English from the US (WebMD), UK (NetDoctor) and Canada 

(AskTheDoctor) and one in Hebrew from Israel (BeOK).  

We report also on response times (the period between the time a question is posted and an 

answer is published) and density of technical medical terms in the answers. We report on 

the distribution of topics in the published QA pairs for each service as well as the 

contribution of answering physicians.   

7.2 Methods 
We collected all the web pages containing physicians answers from four websites, each 

considered the most popular in this field in its country: WebMD, online US health giant 

with net worth of 2.5 billion dollars; AskTheDoctor, Canadian-based question answering 

website; NetDoctor, a European-based online health information website (focusing on its 

UK subsidiary netdoctor.co.uk); and BeOK.co.il, an Israeli-based medical information 

website. From each of these websites, all web pages containing physician-certified 

answers were collected. The web pages were extracted using automatic scripts 

implemented in Python
5
. Data were extracted during July 2011. In WebMD and BeOK, 

where a single question can be followed up by a threaded discussion containing several 

answers, only one answer was collected for each question. 

                                                 
5 Python scripts are available at www.cs.bgu.ac.il/~cohenrap/consumer-health-scripts.zip 

http://www.cs.bgu.ac.il/~cohenrap/consumer-health-scripts.zip
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We extracted and computed the following information for each site: number of 

question/answer pairs per year, length of answers, density of medical terms in the 

answers, delay between question and answer, topics of the question-answer pairs and 

distribution of answers per contributing physicians. Finally, we compare the 

compensation model offered to contributing physicians. 

Metadata was extracted for each answer: date of physician answer was extracted from the 

answer webpage for comparison by year and topic of the forum. In BeOK and WebMD 

the questions/answers are in a forum structure allowing the extraction of physician names 

and date of the question (for calculating response time). 

The amount of medical content of the messages was compared by mapping the notes to 

UMLS (Unified Medical Language System), a medical vocabulary [7] by the NLM. For 

the English websites (AskTheDoctor, NetDoctor and WebMD) we used 

HealthTermFinder [183], an automatic medical term annotation program that identifies 

UMLS [7] terms in free text. The content of the notes was pre-processed to identify 

shallow syntactic structure: part-of-speech tagging with the GENIA tagger [138] and 

phrase chunking with the OpenNLP toolkit [184]. HealthTermFinder recognizes named-

entities mentioned and maps them to semantic concepts in the UMLS. It was tested on a 

gold standard of 35 clinical notes from the Columbia University Medical Center. The 

notes contained 2,589 mentions of clinical entities, corresponding to 1,056 unique 

entities, as recognized through gold-standard manual annotation. When compared with 

state-of-the-art MetaMap [8], HealthTermFinder identified the mentions with 

significantly better success: 88.55 (.013 95% CI) F-measure vs. 77.54 (.0165 95% CI) for 

MetaMap for exact matches of mentions [183]. In a separate study, HealthTermFinder 

has been shown to have sensitivity of 91% and specificity of 86% [185] for identifying 

medical concepts in Pubmed abstracts. 

BeOK answers were analyzed using the Entity-Linking pipeline described in Chapter 3. 

To evaluate the pipeline quality we conducted a manual evaluation on 100 sentences 

from BeOK (containing 205 medical terms) answers. 

Due to the agglutinative nature of Hebrew (prepositions, definite articles and possessive 

pronouns are agglutinated to the word) it is not possible to accurately compare response 

lengths as a single word in Hebrew may be translated into 2 or 3 words in English. This 

linguistic aspect of Hebrew results in text which is typically ~30% shorter in Hebrew 

compared to the corresponding English translation. 

The extracted concepts were used for quantifying the density of expert medical terms 

used in a document. To compare between the different websites, we normalized the 

number of concepts with the number of words in the message (i.e., we report the density 

of medical terms as the ratio of answer length / number of medical concepts).  
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The lengths of physician answers per each physician were analyzed for WebMD and 

BeOK. Only physicians who contributed more than 100 answers were assayed. 

Correlation between question and answer lengths was calculated using Pearson’s product-

monument correlation test. 

Response time was calculated by using the timestamp of the first answer by an expert to 

the patient’s question.  

To test the association between answer length and answer type (Educational / Patient 

Specific), we extracted short and long answers from WebMD and BeOK.  For WebMD, 

we defined short answers as those containing 30-50 words while answers harboring 120-

170 words were defined as long ones. For BeOK, we defined short answers as those 

containing 5-45 tokens and long answers as those with 110-170 tokens (before word 

segmentation). The slightly shorter length in Hebrew reflects the agglutinative nature of 

the language. Two annotators, fluent in both Hebrew and English, tagged each text as 

either:  

 Educational: answer aimed to teach and provide information about the conditions 

described in the question in a general manner 

 Patient Specific: provides a specific solution/advice to a specific patient, not 

likely to be useful to others 

 Not sure 

Answers which at least one of the annotators categorized as “not sure” were removed 

from the analysis. Inter-Annotator Agreement and Cohen’s Kappa [186] were calculated. 

Proportions of the answer type in each length category were calculated using only the 

answers for which both annotators were in agreement. 

7.3 Results 

7.3.1 Websites Description  
We identified 3 formats for websites of free expert medical advice.  

(1) Closed Q/A – Users submit a question and the question/answer pair is posted online. 

This is the format of NetDoctor and AskTheDoctor. 

(2) Expert Forum – In this format, users post questions in an online forum. The 

physicians answer all the forum threads. This format is used by BeOk. 

(3) Expert Moderated Community Forum – This format, used in WebMD, allows 

physicians to comment on questions posted in community forums. Most of the answers 

are provided by non-expert community members and the physician may choose an 

interesting or complicated question to address or intervene in an active discussion. 
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In both forum formats (formats 2 and 3 above), physicians and patients may interact, 

further clarifying the question or answer or asking for more information. 

The following examples illustrate the type of QA pairs found in the sites:  

Short Q/A from WebMD:  

Q (WebMD Aug 15): “went in for my twenty week ultrasound and they said the 

measurements put my due date 9 days longer...They also said baby was weight about 9 oz 

is this ok?” 

A (Aug 19, 28 words): “The 9 days is within the error of the ultrasound equipment. It is 

not different. The weight of the fetus is within normal limits as well. Good luck”  

Long answer from WebMD: 

 Q (WebMD Jul 11): “My husband is having a very severe migraine and from what I can 

find it sounds like a hemiplegic migraine. He had all the stroke symptoms but everything 

checked out ok. It's been 6 days and he is still having the bad headache, nausia and a 

little light sensativity. Is it normal for a migraine to last 6 or more days? Is it normal for 

the hemiplegic migraine to last that long?” 

A (Jul 16, 166 words): “Migraines can last for hours, days or weeks. Hemiplegic 

migraines are no different, and the weakness on one side of the body can last as long as 

the headache. The longest I've personally seen is a patient who had weakness from 

hemiplegic migraine that lasted for 4-6 weeks each time it happened (fortunately this 

patient had the hemiplegic migraines only 1 time a year). Hemiplegic migraines are not 

reported to cause damage to the brain Headache weakness on one side of the body 

damage on MRI scan is called a STROKE, not hemiplegic migraine. 

Hemiplegic migraine is diagnosed by at least 2 MRI scans of the brain during the 

migraine (with weakness) that show no brain abnormalities and no stroke. 

Some types of hemiplegic migraine are strongly inherited, and there is actually a genetic 

test for that type of hemiplegic migraine. The test doesn't help use treat the problem 

though. 

Most of the time, the regular migraine prevention medications are effective for 

preventing hemiplegic migraines also.” 

 

Short Answer from BeOK (translated from Hebrew) 

Q )BeOK Sep 11): “Dear Drs, after second trimester screening, week 21 + 4, what does 

this result mean:???? HC/AC: 1.26, slightly above the range of normal 1.24. Thank you” 

A (Sep 12, translated, 21 words): “Good evening, according to this report it is normal, it 

says that head to abdomen ratio is slightly large. Totally meaningless.” 
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Figure 26 - Topics in English QA sites 
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Figure 27 - Topics by doctor contribution in WebMD (a) and BeOK (b). For each 

topic the physicians contributing to that topic are marked in different colors. 

7.3.2 Topics of available answers  
In order to compare topic coverage of physicians’ answers in the various websites, topics 

dealt with in each website were classified into 19 categories (see Figure 26), manually 

crafted to best represent the data. The amount of information varied between the different 

categories in the different sites. As shown in Figure 26, in WebMD the majority of 

questions and answers were related to the Psychiatry and Skin/Hair/Nails topics, while 

most answers in AskTheDoctor focused on Neurology and Orthopedics and in NetDoctor 

on Women’s Health-related questions. In BeOK (Figure 27b) the most popular topics 

were Obstetrics/Pregnancy (24,526 answers) and Cancer (15,158 answers). While the 

coverage of most topics in BeOK is greater than in the other 3 websites with an average 

of 5,759 answers per topic, some topics such as Neurology, Nephrology and ENT were 

under-represented. Overall, questions regarding psychiatry, neurology and skin/nails/ hair 

were the most common in all websites studied. 

7.3.3 Physician Contribution  
On average, each individual doctor in WebMD contributed overall 212 answers over the 

entire period sampled on the sites (Figure 27a). The number of answers provided by 

different doctors varied greatly between individuals with a standard deviation of 241 

answers (ranging from 6 to 1006 answers). The three top contributors (1006, 883 and 335 

answers) account for a third of the total amount of available answers (total of 2,224 

answers given by 3 physicians). A similar trend could be seen in BeOK (Figure 27b), 

with 1-5 excellent contributors in each topic (6 different physicians answered 1,000 or 
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more questions regarding cancer) but with many smaller contributions as well (18 

contributors in Cancer). Comparative analysis of a single year (2010) showed that in 

BeOk, 101 physicians answered 292 questions each on average, yet the top 3 contributors 

answered 6,453 questions, 21% of all questions answered. Similarly, in WebMD each 

physician answered 127 questions on average, yet the top 3 contributors answered 1,763 

questions, which were 51% of questions answered in 2010. 

7.3.4 Information Content 
We assessed the amount of professional medical terms used in the text.  First, we 

evaluated the quality of the Hebrew Entity-Linking pipleline. We found recall of 84% 

and precision of 96.9% (the number of medical terms identified automatically was 

slightly lower than the number found manually). In BeOK, 29% of the words were 

identified as medical concepts (CI 28.4%-29.9%), compared to 25.7% (CI 95% 25.5%-

25.9%) in AskTheDoctor and ~21.5% in WebMD and NetDoctor (see Table 26). Answer 

length also varies between the websites with NetDoctor being the longest with 190 words 

on average (CI 95% 187-193) and BeOK being the shortest with an average of 35 words 

per answer (CI 95% 34.6-35.7). 

Website Average response length 

(number of words) [CI 

95%] 

Proportion of words using 

medical terminology [CI 

95%] 

NetDoctor (UK)  190     [187-193] 21.4% [21.3%-21.4%] 

AskTheDoctor (Canada) 121     [119-123] 25.7% [25.5%-25.9%] 

WebMD (USA) 109     [107-111] 21.8% [21.7%-22.0%] 

BeOK (Israel) 35       [34.6-35.7] 29.9% [29.7%-30.0%] 

Table 25 – Characteristics of physician response in the different websites: answer 

length and proportion professional medical terms in the answer. 

7.3.5 Answer type: Educational vs. Patient-Specific 

Two annotators categorized the answers as either educational or patient-specific. The 

annotators had agreement of 83% (kappa 0.65) for BeOK answers and 79% (kappa 0.45) 

for WebMD answers. Short answers are likely to be Patient-Specific while long answers 

are likely to be Educational. See Table 27. Since BeOK contains mostly short answers 

(median length of 15 words), we surmise that it leans towards Patient-Specific answers. 

In WebMD, we see a more balanced division with a median length of 90 words, 

suggesting similar prevalence of both types of answers.   

Website Short Answers [95% CI] Long Answers [95% CI] 
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WebMD 82% Patient Specific 

[62%-93%] 

70% Educational 

[57%-88%] 

BeOK 80.8% Patient Specific 

 [67%-89%] 

73% Educational 

[55%-86%] 

Table 26- Characteristics of physician response in the different websites: answer 

length and proportion professional medical terms in the answer. 

7.3.6 Response Type by Physician  
To better understand the length differences between sites, we analyzed answer length by 

physician. In WebMD, 21 physicians were found with more than 100 answers; in BeOK, 

162 physicians passed the cutoff. We observe high variance in the mean answer length 

between physicians. In WebMD, the standard deviation is 31 (mean of 103 words with 

minimum of 60 words and maximum of 160 words). In BeOK, the differences are greater 

with standard deviation of 20 (mean of 38 words with minimum of 10 words and 

maximum of 132). This variance is also present within physicians answering questions on 

the same topic (in gynecology, we found 3 physicians with mean answer lengths of 10, 

18 and 24; in the ENT topic, we found one physician with mean answer length of 18.5 

words and another with 62). See Figure 28 for histograms of the two distributions.   

These observations indicate that each physician has a preferred style of answer – 

educational or patient-specific, regardless of the topic of the question. 

7.3.7 Correlation between Question Length and Response Length 
We tested for Pearson correlation between questions and answers. Weak correlation was 

found for all websites (0.17-0.29). See Table 28. This observation indicates that while 

physicians have a preferred style they also take the complexity of the question into 

account.  

Website Pearson product moment 

correlation coefficient 

95% Confidence Interval 

AskTheDoctor 0.17 0.151-0.199 

BeOK 0.19 0.187-0.193 

WebMD 0.25 0.229-0.272 

NetDoctor 0.29 0.273-0.321 

Table 27 - Correlation between question length and answer length. 
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7.3.8 Response Time  
In WebMD, the mean response time is 139 hours (CI 95% 117-162 hours), 36% of the 

answers came within the first 24 hours. In BeOK, the mean response time was 43 hours 

(CI 95% 42-45 hours), 62% of the answers arrived in less than 24 hours. No correlation 

has been found between answer lengths and response time (Pearson’s correlation of 0.001 

in BeOk and 0.03 in WebMD). 

 

Figure 28 - Number of question/answer pairs in each website (note that BeOK data are 

beyond the scale of the figure). 
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Figure 29 - Number of question/answer pairs in each website by year (note that BeOK data 

are beyond the scale of the figure). 

7.3.9 Amount of information available 
To date, 6,060 questions were answered in WebMD, 5,479 in NetDoctor, 6,566 in 

AskTheDoctor and 192,389 in BeOK (see Figure 29). In the first half of 2011 (Figure 

29), 2,229 questions were answered in WebMD, 2,336 in NetDoctor 2,898 in 

AskTheDoctor and 29,591 in BeOK.  

7.3.10 Compensation Model  
WebMD and BeOK both use volunteer physicians with the exception of paid “guest 

experts” who contribute only for a brief period of time. Experts’ names are displayed in 

the forum information even when not browsing their answers. Contribution to the site, 

therefore, provides publicity and builds reputation for the experts. In AskTheDoctor and 

NetDoctor, the compensation model is not disclosed, and the physicians’ names are not 

displayed. 

7.3.11 Study Limitations   
The methods used in this study are retrospective, examining available online data. The 

study covers the period from 2002 to July 2011 on publically available Web sites.  We 

have not had any direct contact with the commercial providers of these sites. NetDoctor 

and AskTheDoctor do not supply most of the information available in WebMD and 

BeOK such as physicians’ names, expertise status, answer time or the ratio of questions 

answered. As of September 2012, AskTheDoctor report an overload of questions (800-

1,000) a day and direct the patients to an online paid answering service for quick 

answers. In NetDoctor, the question answering section is not an important feature of the 

website, and it is complicated to find for users. We, therefore, concentrate most of our 

analysis on WebMD and BeOK and use the other two sites in order to analyze topic 

distribution of questions and answer rate in Canada and the UK. Further study of the 

impact of online physicians’ advice would require a wide survey of patient exposure to 

online advice and its impact.  

7.4 Conclusion 
The availability of online expert-QA medical advice by specialized physicians is of 

utmost importance, especially in light of the torrents of often irrelevant, inaccurate and 

imprecise medical information streaming through the many medicine-related websites 

and forums. Even the accurate and reliable information offered by online encyclopedias 

and well accredited websites is often misused and misinterpreted by laymen, lacking the 

basic knowledge in the relevant field to sift wisely through the information in search for 

an answer truly relevant to their specific case. Community forums such as the breast 

cancer forum can help resolve much of that noise, but educated patients are more likely to 
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be found for such chronic sever/chronic condition where patient are often forced to self-

educate. 

Our observations indicate that expert physician answers can be made available in a 

variety of fashions. In each of the 4 countries we investigated, major private companies 

can provide free expert QA services to the public at large. The sites accumulate a large 

collection of expert QA over the years. The voluntary contribution model used in 

WebMD and BeOK seems to provide sufficient incentive to gather an active community 

of expert physicians. 

We observed major differences in the type of content provided in the sites: WebMD’s 

expert content is characterized by longer educational answers to select questions while 

most questions are left to the forum community.  BeOK’s experts answer all of the 

questions asked but with shorter specific answers which are less likely to educate other 

patients.  This difference in content type (Patient-Specific/Educational) also affects the 

response time, with 64% of the answers in BeOK coming within the first 24 hours, 

compared to 36% of the expert answers in WebMD (many educational answers seem to 

contain cut-paste sections from other information resources and references suggesting 

more effort in gathering the information).  It seems the decision to use either type of 

answer corresponds to the personal style of each contributing physician.   

This typology of answers is important: we expect search engines and data mining tools 

should apply different techniques to deal with patient-specific and broad educational 

answers. We also believe that the service providers should draft guidelines for the 

contributing physicians to recommend either type of content for their sites, according to 

medically-informed criteria. 

We found that the most popular topics varied between the sites, with the majority of 

questions overall being in the fields of psychiatry and neurology, followed by skin / hair / 

nail (relating to esthetics) and obstetrics and gynecology / women's health and cancer. 

Questions in pediatrics, sex, GI, ENT, ophthalmology, cardiovascular, infectious 

diseases, men's health, dentistry and nephrology were far less common. Interestingly, in 

few categories, there were major differences between the different countries: for instance, 

questions relating to skin / hair / nails were common in the UK (NetDoctor) and US 

(WebMD) sites, while in the Canadian and Israeli sites questions in this category were 

rare.  Questions relating to sex were common in the Israeli site but not in the other sites. 

Such differences might be at least in part due to cultural differences between the 

countries. One of the major advantages of online medicine in comparison to standard 

physician care is the anonymity of the patient. This is well reflected in the fact that 

questions in psychiatry are one of the most common topics in all four sites, and that 

questions regarding sex are frequent in BeOK. 
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While several physicians were available in each category in most websites, it was 1-2 

physicians in each category that carried most of the burden in each category in each site. 

The effect seems to be self-feeding: it is plausible that having an active physician in a 

category leads to a further and wider influx of questions.  

Israel stands out in that the number of answers annually is more than 10 fold higher than 

in the main portals serving much larger countries. This might be due to a significantly 

higher number of contributing physicians in the Israeli portal, as well as the fact that 

Israel is one of the top countries worldwide in computer literacy, internet usage, and 

incorporation of novel technologies
6
.  A more in-depth analysis of this surprising 

difference in number of published answers should be pursued in the future. 

The length of answers varied between the internet sites. In this regard, the Israeli BeOK 

site is unique in that the answers are nearly 3 fold shorter than in the other sites, which is 

also likely conducive to the ability of physicians in this site to be more prolific and more 

responsive (shorter response time).  We hypothesize that shorter answers indicate a 

preference for patient-specific answers vs. broad educational answers in this site. 

In summary, interactive sites of expert QA physician advice are an emerging arena 

alleviating some of the pitfalls in the field of online consumer health. Shorter, concise 

answers by a small number of dedicated physicians, focusing on fields of major interest, 

enable high throughput. We observe in WebMD that physician experts operate as 

moderators in patient forums.  The combination of community advice with expert 

moderation produces high-quality timely content for patients, while requiring less effort 

from the experts.   

We distinguished two models of online physician advice – providing either broad 

educational or patient-focused answers.  Both models may be adopted by HMOs or 

public health institutions to disseminate reliable medical information. Guidelines for the 

expert physicians should be formed defining the desired type of answer as well as quality 

measures for each type. 

Questions of legal liability regarding each of these models have not yet been seriously 

challenged and will need to be resolved in due course. Further issues of efficient search 

engines for these types of data and taking advantage of the different nature of the 

information for research purposes still remain to be addressed. 

                                                 
6 http://www.israel21c.org/briefs/israel-no-2-in-world-for-internet-usage 

http://www.israel21c.org/briefs/israel-no-2-in-world-for-internet-usage
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8 Conclusions 
This chapter summarizes the contributions and highlights overall insights from the 

various topics discussed in the dissertation. For fine grained conclusions read the 

appropriate sections of chapters 3-7. 

8.1 Medical Hebrew 
Our initial objective for creating an NLP infrastructure for the medical domain in Hebrew 

was achieved. The following resources are now available: 

 12M word corpus of Consumer Health 

 Comparable Consumer Health Corpus (Hebrew-English)  

 Annotated corpus of 300 documents with roughly 70 thousand words 

 Medical Hebrew-UMLS dictionary with 5,822 term mappings 

 Adapted Morphological Disambiguator with a Medical Lexicon 

 Automatic Lexicon Acquisition method for Domain Adaptation 

 Entity-Linking pipeline available online with recall of 70% 

 Topic Modeling pipeline for the Medical Domain 

 Small treebank for Dependency Parsing 

We applied our methods and domain resources for using free medical text in Hebrew for 

two research questions: an epidemiology study and a consumer health study. 

We conclude that having NLP resources in the medical domain lowers the bar for 

conducting such research utilizing the vast amount of free text information available in 

the medical domain. However, optimal use of these resources requires tailoring for each 

problem combining domain experts such as expert physicians and some manual labor.  

In the case of the epidemiology study, most of the manual work by the physicians was 

eliminated simply by using an annotation tool and then querying the resulting data set 

instead of manual information retrieval practiced before. The planned extension of this 

study can utilize some of the annotations for recruiting only epileptic patients before the 

annotation process, thus eliminating 50% of the manual effort. 

The Cross-Lingual Entity Linking to UMLS provides a useful tool with 70% recall. We 

have concentrated on single word mapping. Further study is required for extending the 

translation dictionary to bi-grams and 3-grams as well as combining multiple atoms into 

multi-words expressions aligned with UMLS terms. 
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The syntactic dependency parser currently available for the medical domain uses the 

morphological disambiguator and can therefore use the domain lexicon. Applying the 

adaptation techniques described in chapter 5 requires the use of two different parsers with 

the same tree representation. Since the EasyFirst dependency parser for Hebrew uses a 

non-standard representation further study is required for providing a fully adapted parser 

to the medical domain. 

8.2 Domain Adaptation 
Beyond the scope of adapting NLP methods to the medical domain for Hebrew we have 

produced interesting results for the non-language specific question of adaptation to this 

domain.  

The first, for medical corpora with longitude records which are characterized by high 

redundancy we have empirically shown that NLP methods are biased by this 

phenomenon. Further, we have provided a tool for identifying redundancy and creating a 

sub-corpus with controlled redundancy. We have presented our own version of the LDA 

topic modeling algorithm, Red-LDA, a redundancy aware generative model, graphical 

model and derived implementation and showed that it is superior to the vanilla LDA 

when applied to redundant corpora. 

The second, parsing in the medical domain. We applied domain specific evaluation 

techniques to parsers trained using the available in domain treebanks. We presented a 

new adaptation technique based on learning domain specific selectional affinities using 

topic modeling which significantly outperforms previous state-of-the-art methods 

especially when evaluating using the domain specific task oriented evaluation.  

Combining the two approaches, in domain training and adaptation, for practical 

application of informatics in the medical domain requires applying complex adaptation 

protocol. Automating the adaptation methods would give them greater impact on the 

medical informatics domain where they are currently mostly ignored.   

9 References 
 

1. Blei DM, Ng AY, Jordan MI: Latent dirichlet allocation. The Journal of 

Machine Learning Research 2003, 3:993-1022. 

2. McDonald CJ: The Barriers to Electronic Medical Record Systems and How 

to Overcome Them. Journal of the American Medical Informatics Association 

1997, 4(3):213-221. 

3. Walsh SH: The clinician's perspective on electronic health records and how 

they can affect patient care. BMJ 2004, 328(7449):1184-1187. 



116 

 

4. Sager N: Syntactic analysis of natural language. Advances in Computers 1967, 

8:153-188. 

5. Adler M, Elhadad M: An unsupervised morpheme-based hmm for hebrew 

morphological disambiguation. In: 2006: Association for Computational 

Linguistics Morristown, NJ, USA; 2006: 665-672. 

6. Goldberg Y, Elhadad M: Easy first dependency parsing of modern Hebrew. In: 

Proceedings of the NAACL HLT 2010 First Workshop on Statistical Parsing of 

Morphologically-Rich Languages: 2010: Association for Computational 

Linguistics; 2010: 103-107. 

7. Bodenreider O: The unified medical language system (UMLS): integrating 

biomedical terminology. Nucleic Acids Research 2004, 32(Database 

Issue):D267. 

8. Aronson A: Effective mapping of biomedical text to the UMLS 

Metathesaurus: the MetaMap program. Proc AMIA Symp 2001:17-21. 

9. Aronson AR, Lang FM: An overview of MetaMap: historical perspective and 

recent advances. Journal of the American Medical Informatics Association 2010, 

17(3):229-236. 

10. Friedman: A general natural - language text processor for clinical radiology. 

Jamia - Journal of the American Medical Informatics Association 1994, 1(2):161. 

11. Savova GK, Masanz JJ, Ogren PV, Zheng J, Sohn S, Kipper-Schuler KC, Chute 

CG: Mayo clinical Text Analysis and Knowledge Extraction System 

(cTAKES): architecture, component evaluation and applications. Journal of 

the American Medical Informatics Association 2010, 17(5):507-513. 

12. Aït-Mokhtar S, Chanod JP, Roux C: Robustness beyond shallowness: 

incremental deep parsing. Natural Language Engineering 2002, 8(2-3):121-144. 

13. Castro E, Iglesias A, Martínez P, Castano L: Automatic identification of 

biomedical concepts in spanish-language unstructured clinical texts. In: 

Proceedings of the 1st ACM International Health Informatics Symposium: 2010: 

ACM; 2010: 751-757. 

14. Itai A, Wintner S: Language resources for Hebrew. Language Resources and 

Evaluation 2008, 42(1):75-98. 

15. Itai A, Wintner S, Yona S: A computational lexicon of contemporary Hebrew. 

In: Proceedings of LREC: 2006; 2006. 

16. Ordan N, Wintner S: Hebrew WordNet: a test case of aligning lexical 

databases across languages. International Journal of Translation 2007, 

19(1):39-58. 

17. Yona S, Wintner S: A finite-state morphological grammar of Hebrew. Natural 

Language Engineering 2008, 14(02):173-190. 

18. Adler M: Hebrew Morphological Disambiguation: An Unsupervised Stocastic 

Word-based Approach. Beer Sheva: Ben-Gurion University; 2007. 

19. Goldberg Y, Adler M, Elhadad M: Noun phrase chunking in hebrew: Influence 

of lexical and morphological features. In: Proceedings of the 21st International 

Conference on Computational Linguistics and the 44th annual meeting of the 

Association for Computational Linguistics: 2006: Association for Computational 

Linguistics; 2006: 689-696. 



117 

 

20. Tsvetkov Y, Wintner S: Extraction of multi-word expressions from small 

parallel corpora. In: Proceedings of the 23rd International Conference on 

Computational Linguistics: Posters: 2010: Association for Computational 

Linguistics; 2010: 1256-1264. 

21. Kirschenbaum A, Wintner S: A General Method for Creating a Bilingual 

Transliteration Dictionary. Under Review 2010. 

22. Ben-David S, Schuller R: Exploiting task relatedness for multiple task 

learning. Learning Theory and Kernel Machines 2003:567-580. 

23. Lease M, Charniak E: Parsing biomedical literature. Natural Language 

Processing–IJCNLP 2005 2005:58-69. 

24. Ando RK, Zhang T: A framework for learning predictive structures from 

multiple tasks and unlabeled data. The Journal of Machine Learning Research 

2005, 6:1817-1853. 

25. Blitzer J, McDonald R, Pereira F: Domain adaptation with structural 

correspondence learning. In: Proceedings of the 2006 Conference on Empirical 

Methods in Natural Language Processing: 2006: Association for Computational 

Linguistics; 2006: 120-128. 

26. Blitzer J, Dredze M, Pereira F: Biographies, bollywood, boom-boxes and 

blenders: Domain adaptation for sentiment classification. In: Annual Meeting-

Association For Computational Linguistics: 2007; 2007: 440. 

27. Ben-David S, Blitzer J, Crammer K, Pereira F: Analysis of representations for 

domain adaptation. Advances in neural information processing systems 2007, 

19:137. 

28. Blitzer J, Foster DP, Kakade SM: Zero-shot domain adaptation: A multi-view 

approach. In.: Technical Report TTI-TR-2009-1, Toyota Technological Institute 

Chicago; 2009. 

29. Tateisi Y, Tsuruoka Y, Tsujii J: Subdomain adaptation of a POS tagger with a 

small corpus. In: Proceedings of the Workshop on Linking Natural Language 

Processing and Biology: Towards Deeper Biological Literature Analysis: 2006: 

Association for Computational Linguistics; 2006: 136-137. 

30. Chelba C, Acero A: Adaptation of maximum entropy capitalizer: Little data 

can help a lot. Computer Speech & Language 2006, 20(4):382-399. 

31. Daumé III H, Marcu D: Domain adaptation for statistical classifiers. Journal of 

Artificial Intelligence Research 2006, 26(1):101-126. 

32. Finkel JR, Manning CD: Hierarchical bayesian domain adaptation. In: 

Proceedings of Human Language Technologies: The 2009 Annual Conference of 

the North American Chapter of the Association for Computational Linguistics: 

2009: Association for Computational Linguistics; 2009: 602-610. 

33. Jiang J, Zhai CX: Instance weighting for domain adaptation in NLP. In: 

Annual Meeting-Association For Computational Linguistics: 2007; 2007: 264. 

34. Florian R, Hassan H, Ittycheriah A, Jing H, Kambhatla N, Luo X, Nicolov N, 

Roukos S, Zhang T: A statistical model for multilingual entity detection and 

tracking. In: of HLT-NAACL: 2004; 2004. 

35. Dredze M, Blitzer J, Talukdar PP, Ganchev K, Graça JV, Pereira F: 

Frustratingly hard domain adaptation for dependency parsing. In: 

Proceedings of the CoNLL Shared Task Session of EMNLP-CoNLL: 2007; 2007. 



118 

 

36. McClosky D, Charniak E, Johnson M: Reranking and self-training for parser 

adaptation. In: Proceedings of the 21st International Conference on 

Computational Linguistics and the 44th annual meeting of the Association for 

Computational Linguistics: 2006: Association for Computational Linguistics; 

2006: 337-344. 

37. Coden AR, Pakhomov SV, Ando RK, Duffy PH, Chute CG: Domain-specific 

language models and lexicons for tagging. Journal of biomedical informatics 

2005, 38(6):422-430. 

38. Kim J, Ohta T, Tateisi Y, Tsujii J: GENIA corpus-a semantically annotated 

corpus for bio-textmining. Bioinformatics-Oxford 2003, 19(1):180-182. 

39. Tsuruoka Y, Tateishi Y, Kim JD, Ohta T, McNaught J, Ananiadou S, Tsujii J: 

Developing a robust part-of-speech tagger for biomedical text. Advances in 

informatics 2005:382-392. 

40. Mandel M: Integrated annotation of biomedical text: creating the PennBioIE 

corpus. Text Mining Ontologies and Natural Language Processing in 

Biomedicine, Manchester, UK 2006. 

41. Zhang J, Shen D, Zhou G, Su J, Tan CL: Enhancing HMM-based biomedical 

named entity recognition by studying special phenomena. Journal of 

biomedical informatics 2004, 37(6):411-422. 

42. Dingare S, Nissim M, Finkel J, Manning C, Grover C: A system for identifying 

named entities in biomedical text: How results from two evaluations reflect 

on both the system and the evaluations. Comparative and Functional Genomics 

2005, 6(1‐2):77-85. 

43. Savova GK, Coden AR, Sominsky IL, Johnson R, Ogren PV, Groen PC, Chute 

CG: Word sense disambiguation across two domains: biomedical literature 

and clinical notes. Journal of biomedical informatics 2008, 41(6):1088-1100. 

44. Grover C, Lascarides A, Lapata M: A comparison of parsing technologies for 

the biomedical domain. Natural Language Engineering 2005, 11(1):27-65. 

45. Yoshida K, Tsuruoka Y, Miyao Y, Tsujii J: Ambiguous part-of-speech tagging 

for improving accuracy and domain portability of syntactic parsers. In: 

Proceedings of the Twentieth International Joint Conference on Artificial 

Intelligence: 2007; 2007. 

46. Cowie JR: Automatic analysis of descriptive texts. In: Proceedings of the first 

conference on Applied natural language processing: 1983: Association for 

Computational Linguistics; 1983: 117-123. 

47. Andersen P, Hayes P, Heuttner A, Schmandt L, Nirenberg I: Automatic 

extraction. In: Proceedings of the Conference of the Association for Artificial 

Intelligence: 1986; 1986: 1089-1093. 

48. Riloff E, Jones R: Learning dictionaries for information extraction by multi-

level bootstrapping. In: Proceedings of the National Conference on Artificial 

Intelligence: 1999: JOHN WILEY & SONS LTD; 1999: 474-479. 

49. Agichtein E, Gravano L: Snowball: Extracting relations from large plain-text 

collections. In: Proceedings of the fifth ACM conference on Digital libraries: 

2000: ACM; 2000: 85-94. 

50. Brin S: Extracting patterns and relations from the world wide web. The World 

Wide Web and Databases 1999:172-183. 



119 

 

51. Etzioni O, Cafarella M, Downey D, Kok S, Popescu AM, Shaked T, Soderland S, 

Weld DS, Yates A: Web-scale information extraction in 

knowitall:(preliminary results). In: Proceedings of the 13th international 

conference on World Wide Web: 2004: ACM; 2004: 100-110. 

52. Banko M, Cafarella MJ, Soderland S, Broadhead M, Etzioni O: Open 

information extraction for the web. University of Washington; 2009. 

53. Ratinov L, Roth D: Design challenges and misconceptions in named entity 

recognition. In: Proceedings of the Thirteenth Conference on Computational 

Natural Language Learning: 2009: Association for Computational Linguistics; 

2009: 147-155. 

54. Jensen LJ, Saric J, Bork P: Literature mining for the biologist: from 

information retrieval to biological discovery. Nature reviews genetics 2006, 

7(2):119-129. 

55. Krallinger M, Valencia A: Text-mining and information-retrieval services for 

molecular biology. Genome Biol 2005, 6(7):224. 

56. Settles B: ABNER: an open source tool for automatically tagging genes, 

proteins and other entity names in text. Bioinformatics 2005, 21(14):3191-

3192. 

57. Leser U, Hakenberg J: What makes a gene name? Named entity recognition in 

the biomedical literature. Briefings in Bioinformatics 2005, 6(4):357-369. 

58. Bader GD, Betel D, Hogue CWV: BIND: the biomolecular interaction network 

database. Nucleic acids research 2003, 31(1):248-250. 

59. Friedman C, Kra P, Yu H, Krauthammer M, Rzhetsky A: GENIES: a natural-

language processing system for the extraction of molecular pathways from 

journal articles. Bioinformatics 2001, 17(suppl 1):S74-S82. 

60. Yakushiji A, Tateisi Y, Miyao Y, Tsujii J: Event extraction from biomedical 

papers using a full parser. In: Pac Symp Biocomput: 2001; 2001: 408-419. 

61. McClosky D, Riedel S, Surdeanu M, McCallum A, Manning C: Combining joint 

models for biomedical event extraction. BMC Bioinformatics 2012, 13(Suppl 

11):S9. 

62. Miller RA, Gieszczykiewicz FM, Vries JK, Cooper GF: CHARTLINE: 

providing bibliographic references relevant to patient charts using the 

UMLS Metathesaurus Knowledge Sources. In: Proceedings of the Annual 

Symposium on Computer Application in Medical Care: 1992: American Medical 

Informatics Association; 1992: 86. 

63. Lussier Y, Friedman C: BiomedLEE: a natural-language processor for 

extracting and representing phenotypes, underlying molecular mechanisms 

and their relationships. ISMB: 2007 2007. 

64. Jain NL, Friedman C: Identification of findings suspicious for breast cancer 

based on natural language processing of mammogram reports. In: 

Proceedings of the AMIA Annual Fall Symposium: 1997: American Medical 

Informatics Association; 1997: 829. 

65. Bakken S, Hyun S, Friedman C, Johnson S: A comparison of semantic 

categories of the ISO reference terminology models for nursing and the 

MedLEE natural language processing system. Studies in health technology and 

informatics 2004, 107(Pt 1):472. 



120 

 

66. Chapman WW, Bridewell W, Hanbury P, Cooper GF, Buchanan BG: A simple 

algorithm for identifying negated findings and diseases in discharge 

summaries. Journal of biomedical informatics 2001, 34(5):301-310. 

67. Patrick J, Wang Y, Budd P: An automated system for conversion of clinical 

notes into SNOMED clinical terminology. In: Proceedings of the fifth 

Australasian symposium on ACSW frontiers-Volume 68: 2007: Australian 

Computer Society, Inc.; 2007: 219-226. 

68. Xu H, Stenner SP, Doan S, Johnson KB, Waitman LR, Denny JC: MedEx: a 

medication information extraction system for clinical narratives. Journal of 

the American Medical Informatics Association 2010, 17(1):19-24. 

69. Volk M, Ripplinger B, Vintar S, Buitelaar P, Raileanu D, Sacaleanu B: Semantic 

annotation for concept-based cross-language medical information retrieval. 

International Journal of Medical Informatics 2002, 67(1):97-112. 

70. Vossen P: EuroWordNet: a multilingual database with lexical semantic 

networks: Kluwer Academic; 1998. 

71. Liu F, Fontelo P, Ackerman M: BabelMeSH: development of a cross-language 

tool for MEDLINE/PubMed. In: AMIA Annual Symposium Proceedings: 2006: 

American Medical Informatics Association; 2006: 1012. 

72. Daumke P, Schulz S, Markó K: Subword approach for acquiring and cross-

linking multilingual specialized lexicons. Programme Committee 2006:1. 

73. Koehn P, Knight K: Empirical methods for compound splitting. In: 

Proceedings of the tenth conference on European chapter of the Association for 

Computational Linguistics-Volume 1: 2003: Association for Computational 

Linguistics; 2003: 187-193. 

74. Markó K, Schulz S, Medelyan O, Hahn U: Bootstrapping dictionaries for cross-

language information retrieval. In: Proceedings of the 28th annual international 

ACM SIGIR conference on Research and development in information retrieval: 

2005: ACM; 2005: 528-535. 

75. Deléger L, Merkel M, Zweigenbaum P: Enriching medical terminologies: an 

approach based on aligned corpora. Studies in health technology and 

informatics 2006, 124:747. 

76. Divita G, Rosemblat G, Browne AC: Building a Medical Spanish Lexicon. In: 

AMIA Annual Symposium proceedings/AMIA Symposium AMIA Symposium: 

2007; 2007: 941. 

77. Blei DM, McAuliffe JD: Supervised topic models. arXiv preprint 

arXiv:10030783 2010. 

78. Titov I, McDonald R: Modeling online reviews with multi-grain topic models. 

In: Proceedings of the 17th international conference on World Wide Web: 2008: 

ACM; 2008: 111-120. 

79. Boyd-Graber J, Blei D, Zhu X: A topic model for word sense disambiguation. 

In: Proceedings of the 2007 Joint Conference on Empirical Methods in Natural 

Language Processing and Computational Natural Language Learning (EMNLP-

CoNLL): 2007; 2007: 1024-1033. 

80. Haghighi A, Vanderwende L: Exploring content models for multi-document 

summarization. In: Proceedings of Human Language Technologies: The 2009 

Annual Conference of the North American Chapter of the Association for 



121 

 

Computational Linguistics: 2009: Association for Computational Linguistics; 

2009: 362-370. 

81. Joachims T: Text categorization with support vector machines: Learning with 

many relevant features. Machine learning: ECML-98 1998:137-142. 

82. Ng HT, Goh WB, Low KL: Feature selection, perceptron learning, and a 

usability case study for text categorization. In: ACM SIGIR Forum: 1997: 

ACM; 1997: 67-73. 

83. Ruiz ME, Srinivasan P: Hierarchical text categorization using neural 

networks. Information Retrieval 2002, 5(1):87-118. 

84. Lewis D: Naive (Bayes) at forty: The independence assumption in 

information retrieval. Machine learning: ECML-98 1998:4-15. 

85. Perotte A, Bartlett N, Elhadad N, Wood F: Hierarchically supervised latent 

dirichlet allocation. Neural Information Processing Systems (to appear) 2011. 

86. Stevenson M: Disambiguation of medline abstracts using topic models. In: 

Proceedings of the ACM fifth international workshop on Data and text mining in 

biomedical informatics: 2011: ACM; 2011: 59-62. 

87. Paul MJ, Dredze M: A model for mining public health topics from Twitter. 

HEALTH 2012, 11:16.16. 

88. Bisgin H, Liu Z, Fang H, Xu X, Tong W: Mining FDA drug labels using an 

unsupervised learning technique-topic modeling. BMC Bioinformatics 2011, 

12(Suppl 10):S11. 

89. Marneffe M-Cd, Manning CD: The Stanford typed dependencies 

representation. In: Coling 2008. ACL; 2008: 1-8. 

90. Tsarfaty R, Nivre J, Ndersson E: Evaluating dependency parsing: robust and 

heuristics-free cross-nnotation evaluation. In: Proceedings of the Conference 

on Empirical Methods in Natural Language Processing. Edinburgh, United 

Kingdom: Association for Computational Linguistics; 2011: 385-396. 

91. Miyao Y, Sætre R, Sagae K, Matsuzaki T, Tsujii J: Task-oriented evaluation of 

syntactic parsers and their representations. Proceedings of ACL-08: HLT 

2008:46-54. 

92. Fundel K, Küffner R, Zimmer R: RelEx—Relation extraction using 

dependency parse trees. Bioinformatics 2007, 23(3):365-371. 

93. Nivre J: An efficient algorithm for projective dependency parsing. In: 

Proceedings of the 8th International Workshop on Parsing Technologies (IWPT): 

2003; 2003: 149-160. 

94. Choi JD, Palmer M: Getting the most out of transition-based dependency 

parsing. In: Proceedings of the 49th Annual Meeting of the Association for 

Computational Linguistics: Human Language Technologies: short papers - 

Volume 2. Portland, Oregon: Association for Computational Linguistics; 2011: 

687-692. 

95. Zhang Y, Clark S: A tale of two parsers: investigating and combining graph-

based and transition-based dependency parsing using beam-search. In: 

Proceedings of the Conference on Empirical Methods in Natural Language 

Processing: 2008: Association for Computational Linguistics; 2008: 562-571. 

96. McDonald R, Pereira F, Ribarov K, Hajič J: Non-projective dependency 

parsing using spanning tree algorithms. In: Proceedings of the conference on 



122 

 

Human Language Technology and Empirical Methods in Natural Language 

Processing: 2005: Association for Computational Linguistics; 2005: 523-530. 

97. Goldberg Y, Elhadad M: An efficient algorithm for easy-first non-directional 

dependency parsing. In: NAACL 2010. Los Angeles, California: Association for 

Computational Linguistics; 2010: 742-750. 

98. Nivre J, Hall K, Nilsson J, Riedel S, Yuret D: The CoNLL 2007 shared task on 

dependency parsing. In: Proceedings of the CoNLL Shared Task Session of 

EMNLP-CoNLL: 2007; 2007: 915-932. 

99. Attardi G, Dell’Orletta F, Simi M, Chanev A, Ciaramita M: Multilingual 

dependency parsing and domain adaptation using DeSR. In: Proceedings of 

the CoNLL Shared Task Session of EMNLP-CoNLL: 2007; 2007: 1112-1118. 

100. Sagae K, Tsujii J: Dependency parsing and domain adaptation with LR 

models and parser ensembles. In: Proceedings of the CoNLL shared task session 

of EMNLP-CoNLL: 2007; 2007: 1044-1050. 

101. Resnik P: Wordnet and distributional analysis: A class-based approach to 

lexical discovery. In: AAAI workshop on statistically-based natural language 

processing techniques: 1992; 1992: 56-64. 

102. Erk K, Padó S: A structured vector space model for word meaning in context. 

In: Proceedings of the Conference on Empirical Methods in Natural Language 

Processing: 2008: Association for Computational Linguistics; 2008: 897-906. 

103. Turney PD, Pantel P: From frequency to meaning: Vector space models of 

semantics. Journal of Artificial Intelligence Research 2010, 37(1):141-188. 

104. Ritter A, Etzioni O: A latent dirichlet allocation method for selectional 

preferences. In: Proceedings of the 48th Annual Meeting of the Association for 

Computational Linguistics: 2010: Association for Computational Linguistics; 

2010: 424-434. 

105. Séaghdha DO: Latent variable models of selectional preference. In: 

Proceedings of the 48th Annual Meeting of the Association for Computational 

Linguistics: 2010: Association for Computational Linguistics; 2010: 435-444. 

106. Hartung M, Frank A: Exploring supervised lda models for assigning attributes 

to adjective-noun phrases. In: Proceedings of the Conference on Empirical 

Methods in Natural Language Processing: 2011: Association for Computational 

Linguistics; 2011: 540-551. 

107. Van Noord G: Using self-trained bilexical preferences to improve 

disambiguation accuracy. In: Proceedings of the 10th International Conference 

on Parsing Technologies: 2007: Association for Computational Linguistics; 2007: 

1-10. 

108. Nakov P, Hearst M: Using the web as an implicit training set: application to 

structural ambiguity resolution. In: Proceedings of the conference on Human 

Language Technology and Empirical Methods in Natural Language Processing: 

2005: Association for Computational Linguistics; 2005: 835-842. 

109. Zhou G, Zhao J, Liu K, Cai L: Exploiting web-derived selectional preference to 

improve statistical dependency parsing. In: Proceedings of ACL: 2011; 2011: 

1556-1565. 



123 

 

110. Holstein RC, Lundberg GD: Use of the Internet for health information and 

communication. JAMA: the journal of the American Medical Association 2003, 

290(17):2255-2255. 

111. Baker L, Wagner TH, Singer S, Bundorf MK: Use of the internet and e-mail for 

health care information. JAMA: the journal of the American Medical 

Association 2003, 289(18):2400-2406. 

112. Neter E, Brainin E: eHealth Literacy: Extending the Digital Divide to the 

Realm of Health Information. Journal of medical Internet research 2012. 

113. Adler M, Goldberg Y, Gabay D, Elhadad M: Unsupervised lexicon-based 

resolution of unknown words for full morphological analysis. In: 2008: 

Citeseer; 2008. 

114. Habash N, Rambow O: Arabic tokenization, part-of-speech tagging and 

morphological disambiguation in one fell swoop. In: 2005: Association for 

Computational Linguistics; 2005: 573-580. 

115. Goldberg Y, Elhadad M: SVM model tampering and anchored learning: a case 

study in Hebrew NP chunking. In: ACL. vol. 45; 2007: 224. 

116. Heinrich G: Parameter estimation for text analysis. Web: http://www arbylon 

net/publications/textest 2005, 2(1):4.3. 

117. Goldberg Y, Tsarfaty R: A single generative model for joint morphological 

segmentation and syntactic parsing. Proceedings of ACL-08: HLT 2008:371-

379. 

118. Tsvetkov Y, Wintner S: Automatic acquisition of parallel corpora from 

websites with dynamic content. In: LREC: 2010; Malta; 2010: 3389-3392. 

119. Haghighi A, Blitzer J, DeNero J, Klein D: Better word alignments with 

supervised ITG models. In: Proceedings of the Joint Conference of the 47th 

Annual Meeting of the ACL and the 4th International Joint Conference on Natural 

Language Processing of the AFNLP: Volume 2 - Volume 2. Suntec, Singapore: 

Association for Computational Linguistics; 2009: 923-931. 

120. Wrenn JO, Stein DM, Bakken S, Stetson PD: Quantifying clinical narrative 

redundancy in an electronic health record. Journal of the American Medical 

Informatics Association 2010, 17(1):49. 

121. Altschul SF, Madden TL, Schäffer AA, Zhang J, Zhang Z, Miller W, Lipman DJ: 

Gapped BLAST and PSI-BLAST: a new generation of protein database 

search programs. Nucleic Acids Research 1997, 25(17):3389-3402. 

122. Pearson WR: [5] Rapid and sensitive sequence comparison with FASTP and 

FASTA. In: Methods in Enzymology. vol. Volume 183: Academic Press; 1990: 

63-98. 

123. HaCohen-Kerner Y, Tayeb A, Ben-Dror N: Detection of simple plagiarism in 

computer science papers. In: 2010: Association for Computational Linguistics; 

2010: 421-429. 

124. Holm L, Sander C: Removing near-neighbour redundancy from large protein 

sequence collections. Bioinformatics 1998, 14(5):423. 

125. Bateman A, Birney E, Durbin R, Eddy SR, Howe KL, Sonnhammer ELL: The 

Pfam protein families database. Nucleic Acids Research 2000, 28(1):263. 

126. Hirschtick R: A piece of my mind. Copy-and-paste. JAMA: The Journal of the 

American Medical Association 2006, 295(20):2335-2336. 

http://www/


124 

 

127. Yackel TR, Embi PJ: Copy-and-paste-and-paste. JAMA: The Journal of the 

American Medical Association 2006, 296(19):2315. 

128. O’Donnell HC, Kaushal R, Barrón Y, Callahan MA, Adelman RD, Siegler EL: 

Physicians’ Attitudes Towards Copy and Pasting in Electronic Note Writing. 

Journal of general internal medicine 2009, 24(1):63-68. 

129. Siegler EL, Adelman R: Copy and Paste: A Remediable Hazard of Electronic 

Health Records. The American journal of medicine 2009, 122(6):495-496. 

130. Markel A: Copy and Paste of Electronic Health Records: A Modern Medical 

Illness. The American journal of medicine 2010, 123(5):e9. 

131. Zhang R, Pakhomov S, McInnes BT, Melton GB: Evaluating Measures of 

Redundancy in Clinical Texts. In: Proc AMIA: 2011; 2011: 1612-1620. 

132. Smith TF, Waterman MS, Fitch WM: Comparative biosequence metrics. 

Journal of Molecular Evolution 1981, 18(1):38-46. 

133. Uzuner O: Second i2b2 workshop on natural language processing challenges 

for clinical records. In: 2008; 2008: 1252. 

134. Mimno D, Blei D: Bayesian checking for topic models. In: Proceedings of the 

Conference on Empirical Methods in Natural Language Processing. Edinburgh, 

United Kingdom: Association for Computational Linguistics; 2011: 227-237. 

135. Wallach HM, Murray I, Salakhutdinov R, Mimno D: Evaluation methods for 

topic models. In: 2009: ACM; 2009: 1105-1112. 

136. Walker DD, Lund WB, Ringger EK: Evaluating models of latent document 

semantics in the presence of OCR errors. In: Proceedings of the 2010 

Conference on Empirical Methods in Natural Language Processing. Cambridge, 

Massachusetts: Association for Computational Linguistics; 2010: 240-250. 

137. Yang T, Lee D: Towards noise-resilient document modeling. In: Proceedings 

of the 20th ACM international conference on Information and knowledge 

management: 2011: ACM; 2011: 2345-2348. 

138. Yoshimasa Tsuruoka YT, Jin-Dong Kim, Tomoko Ohta, Sophia Ananiadou, 

Jun’ichi Tsujii: Developing a Robust Part-of-Speech Tagger for Biomedical 

Text In: Lecture Notes in Computer Science. 2005. 

139. Baldridge J, Morton T, Bierner G: The opennlp maximum entropy package. 

In.: Technical report, SourceForge; 2002. 

140. Teufel S, Elhadad N: Collection and Linguistic Processing of a Large-scale 

Corpus of Medical Articles. In: LREC: 2002; 2002: 1214-1218. 

141. Gildea D: Corpus variation and parser performance. In: 2001: Citeseer; 2001: 

167–202. 

142. Banerjee S, Pedersen T: The design, implementation, and use of the ngram 

statistics package. Computational Linguistics and Intelligent Text Processing 

2003:370-381. 

143. McCallum AK: Mallet: A machine learning for language toolkit. 2002. 

144. Wallach H, Mimno D, McCallum A: Rethinking LDA: Why priors matter. 

Advances in Neural Information Processing Systems 2009, 22:1973–1981. 

145. Li W: Random texts exhibit Zipf's-law-like word frequency distribution. 

Information Theory, IEEE Transactions on 1992, 38(6):1842-1845. 



125 

 

146. Arnold CW, El-Saden SM, Bui AAT, Taira R: Clinical Case-based Retrieval 

Using Latent Topic Analysis. In: 2010: American Medical Informatics 

Association; 2010: 26. 

147. Cormode G, Hadjieleftheriou M: Finding frequent items in data streams. 

Proceedings of the VLDB Endowment 2008, 1(2):1530-1541. 

148. Clegg A, Shepherd A: Benchmarking natural-language parsers for biological 

applications using dependency graphs. BMC bioinformatics 2007, 8(1):24. 

149. Finkel J, Dingare S, Nguyen H, Nissim M, Manning C, Sinclair G: Exploiting 

context for biomedical entity recognition: from syntax to the web. In: 

Proceedings of the International Joint Workshop on Natural Language 

Processing in Biomedicine and its Applications. Geneva, Switzerland: 

Association for Computational Linguistics; 2004: 88-91. 

150. Tateisi Y, Yakushiji A, Ohta T, Tsujii J: Syntax Annotation for the GENIA 

corpus. In: Proceedings of IJCNLP: 2005; 2005: 222-227. 

151. Liberman M, Mandel M: PennBioIE. Linguistic Data Consortium, Philadelphia 

2008. 

152. Choi JD, Palmer M: Robust constituent-to-dependency conversion for 

English. In: Proceedings of the Ninth International Workshop 

 on Treebanks and Linguistic Theories. 2010. 

153. Kim J-D, Ohta T, Tsuruoka Y, Tateisi Y, Collier N: Introduction to the bio-

entity recognition task at JNLPBA. In: Proceedings of the International Joint 

Workshop on Natural Language Processing in Biomedicine and its Applications. 

Geneva, Switzerland: Association for Computational Linguistics; 2004: 70-75. 

154. Ritter A, Mausam, Etzioni O: A latent dirichlet allocation method for 

selectional preferences. In: ACL 2010. 2010: 424-434. 

155. Séaghdha D: Latent variable models of selectional preference. In: ACL 2010. 

Association for Computational Linguistics; 2010: 435-444. 

156. Charniak E, Blaheta D, Ge N, Hall K, Hale J, Johnson M: Bllip 1987-89 wsj 

corpus release 1. LDC 2000. 

157. Sagae K, Tsujii J-i: Dependency parsing and domain adaptation with LR 

models and parser ensembles. In: EMNLP-CoNLL 2007. 2007: 1044-1050. 

158. Nivre J, Hall J, Nilsson J: Maltparser: A data-driven parser-generator for 

dependency parsing. In: 2006; 2006: 2216-2219. 

159. McDonald R, Pereira F, Ribarov K, Haji J: Non-projective dependency parsing 

using spanning tree algorithms. In: EMNLP. 2005: 523-530. 

160. Koo T, Carreras X, Collins M: Simple semi-supervised dependency parsing. In: 

ACL 2008. 2008: 595-603. 

161. Liang P: Semi-supervised learning for natural language. Massachusetts 

Institute of Technology; 2005. 

162. Zhou G, Zhao J, Liu K, Cai L: Exploiting web-derived selectional preference to 

improve statistical dependency parsing. In: ACL: 2011; 2011: 1556-1565. 

163. Mental and neurological disorders 

[www.who.int/entity/whr/2001/media_centre/en/whr01_fact_sheet1_en.pdf] 

164. Cowan LD: The epidemiology of the epilepsies in children. Mental retardation 

and developmental disabilities research reviews 2002, 8(3):171-181. 

http://www.who.int/entity/whr/2001/media_centre/en/whr01_fact_sheet1_en.pdf


126 

 

165. Hart YM, Shorvon SD: The nature of epilepsy in the general population. I. 

Characteristics of patients receiving medication for epilepsy. Epilepsy 

research 1995, 21(1):43-49. 

166. Epilepsy: social. Consequenced and economic aspects 

[www.who.int/entity/mediacentre/factsheets/fs166/en  ] 

167. Kjeldsen MJ, Kyvik KO, Christensen K, Friis ML: Genetic and environmental 

factors in epilepsy: a population-based study of 11900 Danish twin pairs. 

Epilepsy research 2001, 44(2):167-178. 

168. Heron SE, Grinton BE, Kivity S, Afawi Z, Zuberi SM, Hughes JN, Pridmore C, 

Hodgson BL, Iona X, Sadleir LG: PRRT2 mutations cause benign familial 

infantile epilepsy and infantile convulsions with choreoathetosis syndrome. 

American journal of human genetics 2012, 90(1):152. 

169. Kramer U, Nevo Y, Neufeld MY, Fatal A, Leitner Y, Harel S: Epidemiology of 

epilepsy in childhood: a cohort of 440 consecutive patients. Pediatric 

neurology 1998, 18(1):46-50. 

170. Afawi Z, Abu-Hammad T, Shorer Z, Grotto I, Mahajnah M: Prevalence of 

epilepsy in Bedouin children: A cross-sectional study in Southern Israel. 

Journal of Pediatric Neurology 2008, 6(2):139-143. 

171. Yang CC, Jiang L, Yang H, Tang X: Detecting Signals of Adverse Drug 

Reactions from Health Consumer Contributed Content in Social Media. In: 

Proceedings of ACM SIGKDD Workshop on Health Informatics, Beijing: 2012; 

2012. 

172. Rice RE: Influences, usage, and outcomes of Internet health information 

searching: multivariate results from the Pew surveys. International Journal of 

Medical Informatics 2006, 75(1):8-28. 

173. Hesse BW, Nelson DE, Kreps GL, Croyle RT, Arora NK, Rimer BK, Viswanath 

K: Trust and sources of health information: the impact of the Internet and its 

implications for health care providers: findings from the first Health 

Information National Trends Survey. Archives of Internal Medicine 2005, 

165(22):2618. 

174. Individual Internet use and E-commerce [http://www.statcan.gc.ca/daily-

quotidien/111012/dq111012a-eng.htm] 

175. Neter E, Brainin E: eHealth literacy: extending the digital divide to the realm 

of health information. Journal of Medical Internet Research 2012, 14(1). 

176. Cline RJW, Haynes KM: Consumer health information seeking on the 

Internet: the state of the art. Health Education Research 2001, 16(6):671-692. 

177. Bender JL, Jimenez-Marroquin MC, Jadad AR: Seeking support on facebook: a 

content analysis of breast cancer groups. Journal of medical Internet research 

2011, 13(1). 

178. Esquivel A, Meric-Bernstam F, Bernstam EV: Accuracy and self correction of 

information received from an internet breast cancer list: content analysis. 

BMJ 2006, 332(7547):939-942. 

179. Weitzman ER, Cole E, Kaci L, Mandl KD: Social but safe? Quality and safety 

of diabetes-related online social networks. Journal of the American Medical 

Informatics Association 2011, 18(3):292-297. 

http://www.who.int/entity/mediacentre/factsheets/fs166/en
http://www.statcan.gc.ca/daily-quotidien/111012/dq111012a-eng.htm
http://www.statcan.gc.ca/daily-quotidien/111012/dq111012a-eng.htm


127 

 

180. Choi E, Kitzie V, Shah C: Developing a Typology of Online Q&A Models and 

Recommending the Right Model for Each Question Type. In: HCIR. 2012 

 

181. Rhebergen MDF, Lenderink AF, van Dijk FJH, Hulshof CTJ: Comparing the 

use of an online expert health network against common information sources 

to answer health questions. Journal of Medical Internet Research 2012, 14(1). 

182. Kummervold PE, Johnsen JAK: Physician Response Time When 

Communicating With Patients Over the Internet. Journal of Medical Internet 

Research 2011, 13(4). 

183. Lipsky-Gorman S, Elhadad N: ClinNote and HealthTermFinder: a pipeline for 

processing clinical notes. In: Columbia University Technical Report. Columbia 

University; 2011. 

184. Inniss TR, Lee JR, Light M, Grassi MA, Thomas G, Williams AB: Towards 

applying text mining and natural language processing for biomedical 

ontology acquisition. In: Proceedings of the 1st international workshop on Text 

mining in bioinformatics. Arlington, Virginia, USA: ACM; 2006: 7-14. 

185. Geifman N, Rubin E: Towards an Age-Phenome Knowledge-base. BMC 

bioinformatics 2011, 12(1):229. 

186. Cohen J: A coefficient of agreement for nominal scales. Educational and 

psychological measurement 1960, 20(1):37-46. 

 

 

 


