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Abstract In this paper we present
a novel real-time cartoon-style
rendering approach, which targets
very large meshes. Cartoon drawing
usually uses a limited number of
colors for shading and emphasizes
special effects, such as sharp curva-
ture and silhouettes. It also paints
the remaining large regions with
uniform solid colors. Our approach
quantizes light intensity to generate
different shadow colors and utilizes
multiresolution mesh hierarchy to
maintain appropriate levels of detail
across various regions of the mesh. To
comply with visual requirements, our
algorithm exploits graphics hardware
programmability to draw smooth sil-

houette and color boundaries within
the vertex and fragment processors.
We have adopted a simplification
scheme that executes simplification
operators without incurring extra
simplification operations as a pre-
condition. The real-time refinement
of the mesh, which is performed by
the graphics processing unit (GPU),
dramatically improves image quality
and reduces CPU load.
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1 Introduction

Cartoon-style drawing conveys a great deal of information
by using silhouettes, sharp features, and a limited num-
ber of colors. It has been successfully used in cartoon
animation for entertainment and illustration. Its high com-
pression potential, modest memory requirement, and light
computation make it also suitable for limited bandwidth
wireless mobile devices.

Cartoon-style rendering is typically considered two-
dimensional graphics. However, the advances in three-
dimensional (3D) graphics have led to the development of
various software and hardware tools that can model and
render graphics primitives efficiently. These tools can be
efficiently integrated into two-dimensional cartoon anima-
tions (see Fig. 1). As a result, acquisition and modeling
technologies together with animation and rendering tools
are replacing traditional cell-based drawing and anima-

tion. Nevertheless, current graphics hardware is optimized
for standard tasks of Gouraud shading and z-buffer render-
ing, which does not fit the requirements of cartoon-style
rendering.

The features of cartoon-style rendering, such as silhou-
ettes, color boundaries, and sharp edges, are inherently
view dependent and hence need to be computed per frame.
Moreover, these special features should appear clear and
smooth with minimum visual artifacts.

Our approach utilizes level-of-detail multiresolution
hierarchy and feature-dependent rendering to select ap-
propriate resolution around interesting features and low
resolution elsewhere. Appropriate resolutions need to be
high enough to capture the model features without over-
loading the CPU or exceeding the hardware rendering
capability. To compensate for insufficient resolution, the
silhouette and color boundaries are refined within the
graphics processing unit (GPU) by programmable shaders.
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Fig. 1. Cartoon-style images

Our algorithm also utilizes temporal coherence among
consecutive frames to efficiently compute levels of de-
tail, silhouettes, and color transition boundaries. In typical
level-of-detail hierarchies, the selected level reaches its
maximal resolution at the leaves of the hierarchy. In con-
trast, our scheme allows finer resolution and color curves
by using a GPU-based refinement.

In the rest of this paper, we present related work in
non-photorealistic and level-of-detail rendering. Then we
discuss our approach to accelerate cartoon-style render-
ing, followed by implementation details and experimental
results. Finally, we draw some conclusions and suggest di-
rections for future work.

2 Related work

Our approach relies on previous results in cartoon-style
and level-of-detail rendering. Therefore, we will discuss
closely related work in these two fields separately.

2.1 Cartoon-style rendering

Several approaches have been developed to render sil-
houettes of polygonal models by utilizing graphics hard-
ware [8, 16, 22]. However, explicitly identifying such
edges is a cumbersome process and usually not supported
by hardware [20]. Saito and Takahashi [23] utilized image
space algorithms and modified the depth over several ren-
dering stages. Raskar and Cohen [21] also used a similar
approach while scaling the polygons instead of modifying
the depth. Nienhaus and Doellner [17] proposed a multi-
pass rendering algorithm based on the edge map, a texture
that encodes visually important edges of the scene’s ob-
jects. On the one hand, image space algorithms are not
sensitive to polygons’ connectivity. On the other hand,
generating images via multiple rendering stages usually
slows down the overall rendering process.

Determining silhouette edges in real time involves
visiting all the edges of the mesh, which implies O(n) time
complexity. Buchanan and Sousa [2], and Lake et al. [14]
suggested simplifying the input mesh to reduce the com-
plexity of silhouette finding. Markosian et al. [16] imple-
mented a stochastic search for silhouette edges. Gooch

et al. [8] developed a Gauss map method to find silhou-
ette edges in an O(k log n) time for a model of n edges and
k silhouette edges. Johnson and Cohen [12] and Sander
et al. [24] used hierarchical trees of cones to quickly find
silhouette edges. Hertzmann and Zorin [9] extended [16]
by using four-dimensional (4D) homogeneous coordinates
which are projected into eight 3D cubes.

Lake et al. [14] calculated one-dimensional texture co-
ordinates on-the-fly to accelerate real-time cartoon-style
rendering. Claes et al. [3] developed a cartoon-style ren-
dering that uses two or three colors for the geometry and
explicit outline. They demonstrated smooth color transi-
tion borders and silhouette lines. Raskar [20] developed an
approach that adds new polygons to the mesh with the ap-
propriate color, shape, and orientation. Hardware is then
utilized to generate silhouettes and sharp features. Barla
et al. [1] suggested an extended cartoon shader for the
modern GPU. Several approaches [19, 26] used the GPU
for interactive non-photorealistic rendering (NPR) render-
ing with hatching strokes. They have managed to avoid
aliasing during real-time rendering.

2.2 Level-of-detail rendering

Multiresolution hierarchies have been used to allow var-
ious levels of detail to smoothly co-exist over different
regions of the same surface. Such schemes usually support
view-dependent rendering and take advantage of temporal
coherence to adaptively refine or simplify the polygonal
environment from one frame to the next.

Hoppe [10] introduced a progressive meshes scheme
that provides a continuous resolution representation of
polygonal meshes. Merge trees were introduced by Xia
et al. [27] as a data structure built upon progressive
meshes to enable real-time view-dependent rendering of
an object. Hoppe [11] developed a view-dependent render-
ing algorithm that works with progressive meshes. Luebke
and Erikson [15] defined a tight octree over the vertices of
the given model to generate hierarchical view-dependent
simplifications. De Floriani et al. [4] introduced multi-
triangulation (MT). Decimation and refinement in MT
are achieved through a set of local operators that affect
fragments of the mesh. Kim and Lee [13] managed to re-
move the dependency limitation of the split and merge
operation. In their refinement scheme, each vertex split
or edge collapse can be performed without incurring ex-
tra vertex split or edge collapse transformations. El-Sana
et al. [5] developed Skip Strip: a data structure that ef-
ficiently maintains triangle strips during view-dependent
rendering. El-Sana and Chiang [6] developed an external
memory view-dependent simplification. Shamir et al. [25]
developed a view-dependent approach that handles dy-
namic environments with arbitrary internal deformation.
Pajarola [18] developed an efficient multiresolution hier-
archy for view-dependent rendering which is based on the
half-edge collapse operation.
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3 Our approach

We present a novel approach to accelerate cartoon-style
rendering of polygonal datasets while providing quality
images. In contrast to previous approaches that usually
process the entire input model at each frame, our ap-
proach uses level-of-detail rendering to reduce the geo-
metric complexity of an input model. It also takes ad-
vantage of graphics hardware programmability to empha-
size cartoon features, such as silhouettes, sharp edges, and
color transition boundaries.

Our approach quantizes light intensity to generate dif-
ferent shadow colors, which are used to guide the feature-
dependent level-of-detail representation. The level-of-
detail representation is then sent to the graphics hardware,
which detects silhouettes and raises the resolution of its
curves (using a GPU shader) beyond that of the ori-
ginal mesh. The next sections describe each aspect of this
technique.

3.1 Cartoon colors

Typical cartoon-style drawing usually includes a small
number of colors. For that reason, our algorithm generates
a set of predetermined shaded colors for each color in the
input model. These colors are used to paint the model in
real time. We will refer to these colors as the cartoon col-
ors. We usually choose four cartoon colors for each color
in the model: an illuminated and a shaded version of the
color, white color for specular light, and a silhouette color
which is usually black.

To reduce aliasing artifacts, such as staircase and
straight edges in silhouette and color boundaries, sev-
eral approaches use CPU-based subdivisions to refine the
model geometry. In contrast, our algorithm refines the
geometry and color boundaries using a programmable
GPU. The GPU-based geometry refinement is required for
those triangles that occupy large screen space and thus
add long edges to the silhouette. These edges usually pro-
duce disturbing aliasing artifacts. The GPU-based color
refinement is required for those triangles that include two
or three different colors. Such a procedure replaces the
CPU-based mesh subdivision to achieve higher triangle
resolution.

3.2 Adaptive level-of-detail

Typical cartoon images consist of uniform ambient color
regions and cartoon features, such as silhouettes, color
boundaries, and sharp edges. The ambient colors occupy
most of the final image, while the cartoon features cover
only a small fraction. Similar ratios between uniform
ambient colors and cartoon features are observed also
in the 3D meshes used to generate cartoon images. We
would like to represent regions that include special car-
toon features in fine resolution and use a coarse level of

detail to represent uniform ambient color regions. How-
ever, current multiresolution level-of-detail hierarchies
have several limitations that complicate their use for such
applications. First, the selection of the adaptive levels is
performed in the CPU, which often fails to extract or
update large levels that match the rendering capability
of current graphics hardware within the duration of one
frame. Second, the selected levels or even the original
model may not include the appropriate resolution to en-
able the generation of smooth silhouette or color boundary
curves. Third, multiresolutions that maintain dependences
to avoid foldover, such as merge trees [27], progressive
meshes [10], and view-dependent trees [7], usually use
more than the required edges to achieve smooth transitions
between different levels of detail over adjacent regions.
We have found that this property limits the overall reduc-
tion of the number of triangles required to represent the
appropriate level of detail.

To overcome the first limitation, an appropriate trian-
gle budget is maintained carefully within the CPU and the
update of active meshes is amortized over several frames,
if necessary (the number of these frames is usually very
small). The triangle budget, which is determined based
on the capabilities of the CPU and graphics hardware,
is updated in real time to reflect CPU load. Moreover,
as a result of moving the refinement phase to the GPU,
the generated representations are very small and the CPU
is capable of handling them within the duration of one
frame. The second limitation is tackled by drawing sil-
houette and color boundaries within the programmable
GPU. We resolve the third limitation by using the truly se-
lective refinement of progressive meshes scheme, by Kim
and Lee [13], as the base multiresolution hierarchy. This
multiresolution approach can perform valid transitions be-
tween adjacent different level-of-detail regions in a small
number of edges.

The multiresolution hierarchy is constructed off-line
in a preprocessing stage in a bottom-up fashion by recur-
sively applying edge collapse. At runtime the constructed
hierarchy is used to guide the selection of appropriate lev-
els of detail in each frame with respect to illumination
and view parameters while taking advantage of tempo-
ral coherence among consecutive frames. The selection of
appropriate levels of detail at real time is performed by
simplifying and refining different regions of the current
mesh representation.

The collapse of an edge is performed by merging its two
vertices and removing degenerate triangles. The collapse’s
dual, the vertex split operation, is achieved by adding the
removed edge and reinserting its adjacent triangles.

3.3 Real-time rendering

At runtime the algorithm traverses and updates the cur-
rent level of detail to match the new illumination and view
parameters. In the context of cartoon-style rendering, we
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are interested in maximizing the resolution around color
boundaries, silhouettes, and sharp features; and minimiz-
ing it at regions painted with solid colors and back facing,
without exceeding the triangle budget.

The active levels of detail are traversed in a priority
manner, which means that close-to-viewer, front-facing,
and high-detailed regions are traversed earlier than far-
from-viewer, back-facing, and low-detailed regions. We
utilize per frame traversal of active nodes to update the
color of active vertices and determine silhouettes and color
borders.

In the context of triangle mesh, silhouette edges usu-
ally connect back-facing and front-facing triangles. How-
ever, since we emulate smooth shading and determine the
normal per vertex, silhouette and color boundary curves
often pass across triangles and not along edges. Testing
whether a curve passes through a triangle or not is per-
formed by computing the dot product between the light-
vector/view-director and the normals of the vertices of
each triangle. Silhouette and color boundary curves can di-
vide a triangle into two or three regions. A triangle can
include no curve, one curve, or an intersection/merge of
two curves as shown in Fig. 2a–c, respectively. To reduce
the CPU load and to increase the visual precision, we ex-
ploit the programmable graphics hardware to refine the
geometry and assign cartoon color.

3.4 Graphics hardware refinement

Current graphics hardware provides common functional-
ity for both vertex and fragment processors which is useful
to generate various effects, such as multitexturing, dis-
placement mapping, and shading. Programmable vertex
and fragment processors provide the ability to access the
graphics pipeline and alter vertex or fragment properties,
respectively.

We utilize the graphics hardware to increase the per-
formance of our algorithm, as well as the precision of the
rendered images. The graphics hardware is used for sil-
houette detection, which is performed within the vertex
processors; and cartoon coloring and shading, which is
performed by the fragment processors.

The subdivision of a triangle is determined at the GPU
stage based on the normals of its vertices. The normal Ni

Fig. 2a–c. Cartoon curves can divide a triangle into one, two, and
three regions

at an internal point Pi on the edge Eab is determined by
a linear interpolation of the normals Na and Nb at its two
vertices Va and Vb respectively, as shown in Eq. 1. The sil-
houette curve passes at the point where Ni is perpendicular
to the view direction, as shown in Eq. 2.

Ni = tNa + (1− t)Nb, (1)
Ni · Vd = 0

⇒ (tNa + (1− t)Nb) · Vd = 0

⇒ t = Na · Vd

Nb · Vd − Na · Vd
. (2)

For each transmitted triangle, the algorithm tests the
angle δ between the normals of its vertices. Whenever δ
exceeds a predetermined threshold, the graphics pipeline
replaces the triangle with a predefined planar triangular
patch. Such a procedure increases the geometric resolution
(vertices per unit) around silhouette curves and color
boundaries. Since we assume that the geometric model
was sampled from a smooth surface, the vertex shader el-
evates every vertex in the triangular patch. The elevation
directions and values are determined by interpolating the
normals at the vertices of the original mesh (see Fig. 3).

To carry the normals to the color-fill phase, the vertex
shader encodes the normals of the vertices into color com-
ponents and utilizes the graphics hardware rasterization to
perform triangle coloring. The rasterization divides each
rendered triangle into pixel-size fragments, each with its
own properties.

The fragment processor recovers the interpolated nor-
mal of a fragment from its color. It then determines sil-
houette curves based on the fragment normal fn and view
directionvd (please refer to Fig. 4). Practically, the fragment
processor only marks, independently, silhouette fragments.
The color boundaries are computed in a similar manner
using the fragment normal, viewpoint, and light direction.

In cartoon-style rendering, silhouette curves are em-
phasized by a lucid color which is often black, as shown
in Fig. 5. The thickness of these curves is determined by
the fragment shader and based on the value fvdot, which is
computed by the dot product between the fragment normal
and the view direction. In an ideal case, only fragments
with the value zero will be on the silhouette curve. How-
ever, dealing with triangle meshes requires considering

Fig. 3. GPU-based geometry smoothing. The elevation directions
and values determined by the bounding normals
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Fig. 4. GPU-based silhouette refinement

Fig. 5. The left- and right-hand images show the GPU-computed
silhouette and two-level shading, respectively

fragments with values within the range [−ε, . . . , ε] as sil-
houette fragments. In our current implementation, we use
a predefined thickness for all silhouette curves, which is
derived from the resolution of the final image.

Exploiting the graphics hardware and the program-
mable GPU allows several colors to pass through the same
triangle. Furthermore, this scheme increases the color
curve precision to fit the screen resolution without any ex-
tra CPU load.

4 Implementation and results

We implemented our approach in C++ using the standard
OpenGL API and Cg for Microsoft Windows. To support
geometry and color refinement within the GPU, our imple-
mentation requires graphics hardware that supports nVidia
Shader model 2.0. To enable efficient geometric refine-

Fig. 6. The left-hand images show different levels of detail of a pan-
ther model and the right-hand images show the same model in
a wire-frame representation

ment, the algorithm caches an instance of the planar patch
within the GPU memory. The geometry of this triangular
patch is encoded in an indexed triangle strip format and
cached by using the vertex buffer object (VBO) extension.

We tested our implementation on various datasets
and received encouraging results. Figure 6 shows differ-
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ent levels of detail of the panther model in cartoon and
wire-frame representations. The first row shows the in-
put mesh; the second row shows the generated image
received in our algorithm after using feature-dependent
level-of-detail selection for cartoon-style rendering. Fig-
ure 7 shows a cartoon-style rendering of a large model –
the Asian dragon – using our system. It is clear that we
succeeded in reducing the number of polygons without
noticeable differences.

The accuracy of the color boundaries with and with-
out using GPU-based refinement is demonstrated by the
images in Fig. 8. The left- and right-hand images show
a sphere rendered in a cartoon style with and without
GPU refinement, respectively. The small images above
and below the spheres show the differences between the
two images in more detail. Clearly, the GPU-based re-
finement allows silhouette curves and color boundaries to

Fig. 7. A cartoon-style rendering of the Asian dragon model

Fig. 8. Spheres (on left) with and (on right) without GPU-based
refinement

pass through triangles, and not only along edges. As a re-
sult, the generated images have smooth curves and color
boundaries. Figure 9 shows the Cg code that runs in each
fragment processor to compute the color of an input frag-
ment and provides one-pixel color precision.

Fig. 9. A Cg code which is part of the fragment shader that deter-
mines and assigns the cartoon-style colors

Fig. 10. The left- and right-hand images show the sphere model
from two viewpoints. The fine levels of detail are selected around
the silhouette and shade curves, as they are defined from the left-
hand viewpoint
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Fig. 11a–c. The head model: a a selected level of detail in wire
frame, b the same model in a cartoon-style rendering, and c the
selected level of detail from a different view

Figure 10 demonstrates the fine level of detail around
silhouettes. The left-hand image shows a selected view
with an appropriate level of detail that highlights the spe-
cial features. The right-hand image shows the same model,
with the same level of detail, but from a different view-
point. Figure 11 shows the head model from a viewpoint
that determines the level of detail and from a different
viewpoint that shows silhouette edges.

Table 1 reports the time performance of our algorithm
using several models of different complexities. These re-
sults were achieved on a Pentium IV 2.4 GHz machine
with 1 GB and an nVidia GeForce 6800. The PreProc col-
umn includes the preprocessing time for each model and
the Frame column shows the average time per frame. The
time of a frame includes the adaptive refinement which
is performed in the CPU to generate a feature-dependent
level-of-detail representation and the GPU refinement. To
generate the same images without adaptive levels of detail,
one needs to send the original meshes that may exceed the
rendering capability of the graphics hardware. Replacing
GPU refinement with more geometry requires the ren-
dering of dense meshes that often exceed the rendering
capability, even for modest datasets.

Our approach reduces the time to determine silhouettes
and color boundaries, as a result of utilizing temporal co-
herence and traversing only triangles on the active levels
of detail. Since an active level usually includes a small
fraction of the entire model, our approach manages to im-
prove silhouette computing by the ratio of the reduction
in the polygon count. In addition, silhouettes and curves
are updated from one frame to the next, and not computed
from scratch at each frame.

We compare two major features of our approach to
other approaches: real-time performance and image qual-
ity. The real-time performance is measured by the CPU
load and CPU–GPU communication load. The image
quality is measured by the precision of color boundaries,
and the flexibility of the coloring scheme.

The approach suggested in [3] uses the CPU to divide
triangles that include two or three cartoon colors. This di-

Table 1. Time performance

Model Verts Faces PreProc (s) Frame (ms)

Sphere 4 K 8 K 8 0.8
Head 17 K 34 K 10 1.7
Bunny 30 K 70 K 20 2.2
Dragon 437 K 871 K 140 3.4
Buddha 543 K 1087 K 160 4.1
A. dragon 3609 K 7218 K 160 27.1

vision increases the resolution of color boundaries beyond
that of the original model. However, such a scheme in-
creases the number of triangles, and possibly overloads
the CPU and the communication to the graphics hardware.
In addition, this method supports only limited coloring
precision, since it uses straight edges for subdivision. In
contrast, our approach uses the GPU to divide the trian-
gles into fragments, and to assign colors. It also reduces
the CPU and communication loads. Moreover, GPU-based
subdivision increases the image quality, as a result of as-
signing different colors for fragments and not limiting the
color boundaries to straight lines.

The approach suggested in [17] uses a multipass ren-
dering algorithm, and encodes silhouette edges into tex-
ture, to enable cartoon-style rendering. That approach
requires three passes to render a single frame and de-
mands massive communication, not only from CPU to
GPU, but also from GPU to CPU. In contrast, our ap-
proach uses only a single pass, without expensive reverse
communication.

5 Conclusion and future work

In this paper, we presented a novel approach that utilizes
multiresolution hierarchies for real-time cartoon-style ren-
dering. Our approach produces images with quality, com-
parable to much higher resolutions (of the same models).
By selecting the appropriate level of detail, we reduce the
rendering and processing time for all features that one
would like to emphasize in cartoon-style rendering. The
silhouette and color boundary curves are refined by the
GPU to reach smooth curves and improve image quality.

We see the scope of future work in extending the
scheme to support cartoon environments with anima-
tions. Such a development would enable the use of view-
dependent schemes to animate large models, and to pro-
vide interactive cartoon-style rendering.
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