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Figure 1: Completion of a crowded 3D scene with nine figures moving around. The input frames (a) are tracked and segmented
yielding disconnected motion fragments due to occlusions (b). Representative 1D curves (c) are used to simplify the problem
and consistently complete motion (d).

Abstract

Crowded motions refer to multiple objects moving around and interacting such as crowds, pedestrians and etc. We
capture crowded scenes using a depth scanner at video frame rates. Thus, our input is a set of depth frames which
sample the scene over time. Processing such data is challenging as it is highly unorganized, with large spatio-
temporal holes due to many occlusions. As no correspondence is given, locally tracking 3D points across frames
is hard due to noise and missing regions. Furthermore global segmentation and motion completion in presence of
large occlusions is ambiguous and hard to predict.
Our algorithm utilizes Gestalt principles of common fate and good continuity to compute motion tracking and
completion respectively. Our technique does not assume any pre-given markers or motion template priors. Our
key-idea is to reduce the motion completion problem to a 1D curve fitting and matching problem which can be
solved efficiently using a global optimization scheme. We demonstrate our segmentation and completion method
on a variety of synthetic and real world crowded scanned scenes.

Categories and Subject Descriptors (according to ACM CCS): I.3.7 [Computer Graphics]: Three-Dimensional
Graphics and Realism—

1. Introduction

Scanning technologies nowadays allow to capture 3D dy-
namic scenes in realtime. Systems such as [FB05, KVG06]
produce a dense point sampling of the surface of a mov-
ing object, sampled at anywhere from ten to thirty frames
per second. As these technologies mature, they make it pos-
sible to capture medium to large scale scenes containing
multiple objects and their motions. Processing and mod-
eling these 3D dynamic scenes is a challenging compu-
tational problem which is only just beginning to be ad-
dressed [MFO∗07, WJH∗07, PG08, CZ11].

An essential and particularly challenging problem within the
field of motion processing is the problem of motion segmen-
tation. Segmentation tasks play key roles in many computer
graphics and vision applications, including motion analysis,
tracking, gesture recognition and animation. The particular
problem of motion segmentation in videos has been exten-
sively addressed [BEBV∗10,BHH11]. This problem is diffi-
cult as typically there exists no clear dichotomy to segment
individual motions, which are often highly entangled with
other motions and with the background. Moreover, motion
separation becomes significantly harder in highly crowded
scenes as captured data becomes cluttered and noisy. Objects
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Figure 2: Gestalt laws utilized by our method. In (a) is the common fate trajectory grouping principle, and in (b) good continuity
demonstrates that non-smooth completion (mid) is less desired than smooth completion (right).

that interact, occlude each other from the camera view, yield-
ing partial motions with holes and even completely missing
frames.

In comparison with videos, 3D scanned motion is of higher
dimensionality, sparse and unstructured, and lacks the un-
derlying regular grid organization which exists in 2D video.
Furthermore, objects in crowded scenes may be severely
occluded from the camera, leading to gaping holes in the
scanned data that often persist across many frames. Thus,
segmenting the individual motions consistently, is a chal-
lenging problem even if accurate high-end scanners are used
(Figure 1). Our algorithm operates on the raw scans with-
out the need for guiding markers or motion priors. The large
noise levels in such data prevent from computing consistent
feature points and therefore we adopt a dense point process-
ing approach. Dense sampling has shown to improve over
sparse interest points for image [NJT06] and motion pro-
cessing [WUK∗09].

The phenomenon of occlusion has been studied extensively
in psychology and vision. The well-known Gestalt princi-
ples [Wer38] reflect strategies of the human visual system
to group objects into forms. In occlusion research, Gestalt
principles such as common fate and good continuity are used
to determine how incomplete objects should be perceived as
a whole (see Figure 2). We follow this approach and formu-
late our problem as clustering of motions with common fea-
tures and matching of disconnected motion segments with
good continuity.

Our algorithm computes trajectories from raw point cloud
frames and clusters them into spatio-temporal clusters using
a motion similarity metric. Motion segments consist of large
holes and are often disconnected in presence of significant
occlusions. We reduce problem complexity by fitting smooth
polynomial 1D curves to motion tracks and transferring the
problem to a curve matching and completion problem. We
complete occluded motion segments in a bottom-up manner
from local to global first completing short occlusions and
then attempting to find a global matching between discon-
nected motions.

Our work makes the following contributions:

• Occluded 3D motion completion using 1D curve
matching. Our algorithm reduces the 4D space-time
problem into a simple 1D curve smooth matching algo-
rithm, addressing geometric properties of the motion.

• Bottom-up motion completion. Spatio-temporal occlu-
sion may range from small to very large. Therefore, we
devise a bottom-up completion framework, solving small
local occlusions before the global large ones.

2. Related work

Motion analysis has been an active research field for many
years in both computer vision and graphics. A survey of this
domain is out of the scope of this paper. Instead, we focus
our discussion to works related to dynamic range scan pro-
cessing, and specifically its segmentation and completion.

Motion tracking. Optical flow has been among the most
popular methods for tracking motion trajectories in 2D im-
ages [HS81]. At its core, the method calculates the motion
between two image frames by minimizing partial spatial-
temporal derivatives using smoothness constraints. Never-
theless, the original method assumes highly textured moving
objects with limited motion trajectories. Brox et al. [BM11]
showed an algorithm for calculating optical flow of large
movements by adding a sparse feature vector minimization
to the dense flow. Sun et al. [SRB10] presented an overview
on optical flow algorithms, and identified the fundamen-
tal elements which yield accurate results. They introduced
a median filtering step which weights each pixel by the
smoothness of its neighborhood. In our work, we first cal-
culate the 2D optical flow by converting our depth images
into grayscale. We derive the additional depth dimension by
calculating intensity difference of the source and destination
pixels.

2D motion segmentation. In the field of 2D motion seg-
mentation, Nicolescu et al. [NM03] showed a method for
segmenting pixels with similar motions by using a layered
4-D representation of the pixel location and motion. They
enforced motion smoothness following a voting framework,
and inferred motion boundaries by adding information from
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Figure 3: A synthetic 3D motion of two people intersecting behind an occluding rectangular wall (a). We compute their mo-
tion trajectories (b) and cluster them together based on their similarity (c). Next, we complete motions by matching between
representative 1D curves (d) that guide the full motion completion (e).

the original images. Wu et al. [WN09] proposed a method
for detecting and segmenting multiple partially occluded ob-
jects in images, using local shape feature classifiers. Felzen-
szwalb et al. [FH04] developed a highly efficient algorithm
for image segmentation, using a graph to represent the con-
nection and similarity of pixels in the image, adaptively ad-
justing the segmentation criterion in a greedy fashion.

Dynamic scan processing. In recent years numerous
methods for space-time reconstruction have been pro-
posed [dAST∗08, PG08, SAL∗08, SWG08, FP09, LAGP09,
TBW∗09, WAO∗09, BHPS10, ZST∗10].

To tackle this problem, researchers have considered mod-
eling a dynamic sequence as a surface in four-dimensional
space and time. Mitra et al. [MFO∗07] used kinematic prop-
erties of the 4D space time surface to track points and
register multiple frames of a rigid object. SĺuSSmuth et
al. [SWG08] and Sharf et al. [SAL∗08] explicitly modeled
and reconstructed the 4D space-time surface using an im-
plicit surface representation. These techniques require the
surface to be sampled densely in both space and time.

Popa et al. [PSDB∗10] reconstructed globally consistent
mesh animations by resolving spatio-temporal inconsisten-
cies using optical flow and a gradual change prior. Wand
et al. [WAO∗09] reconstructed an animated 3D model from
range scan sequences. They aligned multiple frames by solv-
ing surface motion in terms of a displacement field and com-
puted a common shape that deforms and matches data.

Pekelny and Gotsman [PG08] presented an articulated
motion capture and reconstruction method. Their method
tracks and reconstructs piece-wise rigid motions without any
markers or known correspondence. Nevertheless, they as-
sumed a known segmentation of the data into rigid parts
and an underlying skeletal structure. Similarly, Chang and
Zwicker [CZ11] presented an algorithm for reconstructing
articulated models from dynamic range scan sequences us-
ing a reduced deformable model. Their method simultane-
ously optimizes both the alignment of range scans and the
joints and skinning weights of the deformable model. Both
works are similar to us in that they attempt a marker-less

dense point registration using no underlying template. Nev-
ertheless, ours does not assume a piece-wise rigid motion
and focus on tracking and completing general congested mo-
tions.

Pairwise point registration has been explored by Chang and
Zwicker [CZ09], which solve for the alignment between a
pair of range scans by estimating the parameters of a reduced
deformable model. Since our scan data is noisy and consists
of large missing parts, we register points using the robust ap-
proach of Jian and Vemuri [JV05]. Point sets are represented
by a mixture of Gaussians, thus point set registration reduces
to a simple and efficient alignment of the two mixtures.

In our work, we use a trajectory segmentation method in-
spired by the work of Ghuffar et al. [GBPG12]. They pre-
sented an algorithm for generating point trajectories and seg-
mentation from scan sequences, using a fusion of the depth
and intensity data to obtain the flow from sequential frames.
They then grouped the trajectories based on the similarity
of common movement and spatial proximity. Our method is
similar to theirs, yet we rely only on the depth images, with-
out intensity.

3. Method overview

Our goal is to generate a consistent segmentation of crowded
scenes into independent motions and to complete occlusions.
Thus, we track and analyze motion trajectories of points to
efficiently complete occluded parts in the motion.

Given a dynamic crowded scene, represented by a set of
scanned frames, we initially represent frames as 2.5D depth
images (assuming a single fixed scanner), and convert them
into 2D gray scale images, converting depth to gray values
(see Figure 4(a)). Next, we calculate the 2D optical flow be-
tween pairs of consecutive frames (see Figure 4(b)).

To transform the 2D flow back to 3D, we calculate the depth
difference between the source and destination pixels in the
2D flow. Thus, we generate a 3D flow for each pair of con-
secutive frames, and apply it both in forward and backward
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Figure 4: Algorithm illustration. A sequence of point clouds (a), is converted into depth images (b), with gray level representing
depth values. 2D optical flow is calculated between images and then transferred to 3D (c), yielding full 3D trajectories (d).

directions. Point correspondences are computed by selecting
points with matching flow vectors (see Figure 4(c)).

Full motion trajectories are computed by connecting corre-
sponding points (see Figure 4(d)). Then, we cluster together
trajectories that are similar. We rely on the fact that points
sampling the same object move relatively similar through
the entire scene. Thus, we build a trajectory affinity matrix
based on a trajectory similarity metric and use spectral clus-
tering to segment motion into separate groups.

In the final stage we detect and complete occluded motions
using a curve matching and fitting approach. We tackle the
problem in a bottom-up manner, completing small local tra-
jectories before handling the large global occlusions. Specif-
ically, we complete small trajectories inside segments de-
noted as "intra-segment" completion, followed by "inter-
segment" completion of large motions. In both cases, we
utilize the average motion inside a segment to guide comple-
tion. Thus, a single representative 1D trajectory curve assists
in matching occluded trajectories and completing them.

Algorithm 1 Algorithm pseudocode
for each pair of consecutive frames (ti, ti+1) do

<U,V,W >← Flow(ti, ti+1)
<U ′,V ′,W ′ >← Flow(ti+1, ti)
M[i]←Match(ti, ti+1)

end for
T ← accumulateTra jectories(M)
A← Tra jDist(T )
S← spectralClustering(A)
for EACH si ∈ S do

CompleteIntra(si)
end for
for each si,s j ∈ S do

CompleteInter(si,s j)
end for

4. Technical Details

Pairwise optical flow. Our input consists of a sequence of
scanned dynamic frames. Initially, we convert each 3D scan
into a 2.5D depth map. This is feasible since we capture the
dynamic scene using a single scanner. We utilize the pre-
defined scanner plane and project points onto it, yielding a

2.5D depth map with values at pixels denoting the distance
from the scanner. The depth map resolution is determined
by the minimal relative distance between projected points on
the plane, so that each pixel will contain no more than one
point in every frame. Pixels without a point hold an empty
value.

We convert 2.5D depth maps into gray-scale images by nor-
malizing and decimating depth in the range of 0−255. Thus,
closest point is mapped to 1 and farthest point to 255. Value
of 0 denotes empty pixels. The result is a gray-scale video
sequence with intensities representing the distance from the
scanner.

To compute pairwise frame correspondence, we initially
compute the 2D optical flow between consecutive gray-scale
frames. Given two consecutive frames t and t + 1, we cal-
culate the translation vector < u,v > for each pixel pi, j in
frame t. We use non local optical flow [SRB10] to find op-
timal < u,v > values for each pixel (see 2D flow in Fig-
ure 4(b)).

Next we transfer the 2D flow into 3D. Thus, we calculate the
translation vector < u,v,w > for each point pi, j. Given the
2D optical flow translational vectors < U,V > we retrieve
the 3D flow < U,V,W > by subtracting depths of a pixel in
frame t and its target in frame t + 1: wi, j = Ii+u, j+v− Ii, j,
where Ii, j is the gray-scale/depth value at pixel i, j

Most 2D optical flow algorithms use a smoothness term for
calculating < u,v >. Typically, at motion and shape bound-
aries, this term causes minor errors as neighboring pixels do
not move together. While this error in 2D is minor, it may
introduce large errors when mapping the 2D flow to 3D (typ-
ically, unconstrained errors in the W component of the flow).

To solve this problem, we smooth the w component of ev-
ery point p and its neighborhood neigh(p). We define w̄ as
the weighted depth change of p, where neighbor points with
similar depth values are weighed in:

w̄ =
∑q∈neigh(p(ρ(p,q)∗wq)

∑q∈neigh(p) ρ(p,q)

ρ(p,q) =
{

0 : |I(p)− I(q)| ≤ ε

1 : |I(p)− I(q)|> ε
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Figure 5: Points from two sequential frames (green, blue)
are matched iff their forward flow (green arrows) and back-
ward flow (blues arrows) agree. Thus, points match (black
edges), only if they are in the proximity of their flows (red
circles).

We run the flow calculation twice for each pair of frames, in
forward and backward directions. Finally, each point has a
forward < u,v,w > and backward < u′,v′,w′ > flow .

Trajectory computation. From the forward and backward
flows, we compute consistent correspondences between
points in consecutive frames. Each point p matches at most
one point q in the next frame. Nevertheless, the point q
can be matched by zero or more points from the previous
frame using forward flow. Similarly, using backward flow,
q matches at most one point p′ in the previous frame (see
Figure 5). We search for point-pairs, for which the forward
and backward flows generate compatible matchings (in our
example p′ = p).

Formally, we define an ε matching as: p+< u,v,w>= p+<
u′,v′,w′ > ±ε1. ε1 is determined by the average distance
between neighboring points in all frames. A point without
any possible match in the next frame or the previous frame
is considered unmatched (q3 in Figure 5). If there is more
than one possibility for a match, the point with the highest
proximity is chosen.

Finally, after computing a 1− 1 matching between pairs of
consecutive frames, we accumulate matches into continuous
trajectories. A trajectory consists of a sequence of matched
points. Trajectories may start and end at any frame with dif-
ferent lengths. Nevertheless, if trajectory length is below a
threshold ε2, it is discarded as noise.

Motion segmentation. In the next step, we cluster together
similar motion trajectories. Our clustering follows the as-
sumption that points which appear to move together are
likely to be part of the same independent motion. This
grouping principle is known as the Gestalt law of common
fate (Koffka and Wertheimer [Kof35]), stating that elements

Figure 6: The representative trajectory (dotted red curve)
of a motion segment. Anchor position is defined as the center
of mass of the densest frame (red square in mid frame). The
additional positions are determined by anchor and average
trajectory.

moving in the same direction and with the same rate belong
to the same individual group (Figure 2 (a)).

We define trajectory similarity as a combination of ge-
ometric proximity and common movement. Given two
trajectories tri, tr j, we denote their geometric positions in
frame t as xt

i ,x
t
j respectively, and define their maximum

max(), average avg() and variance var() between the two
trajectories as follows:

max(tri, tr j) = argmaxt(‖xt
i− xt

j‖)
avg(tri, tr j) =

1
n ∑t(‖xt

i− xt
j‖)

var(tri, tr j) =
1
n ∑t(‖xt

i− xt
j‖−avg(tri, tr j))

2

We define overlap() as the number frames in which both
trajectories exist. Thus our trajectory similarity is defined as:

tra j_sim(tri, tr j)=
max2(tri, tr j)∗avg2(tri, tr j)∗ var2(tri, tr j)

overlap(tri, tr j)

Using the above definition guarantees that max distance out-
lier is small, trajectories stay close and correlated due to min-
imal average and variance. overlap prioritize longer trajec-
tory segments.

To cluster trajectories, we build an affinity matrix based on
trajectory distances and compute its spectral clustering sim-
ilar to Ghuffar et al. [GBPG12].

For each clustered segment, we define its representative tra-
jectory r as the average motion of the entire segment (see
Figure 6). To compute it, we calculate the average trajectory
vector in each frame as: rt = 1

n ∑i ||xt+1
i − xt

i ||.

Given the average directions above, we compute the posi-
tions of the representative trajectory by setting the first an-
chor position. We select the densest frame in our sequence
and compute its center of mass (Figure 6 (mid)). Since this
is a relatively well scanned frame, our center of mass anchor
is reliable with good probability. Finally, the rest of the po-
sitions are calculated iteratively from the anchor using the
representative trajectory directions.
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Figure 7: Intra-segment completion. In a trajectory seg-
ment, short segments tr1 and tr2 are completed based on the
(black) representative trajectory. Dotted line is the motion
completion of tr1 and tr2 based on r.

r2 

r1 

r3 

Figure 8: Inter-segment completion: Curves are fitted for
each pair of representative trajectories (dotted curves). Op-
timal curve is selected (shaded curve), and used to complete
missing motion between segments (red square).

Motion completion. In the last step of our algorithm, we
complete missing motions due to occlusions and insufficient
scanning. Our completion method follows the Gestalt’s law
of good continuation stating that elements tend to organize
and group along smooth curves, over those defined by sharp
and abrupt paths (Figure 2 (b)). In our context, if different
motion segments fit along a smooth curve, then they belong
to the same motion and are grouped together and completed.

In a scanned scene, motions are commonly incomplete and
disconnected due to occlusions and insufficient sampling.
While small holes in the motion sequence can be handled by
a local solution, large holes, typically persisting over several
frames require a more robust approach. Thus, we divide the
motion completion problem into two subproblems: one of
local trajectory completion and the second of global comple-
tion optimization, denoted as intra-, and inter-segment com-
pletion respectively.

Intra-segment completion. In this step, we consider com-
pletion of motion trajectories inside a segment. Two trajecto-
ries tri, tr j are consecutive within the same segment if w.l.o.g
tri begins and ends before tr j’s starting point in time. In this
step we search for such trajectory pairs that can be com-
pleted.

To compute the local trajectory completion inside a segment,
we take the representative trajectory r, and fit it to tri by
computing the optimal rigid transform that aligns r with tri
(using Horn). Thus, we extend tri and continue it using the
fitted representative trajectory (see Figure 7). This yields ad-
ditional positions of tri overlapping with tr j.

We adjust our trajectory distance function tra j_sim′ to mea-
sure the local distance between the extension of tri and tr j

in their overlap: tra j_sim(tri, tr j) =
1
n ∑t∈tri∩tr j

(‖xt
i− xt

j‖).

For each pair of trajectories, we compute their completion
distance as described above and build a distance matrix hold-
ing all feasible pairs’ completion distances. We run the Hun-
garian algorithm on the matrix and compute the lowest-cost
assignment. Thus, an assignment denotes the best comple-
tion of a trajectory and its match. Finally, for each pair of
trajectories, we complete motion in missing frames using the
representative trajectory fitting (red marker in Figure 7). Fi-
nally we recalculate the representative trajectory based on
the new segment.

Inter-segment completion. We complete large occluded
motions by analyzing relations between motion segments in
the scene. Thus, we complete the missing motion between
segments by computing an optimal global match between
segments using Gestalt law of good continuation. We reduce
the problem’s complexity by first solving for the representa-
tive trajectories in each segment and only then generalizing
to full trajectories.

Two representative trajectories r1 and r2 are consecutive, if
they have no temporal overlap, thus r1 ends before r2 starts.
We densely resample r1 and r2 and compute the best fitting
polynomial C to these samples using least squares. Specifi-
cally, given the two samples sets pi and q j , and a polynomial
of degree n: Cn = an · xn + ...+ a1 · x+ a0, we solve for the
unknown polynomial coefficients by formulating the prob-
lem as least squares: an · pn

i + ...a1 · pi +a0 = 0.

We define the fitting error as the average distance between
the fitted polynomial Cn and the representative trajectories:

tra j_sim(r1,r2,C
n) =

1
n ∑

i
‖pi−Cn

i ‖+
1
m ∑

j
‖q j−Cn

j ‖

For each pair of representative trajectories we repeat curve
fitting by incrementing the polynomial degree. Thus, we
start with a quadric (degree 2), and repeat curve fitting un-
til polynomial degree is 7. The curve with smallest degree
that fits with an error below threshold of ε6 is selected (see
Figure 8) .

Next, based on pairwise fitting, we build a weighted distance
matrix M which encodes the curve fitting error weighted by
polynomial degree:

M[i, j] = tra j_sim(ri,r j,C
n) · expn

Next, we run the Hungarian algorithm on the matrix, re-
trieving the optimal matching between motion segments. For
each match, we complete ri and r j simply by merging with
their optimal fitting curve Cn.

In the last step, we infer the full trajectory completion from
completed representatives. Since matched segments may
be regarded as one segment, we apply our intra-segment
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Figure 9: Matching and completion. Left to right showing different completions between curves representatives. Rightmost is
the correct result.

(a) (b) (c) (d)

Figure 10: Segmentation and completion of motions in synthetic scenes. In column (a) are the original scanned frames over-
layed, and (b) shows the initial motion segments each colored by a distinctive color. Column (c) shows the representative
trajectories and their completion and (d) are the completed motion segments.

method to complete trajectories based on the completed rep-
resentative which guides the process.

5. Results

We tested our algorithm on various scenes. To accurately
test our algorithm against ground truth, we created several
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test Fr Pts. Obj. Stat. Occ. Max Occ. Seg. Flow Total ε1 ε2 ε3 ε4 ε5
9men 100 2k 9 0 25+ 10 25+ 9 160 0.5 0.1 10 5 7
wall 100 4.8k 2 1 2 35 4 6 72 0.5 0.1 10 20 10
house 30 3.5k 2 1 2 8 4 1 12 0.5 0.1 10 20 10
forest 110 3.1k 1 4 4 7 5 6 50 0.5 0.1 10 20 3
4men 100 0.8k 4 0 11 5 12 6 54 0.2 0.1 5 5 10
Jugg 3 ball 110 5.7k 3 1 5 5 5 3 65 0.2 0.1 5 5 10
Jugg 5 ball 110 7k 4 1 7 12 12 3 97 0.5 0.1 5 5 10
real scan 1 16 3k-8k 2 0 1 3 3 <1 55 1 0.01 1 20 3
real scan 2 22 2.3k-5k 3 0 1 4 4 <1 52 1 0.01 1 20 3
real scan 3 20 2.3k-6.5k 3 0 2 4 4 <1 95 1 0.01 1 20 3

Table 1: Results statistics

3D animations of crowded scenes and synthetically scanned
them with occlusions using a virtual scanner. Thus we evalu-
ate the quality of our segmentation and completion. We also
captured real scenes consisting of walking humans with a
commercial active-light scanner. With raw scans, we test the
robustness to noise and sparse sampling of our technique.

Table 1 summarizes experiments details with respect to
the number of frames(fr), average number of scan points
per frame(pts), number of moving objects(obj), number of
static occluders(stat), number of holes(occ), max occlusion
in number of frames (max occ), number of motion segments
(seg), optical flow timing (flow) and total timing (total). Ad-
ditionally, parameter values: ε1 is average distance threshold
between neighboring points for trajectory computation. ε2
is trajectory length threshold for which trajectories are dis-
carded as noise. ε3 is trajectory similarity threshold for two
trajectories to be ignored in the affinity matrix computation.
ε4 is the segment size threshold for which segments are dis-
carded as noise. ε5 is the downsampling rate to reduce num-
ber of trajectories in the scene.

We ran our tests on an Intel i5-4430 3Ghz QuadCore with
6GB RAM. For efficiency, we down sampled the number of
trajectories in the segmentation step, and upsampled them
back in the completion. We used the 2D optical flow imple-
mentation of [SRB10], and the spectral clustering imple-
mentation of [FH04].

Synthetic scans. To test our method in a controlled environ-
ment we simulate the process of scanning dynamic scenes.
Thus, we created 3D animations of humans in scenes and
then virtually scanned them using our scan simulation soft-
ware. In the virtual acquisition process, we specify the po-
sition and orientation of a virtual scanner in the 3D scene.
Next, we shoot rays from the camera at high rates and ac-
quire the scene while running the animation. Finally, our ac-
quisition yields a sequence of 2.5D depth map frames sam-
pling the 3D scene animation.

We design crowded scenes with multiple occluders and mov-

ing humans. In table 1 we summarize the precise number
of occluders, moving objects and occlusion persistence in
time. Figure 1 shows a very crowded scene of 9 people in
a junction-like environment, crossing each other’s paths as
they move around. Each motion is occluded many times thus
initial motion segments are very short. Our representative
trajectories significantly simplify this scene and allow to cor-
rectly match and complete the intersected motions.

Figures 3 and 10(house) demonstrate our algorithm on rel-
atively simple motions of two people crossing each other’s
paths in front of an occluder. We insert large occluders of
different shape (wall in 3, cone in 10(house)) which create
a large hole in the motion paths of the two people. Neverthe-
less, our good continuity principle has correctly completed
the motions in these scenes.

Figure 10(forest) demonstrates a different scenario of a sin-
gle figure moving in a complex path around 4 trees. Due to
occlusions, motion is separated into five independent seg-
ments, yielding a non-trivial matching and completion prob-
lem. Nevertheless, our matching optimization generated the
correct consecutive order of matched segments and hence
their completion.

In Figure 10(4men), we show the motion of four figures
which is heavily congested with a total of eleven occlusions.
This example demonstrates the robustness of our method to
cluttered motion. A total of twelve different segments with
many feasible matches are clustered together correctly yield-
ing an accurate completion. It is clear that such complex
scenes cannot be solved using local segmentation schemes
and a global optimization is required.

Finally, Figure 10(5ball, 3ball) demonstrates our method on
a different scene consisting of jaggling balls instead of mov-
ing humans. Although occlusions are not large, balls move-
ment is complex as they pass close to each other and in-
teract with the hands. These proximities create false local
flows, and trajectories are noisy. Our completion process
matches the different segment of each ball, with very few
false matches (as can be seen in 3ball).
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Figure 11: Real scene of two people walking in front of the
camera and intersecting each other. Top is the original scan
and bottom is the correct segmentation into two separate
motions (purple, green).

Figure 12: Three people walking in front of our scanner in-
tersecting each other’s paths. Original scans(top) are cor-
rectly segmented (bottom) into three different motions (pur-
ple, green, brown) .

Figure 13: Scanned motion of one person shows large miss-
ing data due to occlusions (left), resulting in two separated
segments (mid). On the right is our completion of the two
segments.

Real scans. To experiment with real scans, we used a mid-
range 3D scanner mounted on a tripod. Thus, we acquire the
scene from a single point-of-view, resulting is a sequence
of 2.5D depth frames. The main problem with scanned real
motion is that it is very noisy and sparse. We use a commer-
cial active-light scanner (MantisVision Inc.) for mid-range
scenes from 0.5m to 10m with high precision within 1mm
positional accuracy, at 15fps.

In Figure 11, we capture two figures walking in opposite di-
rections, while the front figure wears a large coat and holds
an umbrella. This is a rather not complex scene as the spatio-
temporal separation between figures is clearly visible. Al-

Figure 14: Scan of three figures walking and intersecting in
front of the scanner. Front person holding an umbrella and
back persons a suitcase.

Figure 15: For the two occluded figures in the back we show
their intra-segment (top), and inter-segment (bottom) com-
pletion.

though occlusion is relatively large due to the front figure’s
coat and umbrella, our algorithm correctly segmented this
scene

Figure 12 shows a scanned scene of three figures walking
in different directions in front of our scanner and occlud-
ing each other in turns. In Figure 13 we focus on one of the
figures walking in the back showing the large missing parts
due to occlusions (left), resulting on separate motion seg-
ments (mid). Nevertheless, our method correctly segments
and completes the individual motions as can be seen in
12(bottom) and 13(right).

In Figure 14 three figures walking in intersecting paths
while holding various objects (umbrella (purple), suitcase
(orange)). In Figure 15 we show the occluded motion of the
two persons walking in the back. Figure 15(top) shows an
intra-segment completion as the missing motion within the
orange segment is correctly inferred. In Figure 15(bottom),
we show an inter-segment completion.

6. Conclusions and Limitations

In this paper we present an algorithm for segmenting and
completing crowded 3D motions using a reduction to 1D
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curve matching. Our method does not assume any markers
or pre-defined templates and instead, it relies Gestalt laws
for grouping and completion. Results demonstrate that the
method successfully handles large crowded scenes even in
cases where objects touch and intersect. Currently, our al-
gorithm handles distinctive motions, that have a clear sep-
aration although partial or even completely missing. Thus,
objects that merge such as catching a ball will result in in-
definite motion clusters (Figure 10(5ball)). In future work,
we would like to incorporate user interaction to guide the
correct segmentation. Furthermore, we would like to extend
our algorithm to address the problem of motions that merge
and overlap.
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