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Preface

Distributed Constraint Reasoning (DCR) problems arise when pieces of in-
formation about variables, constraints or both are relevant to independent
but communicating agents. They provide a promising framework to deal
with the increasingly diverse range of distributed real world problems emerg-
ing from the evolution of computation and communication technologies.

Distributed constraints satisfaction problems (DisCSPs) have been stud-
ied for over a decade. Due to the distributed nature of the problem, new
algorithmic techniques as well as concurrent measures of performance have
been developed. The current challenges posed by solving Distributed Con-
straint Reasoning Problems include designing new distributed search algo-
rithms for DisCSPs and Distributed Constraint Optimization (DisCOP),
resource restrictions (such as limits on time and communication), privacy
requirements, and exploring real world distributed applications for DCR.

The goal of the DCR workshop series is to bring together researchers
from the many different areas that are relevant to distributed constraint
reasoning so that commonalities and relationships can be discovered and
understanding improved. As such, this workshop has historically rotated
its location between the three major conferences in each of these areas: CP
(2000, 2004), IJCAI (2001, 2003) and AAMAS (2002). Building upon these
previous successful workshops, we continue in 2005, with the Sixth Interna-
tional DCR workshop held in conjunction with IJCAI 2005 in Edinburgh.

The proceedings include 16 papers that are divided into four areas:
Search algorithms on DisCSPs; Applications of DisCSPs; Privacy
and Security; Distributed Optimization. Each of these areas has 4 or
5 papers that will be presented in a separate panel and are grouped together
in the proceedings. The first two papers in every panel are longer presenta-
tions and the last 2-3 are shorter. Two panels are planned in the morning
and two in the afternoon. The panel on Applications of DisCSPs has
also an invited speaker and the extended abstract of the talk is in that sec-
tion of the proceedings. The overall harvest of papers is very impressive
for this young a field and I am grateful to all of the authors and especially
to the organizing and program committee, for working hard to make this
an interesting and fruitful workshop. Finally, a special personal thank you
to Roie Zivan and Mayer Goldberg for their help in organizing and putting
together these proceedings.

Amnon Meisels (Workshop chair)
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Multi-Directional Distributed Searches with

Aggregation

Georg Ringwelski1? and Youssef Hamadi2

1 4C, University College Cork,
Ireland

g.ringwelski@4c.ucc.ie
2 Microsoft Research, 7 J J Thomson Avenue,

Cambridge CB3 0FB, United Kingdom
youssefh@microsoft.com

Abstract. Competition and cooperation can boost the performance of
search. Both can be implemented with a portfolio of algorithms which run
in parallel, give hints to each other and compete for being the first to fin-
ish and deliver the solution. In this paper we present a new generic frame-
work for the application of algorithms for distributed constraint satisfac-
tion which makes use of both cooperation and competition. This frame-
work improves the performance of two different standard algorithms by
one order of magnitude and can reduce the risk of poor performance by
up to three orders of magnitude. We expect our new methods to be sim-
ilarly beneficial for any tree-based distributed search and describe ways
on how to incorporate them.

Keywords: Distributed AI, Constraint Satisfaction, Search

1 Introduction

In many application domains constraint-based tree-search methods are the tech-
nology of choice to solve NP-complete problems today. However, when actually
applying the algorithms without further customization, we have often experi-
enced inacceptable performance. This results from various well-investigated fac-
tors including bad modelling and the choice of a wrong labelling strategy. The
solution for bad modelling often resides in a good understanding of the constraint
processing which results in the application of well known modelling patterns
(channeling constraints, redundant modelling, etc). Finding a good labelling
strategy is not obvious and usually requires long and expensive preliminary ex-
periments on a set of realistic problem instances. Performing those experiments
or defining realistic input samples is far from being simple for todays large scale
real life applications. Ideally we would not have to make a choice for a labelling

? This work has received support from the Embark Initiative of the Irish Research
Council of Science Engineering and Technology under Grant PD2002/21. We’d like
to thank Rick Wallace and Mark Hennesy of 4C for providing the problems.
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strategy at all and rather be able to use an algorithm “out-of-the-box” which
finds the best strategy itself [Pug04].

The previous observations are emphasized in the processing of distributed
constraint satisfaction problems (DisCSPs). Indeed, the distributed nature of
those problems makes any preliminary experimental step difficult since con-
strained problems usually emerge from the interaction of independent and dis-
connected agents transiently agreeing to look after a set of globally consistent
local solutions [FM02].

This work targets on those cases where bad performance in DisCSP can be
prevented by choosing a good labelling strategy and executing it in a benefiting
order within the agents. In this paper we define a notion for the risk we have to
face when choosing an agent-ordering and present the new “M-” framework3 for
the execution of distributed search. An M- portfolio executes several distributed
search strategies in parallel and let them compete and cooperate for being the
first to finish. We apply the framework in two case studies where we define
the algorithms “M-ABT” and “M-IDIBT” which improve their counterparts
ABT [YDIK92] and IDIBT [Ham02] significantly. With these case studies we can
show the benefit of competition and cooperation for the underlying distributed
search algorithms. We expect the “M-” framework to be similarily beneficial
for other tree-based DisCSP algorithms. Cooperation of distributed searches is
implemented with the aggregation of knowledge within agents and thus yields
no extra communication. The knowledge gained from all the parallel searches
is used by the agents for their local decision making in each single search. We
present two principles of aggregation and employ them in methods which are
applicable to the limited scope of the agents in DisCSP.

In the next section we define the risks we have to face in search. This can be
used as another metric (besides performance) to evaluate algorithms. In Section
3 we present the new “M-” framework. Section 4 describes our case studies and
Section 5 their empirical evaluation. Then we discuss related work, summarize
the results and outline some ideas for future work.

2 Risks in Search

Here we present two definitions of risk is search. The first notion called random-

ization risk is related to the changes in performances when the same algorithm
is applied multiple times to a single problem instance. The second notion called
selection risk represents the risk of selecting the wrong algorithm, i.e., the one
which performs poorly on the considered instance.

2.1 Randomization Risk

In [GS01] “risk” is defined as the standard deviation of the performance of one
algorithm applied to one problem multiple times. This risk increases when more
randomness is used in the algorithms.

3 M stands for Multi-Directional. “M-” searches in multiple directions, namely agent
topologies, at the same time.
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Definition 1. The R-Risk is the standard deviation of the performance of one

algorithm applied multiply to one problem.

Reducing the R-Risk leads in many cases to tradeoffs in performance [GSK98],
such that the reduction of this risk is in general not desirable. For instance, we
would in most cases rather wait between 1–10 seconds for a solution than waiting
7–8 seconds. In the latter case the risk is lower but we do not have the chance
to get the best performance.

In asynchronous and distributed systems we are not able to eliminate ran-
domness at all. Besides intended randomness (e.g. in value selection functions)
it emerges from external factors including the CPU scheduling to agents or un-
predictable times for message passing [ZM03].

To get a standpoint of the R-Risk in DisCSP we made a preliminary ex-
periment, where randomness emerged from distribution only. We solved binary
DisCSPs with the IDIBT and ABT algorithms with random message delays
and unpredictable agent-activation. It turned out that the R-Risk is in general
very high (compared to monolithic systems). Even with completely deterministic
value-selection functions the performance of different runs of the algorithm on
the same problem differed significantly. For instance, the ABT algorithm with
lexicographic labelling applied 100 times to the 10-queens problem could find
one solution in 297–5374 ms while IDIBT applied 100 times took 1640–1984 ms.
The R-Risk resulting exclusively from distribution was 807 for ABT and 96 for
IDIBT.

2.2 Selection Risk

The risk we take when we select a certain algorithm or a heuristic to be applied
within an algorithm to solve a problem will always be that this is the wrong
choice. For most problems we do not know in advance, which the best algorithm
or heuristic will be and may select one which performs much worse than others.
We’ll refer to this risk as to the Selection-Risk (S-Risk).

Definition 2. The S-Risk of a set of algorithms A is the standard deviation of

the performance of each a ∈ A applied the same number of times to one problem.

We investigated the S-Risk emerging from the chosen agent ordering in IDIBT in
a preliminary experiment on small, fairly hard random problems (15 variables, 5
values, denisty 0.3, tightness 0.4). We used one variable per agent and could thus
implement variable-orderings in the ordering of agents. We used lexicographic
value selection and four different static variable-ordering heuristics: a well-known
“intelligent” heuristic, its inverse (which should be bad) and two different blind
heuristics. As expected, we could observe that the intelligent heuristic dominates
in average but that it is not always the best. It was the fastest in 59% of the tests,
but it was also the slowest in 5% of the experiments. The second best heuris-
tic (best in 18%) was also the second worst (also 18%). The “anti-intelligent”
heuristic turned out to be the best of the four in 7% after all. The differences
between the performances were quite significant with a factor of up to 5. Applied
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to the same problems, ABT gave very similar results with a larger performance
range of up to factor 40.

3 Multi-Directional Distributed Search

By a direction in search we refer to a variable ordering. In this paper we con-
sider only static orderings but the “M-” framework can be used with dynamic
orderings as well. In DisCSP the variable ordering implies the agent topology.
Assume that each agent hosts one variable, for each constraint a directed connec-
tion between two agents/variables is imposed. The direction defines the priority
of the agents and thus in which direction backtracking is performed. In Fig-
ure 1 we show two different static agent-topologies emerging from two different
variable-ordering heuristics in DisCSP.

X2

X6

X3

X7

X1

X5

DisCSP

X4 X1

X2

X3 X4 X5

X7 X6

max-degree 
ordering

X1

X2

X3 X4

X5

X6 X7

min-degree
ordering

Fig. 1. DisCSP and agent topologies implied by variable orderings

The idea of Multi-Directional search is that several variable orderings and
thus several agent topologies are used by concurrent searches. We refer to this
idea as to the “M-” framework for DisCSP. Applied to an algorithm X it defines
a DisCSP algorithm M-X which applies X multiply in parallel. Each search
operates in its usual way on one of the previously selected topologies. In each
agent the multiple searches use separate contexts to store the various pieces
of information they require. These include for example adjacent agents, their
current value or their beliefs about the current values of other agents. Given
the topologies in Figure 1, agent X3 for example, would contain two contexts.
In the one which is related to maxDegree it would store X7 as lower prioritized
adjacent agent and in the other it would store X1. In ABT or IDIBT it would
thus address messages that notify others of new values (ok? in ABT, infoVal in
IDIBT) to agent X7 in one search effort and to X1 in the other.
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In a set of such agents different search-efforts can be made in parallel. Each
message will refer to a context and will be processed in the scope of this context.
The first search to terminate will deliver the solution or report failure. Termi-
nation detection has thus to be implemented for each of the contexts separately.
This does not yield any extra communication as shown for the multiple contexts
of IDIBT in [Ham02].

One motivation for this is to reduce the S-Risk by adding more diversity
to the used portfolio. Assuming we do not know anything about the quality
of orderings, the chance of including a good ordering in a set of M different
orderings is |M |-times higher than selecting it for execution in one search. When
we know intelligent heuristiscs we should include them but the use of many of
them will reduce the risk of bad performance for every single problem instance
(cf. experiement in Section on S-Risk). Furthermore the expected performance
is improved with the “M-” framework since always the best heuristic in the
portfolio will deliver the solution or report failure. If we have a portfolio of
orderings M where the expected runtime of each m ∈ M is t(m) then ideally
(if no overhead emerges) the system terminates after min({t(m)|m ∈ M}). The
resulting tradeoffs and overheads for this are investigated in this paper.

The tradeoff in space is linear in the number of applied orderings. Thus, it
clearly depends on the size of the data structures that need to be duplicated for
the contexts. This will include only internal data structures which are related to
the state of search. “M-” does not duplicate the whole agent. The data structures
for communication for instance are jointly used by all the concurrent search
efforts.

The tradeoff in computational costs will be described in detail in the Section
on the Empirical Evaluation.

3.1 Aggregation

Besides the idea of letting randomized algorithms compete to become “as good
as the best” the “M-” frameowrk can also use cooperation. With this we may be
able to be even “better than the best”, by accelerating the best search effort even
more by providing it with useful knowledge others have found. Cooperation is
implemented in the aggregation of knowledge within the agents. The agents use
the information gained from one search to make better decisions (value selection)
in another search. This enlarges the amount of knowledge on the basis of which
local decisions are made.

In distributed search, the only information that agents can use for aggrega-
tion is their view to the global system. With multiple contexts, the agents have
multiple views and thus more information available for their local reasoning.
In this setting, the aggregation yields no extra communication costs. It can be
performed locally and does not require any messages or blackboard-access.

In order to implement Aggregation we have to make two design decisions:
first, which knowledge is used and second, how it is used. As mentioned before
we use knowledge that is available for free from the internally stored data of the
agents. In particular this may include:
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usage. Each agent knows the values it currently has selected in each search.

support. Each agent can store currently known values of other agents (agent-
view) and the constraints that need to be satisfied with these values.

nogoods. Agents may store partial assignments that are found to be inconsis-
tent.

effort. Each agent knows for each search how much effort in terms of the
number of backtracks it has already invested.

The interpretation of this knowledge can follow two orthogonal principles: di-

versity and emulation. Diversity implements the idea of traversing the search
space in different parts simultaneously in order not to miss the part in which a
solution can be found. The concept of emulation implements the idea of cooper-
ative problem solving, where agents try to combine (partial) solutions in order
to make use of work which others have already done.

With these concepts of providing and interpreting knowledge we can define
the portfolio of aggregation methods shown in Table 1. In each box we provide
a name (to be used in the following) and a short description of which value is
preferably selected by an agent for a search.

diversity emulation

usage minUsed: the value which is
used the least in other searches

maxUsed: the value which is
used most in other searches

support – maxSupport: the value that is
most supported by constraints
wrt. current agent-views

nogood differ: the value which is least
included in nogoods

share: always use nogoods of
all searches

effort minBt: a value which is not the
current value of searches with
many backtracks

maxBt: the current value of
the search with most back-
tracks

Table 1. Methods of aggregation.

4 Algorithms

As a case study to investigate the benefit of competition and cooperation in
distributed search we implemented M-IDIBT and M-ABT.

M-IDIBT This algorithm incorporates IDIBT [Ham02] in the “M-” frame-
work. IDIBT already uses multiple contexts to perform parallel search (i.e., split-
ting of search tree). We use the contexts for different variable-orderings but apply
each of them to the complete search tree. In order to prevent the required pre-
processing of the agent topology with DisAO [Ham02] we changed the algorithm
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to add the required extra links between agents dynamically during search (sim-
ilar to the processing of “addLink”-messages in ABT). Finally we extended the
algorithm to support dynamic value selection which is essential for Aggregation.

M-ABT This algorithm incorporates ABT [YDIK92] in the “M-” framwork.
For this we implemented contexts by duplicating the local storage of current
value, agent-view and nogood-store. Storing the nogood-store multiply may have
large tradeoffs in space, but sharing it means applying Aggregation and is thus
considered separately. In M-ABT every message carries additionally the id of its
related search. No other changes were made to the original algorithm.

5 Empirical Evaluation

For the empirical evaluation of the “M-” framework we processed more than
180000 DisCSPs with M-IDIBT and M-ABT. We solved random binary prob-
lems (15 variables, 5 values), n-queens-problems with n up to 20 and quasi-
group completion problems with up to 81 agents. To compare the performance
of the algorithms we counted overall constraint checks (cc), concurrent constraint
checks(ccc), the overall number of messages(mc), the longest path of sequential
messages(smc) and the run time (t) given in seconds. All tests were run in a
Java multi-threaded simulator where each agent implements a thread using ran-
dom message delays and unpredictable thread-scheduling. All the threads were
executed in one process and thus on one processor (2Ghz Windows PC).

5.1 Basic Performance

In Figure 2 we show the median numbers of messages sent and the runtime to
find one solution by different sized portfolios on fairly hard instances (density
0.3, tightness 0.4) of random problems (sample size 300). No aggregation was
used in these experiments. The best known4 variable-ordering (maxDegree) was
used in each portfolio including those of size 1 which are equivalent to the basic
algorithms. In the larger portfolios blind orderings (lex and random) and more
instances of maxDegree were added. It can be seen that with increasing portfolio-
size there is more communication (sent messages) between agents. In the same
Figure we show the run time, which correlated strongly to smc and ccc. It can be
seen that the performance improves up to a certain point when larger portfolios
are used. In our experimental setting this point is reached with size 10. With
larger portfolios no further speedup can be achieved which would make up the
communication cost and compuational overhead.

5.2 Risks

To evaluate the risks we used the same experimental setting as before but with
random variable orderings and lexicographic value selection. This static value se-
lection would reduce the R-Risk as widely as possible. Using random orderings

4 We made preliminary experiments to determine this.
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Fig. 2. Communication and runtime in portfolios.

would eliminate the effects we get from knowledge about heuristics and allow
for a non-biased evaluation. Each portfolio was applied 100 times to one hard
random problem instance. The standard-deviation of the runtime is shown in
Figure 3 on a logarithmic scale. It can be seen that the risk is reduced signifi-
cantly with the use of portfolios. With portfolio size 20, for instance, the risks
of M-IDIBT and M-ABT are 344 and 727 smaller than the ones of IDIBT and
ABT, respectively.

5.3 Performance with Aggregation

The benefit of Aggregation which is implemented with the different value se-
lection heuristics is presented in Table 2. Each column in the table shows the
median values of at least 100 samples solved with M-IDIBT with a portfolio of
size 10 applied to 30 different hard random and quasigroup completion prob-
lems. The latter class of problems (cf. [GS01]) were encoded in a straightforward
model: N2 variables, one variable per agent, no symmetry breaking, binary con-
straints only. We solved problems with a 42% ratio of pre-assigned values which
is the peak value in the phase transition for all orders, i.e., we used the hardest
problem instances for our test.

In the table we refer to the aggregation methods introduced in Table 1, the
bottom line shows the performance with random value selection (and thus no
aggregation). When we consider the running time, it seems that the choice of
the best method depends on the problem. For the quasigroup, aggregation based
on the emulation principle seems to be better, on random problems not.
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Fig. 3. S-Risk including the R-Risk emerging from distribution.

random quasigroups
smc ccc t smc

1000

ccc

1000
t

minUsed 367 2196 1.563 102 1625 448
maxUsed 379 2118 1.437 40 635 182
minBt 392 2281 1.640 104 1330 367
maxBt 433 2541 1.820 43 694 171

maxSupp 57 5718 1.922 1.9 3727 143

random 409 2406 1.664 73 1068 298

Table 2. Performance of aggregation methods.

Interestingly, message passing operations present a different picture. It can
be seen that maxSupport uses by far the least messages. These operations are
reduced by a factor of 7 (resp. 38) for random (resp. quasigroups) problems.
However, it cannot outperform the others significantly because the computation
of this aggregation method is relatively costly. To this respect there is, however,
potential since we do not use an incremental algorithm for this. Nevertheless,
message passing are the most critical operations in real systems and this for either
long latencies or high energy consumption (e.g., ad-hoc networks [FM02]). The
previous remark makes the maxSupport aggregation method really promising.

5.4 Overall Performance

In order to evaluate the relevance of the “M-” framework we investigated how it
scales in larger and more structured problems. For this we applied good configu-
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rations found in the previous experiments to the well-known quasigroup comple-
tion problem. Table 3 shows the experimental results of distributed search algo-
rithms on problems of different orders. ABT and IDIBT used the domain/degree
variable ordering, which was tested best in preliminary experiments. In the
larger portfolios we used domain/degree and additional other heuristics includ-
ing maxDegree, minDomain, lex and random. In all portfolios Aggregation with
the method maxUsed was applied. For each order we show the median runtime
(in seconds) to solve 20 different problems (once each) and the number of solved
problems. When less than 10 instances could be solved within a timeout of two
hours we naturally cannot provide meaningful median results. In the experi-
ments with M-ABT we have also observed runs which were aborted because of
memory problems in our simulator. For order 8 these were about one third of the
unsolved problems, for order 9 this problem occurred in all unsuccessful tests.
This memory problem arising from the nogood-storage of ABT was addressed
in [BBMM05] and is not subject to this research.

5 6 7 8 9

ABT 0.3, 20 -, 8 -, 1 -, 0 -, 0
size 5 0.5, 20 5.9, 19 35.8, 14 -, 2 -, 0
size 10 0.6, 20 6.1, 20 40.6, 17 -, 8 -, 1

IDIBT 1.8, 20 12.4, 20 234, 20 4356, 16 -, 5
size 5 0.2, 20 0.9, 20 9.3, 20 709, 20 -, 6
size 10 0.3, 20 1.7, 20 8.2, 20 339, 20 -, 8

Table 3. Median performance and instances solved (out of 20) of quasigroup comple-
tion problems with 42% pre-assigned values.

From the successful tests it can be seen that portfolios improve the median
performance of IDIBT significantly. In the problems of order 7 a portfolio of
10 was 28 times faster than the regular IDIBT. Furthermore, portfolios seem
to become more and more beneficial in larger problems as the portfolio of size
10 seems to scale better than smaller one. ABT does not benefit in the median
runtime but the reduced risk makes a big difference. With the portfolio we could
solve 14 resp. 17 instances of order 7 problems whereas the plain algorithm could
only solve one.

5.5 Idle Time

To complete the presentation of our experimental results let us consider time
utilization in distributed search. It appears that both considered classical al-
gorithms underuse available resources. This is figured in the first two columns
of Table 4 for various problem classes. The numbers represent the average idle
times (10-100 samples) of the agents. These idle times can be used “for free” to
perform further computations in concurrent search efforts. The M- framework
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with a portfolio of size 10 applied to the same problems makes a better use of
computational resources and this can be understood as an important decrease
in idle times for either M-ABT or M-IDIBT.

problem class idle time of agents
ABT IDIBT M-ABT M-IDIBT

easy random 87% 92% 56% 47%
hard random 92% 96% 39% 59%
n-queens 91% 94% 48% 52%
hard quasigroups 87% 93% 28% 59%

Table 4. Idle times of agents in DisCSP.

6 Related Work

The benefit of cooperating searches executed in parallel was first investigated for
CSP in [HH93]. They used multiple agents, each of which executed one mono-
lithic search algorithm. Agents cooperated by writing/reading hints to/from a
common blackboard. The hints were partial solutions or nogoods its sender has
found and the receiver could re-use them in its efforts. In contrast to our work,
this multi-agent system was an artefact created for the cooperation. Thus the
overhead it produced, especially when not every agent could use its own proces-
sor, added directly to the overall performance. Another big difference between
Hogg’s work and ours is that DisCSP agents do not have a global view of the
searches and can thus only communicate what’s in their agent-view which usually
captures partial solutions for comparably few variables only.

Later the expected performance and the expected (Randomization-) risk in
portfolios of algorithms was investigated in [GS97,GS01]. No cooperation be-
tween the processes was used here. In the newer paper the authors concluded
that portfolios, provided there are enough processors, reduce the risk and im-
prove the performance. When algorithms do not run in parallel (i.e., when not
each search can use its own processor) the portfolio approach becomes equivalent
to random restarts [GSK98]. Using only one processor, the expected performance
and risk of both are equivalent. In contrast to Gomes and Selman we cannot al-
locate search processes to CPUs. In DisCSP we have to allocate each agent,
which participates in every search, to one process. Thus the load-balancing is
performed by the agents and not by the designer of the portfolio. In this paper
we consider agents that do this on a first-come-first-serve basis. Furthermore we
use cooperation between the agents and the parallelism is not an overhead-prune
artefact.

Distributed interleaved search was presented for the first time in [Ham99].
This work was a generalization of the DIBT algorithm [HBQ98] into IDIBT.
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The idea was to break the search space in independent subspaces simultaneously
explored by the agents. Within each agent the search was interleaved between
different contexts, i.e., subspaces. Between agents, true parallelism was achieved
by agents independence i.e., two agents could simultaneously explore disjoint
subspaces.

7 Conclusion and Future Work

In this paper we have presented a new generic framework for the execution
of DisCSP algorithms. We have tested it with two standard methods but any
tree-based distributed search should easily fit in the M- framework. The frame-
work executes a portfolio of cooperative DisCSP algorithms with different agent-
orderings concurrently until the first of them terminates.

This use of heterogeneous portfolios is shown to be very beneficial. It im-
proves the performance and reduces the risk of distributed search. With our
framework we were able to achieve a speedup of one order of magnitude while
reducing the risk by up to three orders of magnitude compared to the tradi-
tional execution of the used algorithm. The portfolios seem to make a better
use of computational resources by reducing the idle time of agents. This is the
first of two special advantages of the application of portfolios in DisCSP: we do
not have to artificially add parallelism and the related overhead but can use idle
resources instead.

We analysed and defined distributed cooperation with respect to two or-
thogonal principles diversity and emulation. Each principle was applied without
overhead within the limited scope of each agent’s knowledge. This is the second
special advantage of using aggregation in DisCSP: aggregation yields no com-
municational costs and preserves privacy because processes are not related to
search efforts but to agents instead.

Our present results greatly improve the applicability of DisCSP algorithms
by providing greater efficiency and robustness to two classical tree search al-
gorithms. In future work we would like to investigate how portfolios are best
composed and how they could implement a more informed cooperation (beyond
agent’s scope). The composition can be studied with different hand-made port-
folios or by dynamically adapting the portfolio during search. The latter will
provide more resources to the most promising efforts. Finally, heterogeneous
portfolios should be considered. They could involve various tree- and local-search
combined with some distributed consistency-enforcement method.
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Abstract. An algorithm that performs asynchronous backtracking on distributed
CSPs, with dynamic ordering of agents is proposed,ABT DO. Agents pro-
pose reorderings of lower priority agents and send these proposals whenever they
send assignment messages. Changes of ordering triggers a different computation
of Nogoods. The dynamic ordered asynchronous backtracking algorithm uses
polynomial space, similarly to standardABT .
TheABT DO algorithm with three different ordering heuristics is compared to
standardABT on randomly generatedDisCSPs. A Nogood-triggeredheuris-
tic, inspired by dynamic backtracking, is found to outperform static orderABT
by a large factor in run-time and improve the network load.

1 Introduction

Distributed constraint satisfaction problems (DisCSPs) are composed of agents, each
holding its local constraints network, that are connected by constraints among variables
of different agents. Agents assign values to variables, attempting to generate a locally
consistent assignment that is also consistent with all constraints between agents (cf.
[Yokoo, 2000,Solotorevskyet al., 1996]). To achieve this goal, agents check the value
assignments to their variables for local consistency and exchange messages with other
agents, to check consistency of their proposed assignments against constraints with
variables owned by different agents [Bessiereet al., 2005].

Distributed CSPs are an elegant model for many every day combinatorial problems
that are distributed by nature. Take for example a large hospital that is composed of
many wards. Each ward constructs a weekly timetable assigning its nurses to shifts. The
construction of a weekly timetable involves solving a constraint satisfaction problem for
each ward. Some of the nurses in every ward are qualified to work in theEmergency
Room. Hospital regulations require a certain number of qualified nurses (e.g. for Emer-
gency Room) in each shift. This imposes constraints among the timetables of different
wards and generates a complex Distributed CSP [Solotorevskyet al., 1996].

A search procedure for a consistent assignment of all agents in a distributed CSP
(DisCSP ), is a distributed algorithm. All agents cooperate in search for a globally
consistent solution. The solution involves assignments of all agents to all their variables
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and exchange of information among all agents, to check the consistency of assignments
with constraints among agents.

Asynchronous Backtracking(ABT ) is one of the most efficient and robust algo-
rithms for solving distributed constraints satisfaction problems.ABT was first pre-
sented byY okoo [Yokoo et al., 1998,Yokoo, 2000] and was developed further and stud-
ied in [Hamadi, 2001,Bessiereet al., 2001,Silaghi and Faltings, 2005,Bessiereet al., 2005].
Agents in theABT algorithms perform assignments asynchronously against their cur-
rent view of the systems state. The method performed by each agent is in general simple.
Later versions ofABT use polynomial space memory and perform dynamic backtrack-
ing [Bessiereet al., 2001,Bessiereet al., 2005]. The versions of asynchronous back-
tracking presented in all of the above studies use a static priority order among all agents.

In centralizedCSPs, dynamic variable ordering is known to be an effective heuris-
tic for gaining efficiency [Dechter, 2003]. Recent studies have shown that the same is
true for algorithms which perform sequential (synchronous) assignments in Distributed
CSPs [Nguyenet al., 2004,Brito and Meseguer, 2004]. These studies suggest heuris-
tics of agent/variable ordering and empirically show large gains in efficiency over the
same algorithms performing with static order. These results are the basic motivation for
exploring the possibilities for dynamic reordering of asynchronous backtracking.

In [Hamadi, 2001] the authors present a distributed ordering algorithm, according to
the properties of the constraints graph. Once the order is determined, the asynchronous
backtracking algorithm uses this fixed order.

An asynchronous algorithm with dynamic ordering was proposed by [Yokoo, 1995],
Asynchronous Weak Commitment (AWC). According to [Yokoo, 2000],AWC out-
performsABT . However, in order to be complete,AWC uses exponential space which
makes it impractical for solving hard instances of even smallDisCSPs.

An attempt to combineABT with AWC was reported by [Silaghiet al., 2001]. In
order to perform asynchronous finite reordering operations [Silaghiet al., 2001] sug-
gest that the reordering operation will be performed by abstract agents. The results
presented in [Silaghiet al., 2001] show minor improvements to static orderABT .

The present paper proposes a simple algorithm for dynamic ordering in asynchronous
backtracking,ABT DO that uses polynomial space, as standardABT . In the proposed
algorithm the agents of theDisCSP choose orders dynamically and asynchronously.
Agents inABT DO perform according to the current, most updated order they hold.
Each order is time-stamped according to agents assignment. The method of time-stamp
for defining the most updated order is the same that is used in [Nguyenet al., 2004] for
choosing the most updated partial assignment. A simple array of counters represents the
priority of a proposed order, according to the global search tree. Each agent can change
the order of all agents with lower priority. An agent can propose an order change each
time it replaces its assignment.

Having established a correct algorithm for dynamic variable ordering inABT , one
needs to investigate ordering heuristics. Surprisingly, some of the heuristics which are
very effective for sequential assignments distributed algorithms, do not improve the
run-time ofABT . It turns out that an ordering heuristic, based onDynamic Backtrack-
ing [Ginsberg, 1993], is very successful (see Section 6).
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DistributedCSPs are presented in Section 2. A description of the standardABT
algorithm is presented in Section 3. Asynchronous backtracking with dynamic ordering
(ABT DO) is presented in Section 4. Section 5 introduces a correctness and com-
pleteness proof forABT DO. An extensive experimental evaluation, which compares
ABT to ABT DO with several ordering heuristics is in Section 6. The experiments
were conducted on randomly generatedDisCSPs.

2 Distributed Constraint Satisfaction

A distributed constraints network (or a distributed constraints satisfaction problem -
DisCSP) is composed of a set ofk agentsA1, A2, ..., Ak. Each agentAi contains
a set of constrained variablesXi1 , Xi2 , ..., Xini

. Constraints orrelations R are sub-
sets of the Cartesian product of the domains of the constrained variables. For a set
of constrained variablesXik

, Xjl
, ..., Xmn

, with domains of values for each variable
Dik

, Djl
, ..., Dmn

, the constraint is defined asR ⊆ Dik
×Djl

× ...×Dmn
. A binary

constraint Rij between any two variablesXj andXi is a subset of the Cartesian prod-
uct of their domains;Rij ⊆ Dj × Di. In a distributed constraint satisfaction problem
DisCSP, the agents are connected by constraints between variables that belong to dif-
ferent agents [Yokooet al., 1998,Solotorevskyet al., 1996]. In addition, each agent has
a set of constrained variables, i.e. alocal constraint network.

An assignment (or a label) is a pair< var, val >, wherevar is a variable of some
agent andval is a value fromvar’s domain that is assigned to it. Acompound label
is a set of assignments of values to a set of variables. Asolution P to a DisCSPis a
compound label that includes all variables of all agents, that satisfies all the constraints.
Agents check assignments of values against non-local constraints by communicating
with other agents through sending and receiving messages.

The following assumptions are routinely made in studies ofDisCSPs and are as-
sumed to hold in the present study [Yokoo, 2000,Bessiereet al., 2005].

1. All agents hold exactly one variable.
2. The amount of time that passes between the sending and the receiving of a message

is finite.
3. Messages sent by agentAi to agentAj are received byAj in the order they were

sent.

3 Asynchronous Backtracking (ABT )

TheAsynchronous Backtrackingalgorithm, was presented in several versions over the
last decade and is described here in the form of the more recent papers
[Yokoo, 2000,Bessiereet al., 2005]. In the ABT algorithm, agents hold an assignment
for their variables at all times, which is consistent with their view of the state of the
system (i.e. theirAgent view). When the agent cannot find an assignment which is
consistent with itsAgent view, it changes its view by eliminating a conflicting assign-
ment from itsAgent view data structure. It then sends back aNogood which is based
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when received(ok?, (xj , dj)) do
1. add(xj , dj) to agent view;
2. check agent view;end do;

when received(nogood, xj , nogood) do
1. add nogood to nogood list;
2. whennogood contains an agentxk that is not a neighbordo
3. requestxk to addxi as a neighbor,
4. and add(xk, dk) to agent view; end do;
5. old value← current value; check agent view;
6. whenold value = current value do
7. send (ok?, (xi, current value)) to xj ; end do; end do;

procedurecheck agent view
1. whenagent view andcurrent value are not consistentdo
2. if no value inDi is consistent withagent view then backtrack;
3. elseselectd ∈ Di whereagent view andd are consistent;
4. current value← d;
5. send(ok?,(xi, d)) to low priority neighbors; end if ;end do;

procedurebacktrack
1. nogood← resolve Nogoods;
2. if nogood is an empty setdo
3. broadcast to other agents that there is no solution;
4. terminate this algorithm;end do;
5. select(xj , dj) wherexj has the lowest priority in nogood;
6. send(nogood, xi, nogood) to xj ;
7. remove(xj , dj) from agent view; end do;
8. check agent view

Fig. 1.Standard ABT algorithm

on its former inconsistentAgent view and makes another attempt to assign its variable
[Yokoo, 2000,Bessiereet al., 2005].

The code of the Asynchronous Backtracking algorithm (ABT ) is presented in fig-
ure 1.ABT has a total order of priorities among agents. Agents hold a data structure
calledAgent view which contains the most recent assignments received from agents
with higher priority. The algorithm starts by each agent assigning its variable, and send-
ing the assignment to neighboring agents with lower priority. When an agent receives
a message containing an assignment (anok? message [Yokoo, 2000]), it updates its
Agent view with the received assignment and if needed replaces its own assignment,
to achieve consistency (first procedure in Figure 1). Agents that reassign their vari-
able, inform their lower priority neighbors by sending themok? messages (Procedure
check agent view, lines 3-5). Agents that cannot find a consistent assignment, send
the inconsistent tuple in theirAgent view in a backtrack message (aNogood mes-
sage [Yokoo, 2000]) and remove from theirAgent view the assignment of the lowest
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priority agent in the inconsistent tuple. In the simplest form of theABT algorithm, the
completeAgent view is sent as aNogood [Yokoo, 2000]. TheNogood is sent to the
lowest priority agent whose assignment is included in theNogood. After the culprit
assignment is removed from theAgentViewthe agent makes another attempt to assign
its variable by calling procedurecheck agent view (procedurebacktrack in Figure 1).

Agents that receive aNogood, check its relevance against the content of their
Agent view. If the Nogood is relevant the agent stores it, and tries to find a consis-
tent assignment. If the agent receiving theNogood keeps its assignment, it informs the
Nogood sender by resending it anok? message with its assignment. An agentAi which
receives aNogood containing an assignment of agentAj which is not included in its
Agent view, adds the assignment ofAj to itsAgent view and sends a message toAj

asking it to add a link between them, i.e. informAi about all assignment changes it
performs in the future (second procedure in Figure 1).

The performance ofABT can be improved immensely by requiring agents to read
all messages they receive before performing computation [Yokoo, 2000,Bessiereet al., 2005].
This technique was found to improve the performance ofAsynchronous Backtracking
on the harder instances of randomly generated Distributed CSPs by a large factor
[Zivan and Meisels, 2003,Brito and Meseguer, 2004].

Another improvement to the performance ofABT can be achieved by using the
method for resolving inconsistent subsets of theAgent view, based on methods of
dynamic backtrack. A version ofABT that uses this method was presented in
[Bessiereet al., 2005]. In all the experiments in this paper, a version ofABT which
includes both of the above improvements is used. Agents read all incoming messages
that were received before performing computation andNogoods are resolved, using the
dynamic backtracking method.

4 ABT with Dynamic Ordering

For simplicity of presentation we assume that agents sendorder messages to all lower
priority agents. In the more realistic form of the algorithm, agents sendorder messages
only to their lower priorityneighbors. Both versions are proven correct in section 5.

Each agent inABT DO holds aCurrent order which is an ordered list of pairs.
Every pair includes the ID of one of the agents and a counter. Each agent can propose
a new order for agents that have lower priority, each time it replaces its assignment. An
agentAi can propose an order according to the following rules:

1. Agents with higher priority thanAi andAi itself, do not change priorities in the
new order.

2. Agents with lower priority thanAi, in the current order, can change their priorities
in the new order but not to a higher priority thanAi itself.

The counters attached to each agent ID in theorder list form a time-stamp. Initially,
all time-stamp counters are zero and all agents start with the sameCurrent Order.
Each agent that proposes a new order changes the order of the pairs in its ordered list
and updates the counters as follows:
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1. The counters of agents with higher priority thanAi, according to theCurrent order,
are not changed.

2. The counter ofAi is incremented by one.
3. The counters of agents with lower priority thanAi in theCurrent order are set to

zero.

Consider an example in which agentA2 holds the followingCurrent order:
(1, 4)(2, 3)(3, 1)(4, 0)(5, 1). There are 5 agentsA1...A5 and they are ordered according
to their IDs from left to right. After replacing its assignment it changes the order to:
(1, 4)(2, 4)(4, 0)(5, 0)(3, 0). In the new order, agentA1 which had higher priority than
A2 in the previous order keeps its place and the value of its counter does not change.A2

also keeps its place and the value of its counter is incremented by one. The rest of the
agents, which have lower priority thanA2 in the previous order, change places as long
as they are still located lower thanA2. The new order for these agents isA4, A5, A3

and their counters are set to zero.
In ABT , agents sendok? messages to their neighbors whenever they perform an

assignment. InABT DO, an agent can choose to change itsCurrent order after
changing its assignment. If that is the case, beside sendingok? messages an agent sends
order messages to all lower priority agents. Theorder message includes the agent’s
newCurrent order. An agent which receives anorder message must determine if the
received order is more updated than its ownCurrent order. It decides by comparing
the time-stamps lexicographically. Since orders are changed according to the above
rules, every two orders must have a common prefix of the agents IDs since the agent
that performs the change does not change its own position and the positions of higher
priority agents. In the above example the common prefix includes agentsA1 andA2.
Since the agent proposing the new order increases its own counter, when two different
orders are compared, at lease one of the time-stamp counters in the common prefix is
different between the two orders. The more updated order is the one for which the first
different counter in the common prefix is larger. In the example above, any agent which
will receive the new order will know it is more updated than the previous order since
the first pair is identical, but the counter of the second pair is larger.

When an agentAi receives an order which is more up to date than itsCurrent order,
it replaces itsCurrent order by the received order. The new order might change the lo-
cation of the receiving agent with respect to other agents (in the newCurrent order).
In other words, one of the agents that had higher priority thanAi according to the old
order, now has a lower priority thanAi or vise versa. Therefore,Ai rechecks the con-
sistency of its current assignment and the validity of its storedNogoods according to
the new order. If the current assignment is inconsistent according to the new order, the
agent makes a new attempt to assign its variable. InABT DO agents sendok? mes-
sages to all constraining agents (i.e. their neighbors in the constraints graph). Although
agents might hold in theirAgent views assignments of agents with lower priorities,
according to theirCurrent order, they eliminate values from their domainonly if they
violate constraints with higher priority agents.

A Nogood message is always checked according to theCurrent order of the re-
ceiving agent. If the receiving agent is not the lowest priority agent in theNogood
according to itsCurrent order, it sends theNogood to the lowest priority agent and
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when received (ok?,(xj , dj) do:
1. add(xj , dj) to agent view;
2. remove inconsistentnogoods;
3. check agent view;

when received (order,received order) do:
1. if (received order is more updated thanCurrent order)
2. Current order ← received order;
3. remove inconsistent nogoods;
4. check agent view;

when received(nogood, xj , nogood) do
1. if (nogood contains an agentxk with lower priority thanxi)
2. send (nogood, (xi, nogood)) to xk;
3. send (ok?, (xi, current value) to xj ;
4. else
5. if (nogood consistent with{Agent view ∪ current assignment} )
6. storenogood;
7. if (nogood contains an agentxk that is not its neighbor)
8. requestxk to addxi as a neighbor;
9. add(xk, dk) to agent view;
10. check agent view;
11. else
12. send (ok?, (xi, current value)) to xj ;

Fig. 2.The ABT DO algorithm (first part)

sends anok? message to the sender of theNogood. This is a similar operation to that
performed in standardABT for any unacceptedNogood.

Figures 2 and 3 present the code of asynchronous backtracking with dynamic or-
dering (ABT DO).

When anok? message is received (first procedure in Figure 2), the agent updates
theAgent view and removes inconsistentNogoods. Then it callscheck agent view
to make sure its assignment is still consistent.

A new order received in an order message is accepted only if it is more up to date
than theCurrent order (second procedure of Figure 2). If so, the received order is
stored andcheck agent view is called to make sure the current assignment is consistent
with the higher priority assignments in theAgent view.

When aNogood is received (third procedure in Figure 2) the agent first checks if it
is the lowest priority agent in the receivedNogood, according to theCurrent order. If
not, it sends theNogood to the lowest priority agent and anok? message to theNogood
sender (lines 1-3). If the receiving agent is the lowest priority agent it performs the same
operations as in the standardABT algorithm (lines 4-12).
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procedurecheck agent view
1. if (current assignment is not consistent with all

higher priority assignments inagent view)
2. if (no value inDi is consistent with all higher priority

assignments inagent view)
3. backtrack;
4. else
5. selectd ∈ Di whereagent view andd are consistent;
6. current value← d;
7. Current order← choosenew order
8. send(ok?,(xi, d)) to neighbors;
9. send(order,Current order) to lower priority agents;

procedurebacktrack
1. nogood← resolve inconsistent subset;
2. if (nogood is empty)
3. broadcast to other agents that there is no solution;
4. stop;
5. select (xj , dj) wherexj has the lowest priority in nogood;
6. send (nogood, xi, nogood) to xj ;
7. remove(xj , dj) from agent view;
8. remove allNogoods containing(xj , dj);
9. check agent view;

Fig. 3.The ABT DO algorithm(second part)

Procedurebacktrack (Figure 3) is the same as in standardABT . TheNogood is
resolved and the result is sent to the lower priority agent in theNogood, according to
theCurrent order.

Procedurecheck agent view (Figure 3) is very similar to standardABT but the
difference is important (lines 5-9). If the current assignment is not consistent and must
be replaced and a new consistent assignment is found, the agent chooses a new order
as itsCurrent order (line 7) and updates the corresponding time-stamp. Next,ok?
messages are sent to all neighboring agents. The new order and its time-stamp counters
are sent to all lower priority agents.

5 Correctness ofABT DO

In order to prove the correctness of theABT DO algorithm we first establish two facts
by proving the following lemmas:

Lemma 1 The highest priority agent in the initial order remains the highest priority
agent in all proposed orders.

The proof for Lemma 1 is immediate from the two rules of reordering. Since no
agent can propose a new order which changes the priority of higher priority agents and
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its own priority, no agent including the first can move the highest priority agent to a
lower position.�

Lemma 2 When the highest priority agent proposes a new order, it is more up to date
than all previous orders.

This proof is again immediate. In all previous orders the time-stamp counter of the
first agent is smaller than the counter of the time-stamp counter of the first agent in the
new proposed order.�

To prove correctness of a search algorithm forDisCSPs one needs to prove that
it is sound, complete and that it terminates.ABT DO, like ABT , reports a solution
when all agents are idle and no messages are sent. Its soundness follows from the
soundness ofABT [Bessiereet al., 2005]. One point needs mentioning. Since no mes-
sages are traveling in the system in the idle state, all overriding messages have arrived
at their destinations. This means that for every pair of constraining agents an agree-
ment about their pairwise order has been achieved. One of each pair of constraining
agents checks their constraint and no messages mean no violations, as in the proof for
ABT [Bessiereet al., 2005].

To prove the completeness and termination ofABT DO we use induction on the
number of agents (i.e. number of variables) in theDisCSP . For a single agentDisCSP
the order is static therefore the completeness and termination ofABT implies the same
for ABT DO. AssumeABT DO is complete and terminates for everyDisCSP with
k agents wherek < n. Consider aDisCSP with n agents. According to Lemma 1 the
agent with the highest priority in the initial order will not change its place. The highest
priority agent assigns its variable for the first time and sends it along with its order pro-
posal to other agents. The remainingDisCSP hasn − 1 agents and its initial order is
that proposed by the first agent (all other orders are discarded according to Lemma 2).
By the induction assumption the remainingDisCSP is complete and terminates. If
a solution to the inducedDisCSP is found, this means that the lower priorityn − 1
agents are idle. So is the first (highest priority) agent since none of the others sends it
any message. If a solution is not found, by then − 1 lower priority agents, a single
assignmentNogood will be sent to the highest priority agent which will cause it to re-
place its assignment. The new assignment of the first agent and the new order proposed
will induce a newDisCSP of sizen−1. The search on this newDisCSP of sizen−1
is also complete and terminates according to the induction assumption. The number of
inducedDisCSPs, created by the assignments of the highest priority agent is bound
by the size of its domain. Therefore, the algorithm will terminate in a finite time.

The algorithm is complete since a solution to theDisCSP must include one of
the highest priority agent value assignments, which means that one of the induced
DisCSPs includes a solutioniff the originalDisCSP includes a solution. This com-
pletes the correctness proof ofABT DO �

If the network model, or privacy restraints, enable agents to communicate only with
their neighbors in the constraints network, some small changes are needed in order to
keep the algorithm correct. First, agents must be allowed to change only the order of
lower priority neighbors. This means that the methodchoosenew order, called in
line 7 of procedurecheck agent view, changes the order by switching between the po-
sition of lower priority neighbors and leaving other lower priority agent at their current
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position. Second, whenever an updated order message is received, an agent informs its
neighbors of its newCurrent order.

In order to prove that the above two changes do not affect the correctness of the
algorithm we first establish the correctness of Lemmas 1 and 2 under these changes.
Lemma 1 is not affected by the change since the rules for changing agents positions
have become more strict, and still do not allow to change the position of higher priority
agents. Lemma 2 holds because the time-stamp mechanism which promises its correct-
ness has not changed. These Lemmas are the basis for the correctness of the induction
which proves the algorithm is complete and terminates. However, we still need to prove
the algorithm is sound. One of the assumptions that our soundness proof dependent on
was that an idle state of the system would mean that every constrained couple of agents
agrees on the order between them. This claim might not hold since the most up to date
order is not sent to all agents. The following Lemma proves this claim is still true after
the changes in the algorithm:

Lemma 3 When the system reaches an idle state, every pair of constrained agents hold
the same order.

According to the changes described above, whenever one of the constrained agents
receives an updated order message, it informs its neighbors. Therefore, all agents which
have constraints with it will be notified and hold the updated order. If two agents are
not informed with the most updated order, this would mean both of them are not lower
priority neighbors of the reordering agent and as a result their current position in the
order stays the same.

Lemma 3 implies that the algorithm is still sound according to our previous proof.�

6 Experimental Evaluation

The common approach in evaluating the performance of distributed algorithms is to
compare two independent measures of performance - time, in the form of steps of com-
putation [Lynch, 1997,Yokoo, 2000], and communication load, in the form of the total
number of messages sent [Lynch, 1997].

Non concurrent steps of computation, are counted by a method similar to that
of [Lamport, 1978,Meiselset al., 2002]. Every agent holds a counter of computation
steps. Every message carries the value of the sending agent’s counter. When an agent
receives a message it updates its counter to the largest value between its own counter
and the counter value carried by the message. By reporting the cost of the search as the
largest counter held by some agent at the end of the search, a measure of non-concurrent
search effort that is close to Lamports logical time is achieved [Lamport, 1978]. If
instead of steps of computation, the number of non concurrent constraints check is
counted (NCCCs), then the local computational effort of agents in each step is mea-
sured [Meiselset al., 2002].

Experiments were conducted on random networks of constraints ofn variables,k
values in each domain, a constraints density ofp1 and tightnessp2 (which are com-
monly used in experimental evaluations of CSP algorithms [Smith, 1996]). All three
sets of experiments were conducted on networks with 20 agents (n = 20) each holding
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Fig. 4. Non concurrent constraints checks performed byABT andABT DO using different
order heuristics on low density DisCSPs (p1 = 0.4).

exactly one variable, 10 values for each variable (k = 10) and two values of constraints
densityp1 = 0.4 andp1 = 0.7. The tightness valuep2, is varied between 0.1 and 0.9,
to cover all ranges of problem difficulty. For each pair of fixed density and tightness
(p1, p2) 50 different random problems were solved by each algorithm and the results
presented are an average of these 50 runs.

ABT DO is compared to the run of standardABT . For ordering variables in
ABT DO three different heuristics were used.

1. Random: each time an agent changes its assignment it randomly orders all agents
with lower priorities in itsCurrent order.

2. Domain-Size: This heuristic is inspired by the heuristics used for sequential assign-
ing algorithms in [Brito and Meseguer, 2004]. Domain sizes are calculated based
on the fact that each agent that performs an assignment sends its current domain
size to all other agents. Every agent that replaces an assignment, orders the lower
priority agents according to their domain size from the smallest to the largest.

3. Nogood-Triggered: Agents change the order of the lower priority agents only when
they receive aNogood which eliminates their current assignment. In this case the
agent moves the sender of theNogood to be in front of all other lower prior-
ity agents. This heuristic was first used for dynamic backtracking in centralized
CSPs [Ginsberg, 1993].

Figure 4 presents the computational effort in number of non concurrent constraints
checks to find a solution, performed byABT andABT DO using the above three
heuristics. The algorithms solve low densityDisCSPs with p1 = 0.4. ABT DO with
random ordering does not improve the results of standardABT . ABT DO which uses
domain sizes to order the lower priority agents performs slightly better thanABT .
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Fig. 5. Total number of messages sent byABT andABT DO on low density DisCSPs (p1 =
0.4).

The largest improvement is gained by using theNogood-trigerredheuristic. For the
hardestDisCSP instances,ABT DO with the Nogood-trigerredheuristic improves
the performance of standardABT by a factor of 5.

Fig. 6. Non concurrent constraints checks performed byABT andABT DO using different
order heuristics on high density DisCSPs (p1 = 0.7).
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Fig. 7. Total number of messages sent byABT andABT DO on high density DisCSPs (p1 =
0.7).

Figure 5 presents the total number of messages sent by the algorithms for the same
problems. WhileABT DO with random ordering heuristic shows similar run time
results to standardABT it sends almost twice as many messages. This can be expected
since inABT DO agents send additionalorder messages andok? messages to all their
neighbors while in standardABT , ok? messages are sent only to lower priority agents.
ABT DO with domain size ordering sends more messages than standardABT but
less than the random ordering version. The really interesting result is thatABT DO
with the Nogood-triggered heuristic sendsless messages thanABT . Counting the
additionalok? messages (sent to higher priority agents) and theorder messages, it still
sends less messages than standardABT on the hardestDisCSP instances.

Figures 6 and 7 present similar results in runtime, for high densityDisCSPswith
p1 = 0.7. Clearly, the influence of good ordering heuristics on the performance of the
algorithm is independent of network density. The results in total communication are
closer than in the low density case.

7 Discussion

Dynamic ordering is a powerful heuristic used to improve the run-time of centralized
CSP algorithms [Dechter, 2003] and of distributedCSP algorithms with sequential
assignments [Brito and Meseguer, 2004,Nguyenet al., 2004]. The results in the previ-
ous section, show that dynamic ordering must be combined with the right heuristic
in order to improve the run-time and justify the overhead in message load of asyn-
chronous backtracking. A random order heuristic does not improve the run-time of stan-
dardABT and sends many more messages. Surprisingly, ordering the agents accord-
ing to their domain size does not gain a large improvement as reported for sequential
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(synchronous) assignments algorithms by [Brito and Meseguer, 2004]. This can be ex-
plained by the fact that asynchronous backtracking prunes theDisCSP search tree by
storingNogoods which prevent it from trying to extend inconsistent tuples.Nogoods
are discarded in standardABT whenever they become irrelevant [Bessiereet al., 2005].
In ABT DO, this can happen when an agent holding aNogood changes places with
one of the other agents whose assignment appears in theNogood. This generates the
need for additional (redundent) messages reporting the sameNogoods.

On the other hand, theNogood triggered heuristic, inspired byDynamic Backtrack-
ing [Ginsberg, 1993] was found to be very effective. In this heuristic, the above example
of losing useful information cannot occur.Nogoods are resolved and created accord-
ing to dynamic backtracking. They include all the conflicting assignments held by the
Nogood sender. An agent that is moved to a higher priority position in the order, is
moved lower than all the agents with conflicting assignments, therefore noNogoods
are discarded. The results show that this heuristic is very effective in both measures,
run-time and network load. The improvement in network load is particularly striking in
view of the additional ordering messages ofABT DO.

8 Conclusions

Most of the studies ofAsynchronous Backtrackingused a static order of agents and vari-
ables [Hamadi, 2001,Yokoo, 2000,Bessiereet al., 2005,Silaghi and Faltings, 2005]. An
exponential space algorithm using dynamic ordering has shown improvement in run-
time overABT [Yokoo, 2000]. The only study that suggested dynamic ordering in
ABT with polynomial space used a complex method including additional abstract
agents [Silaghiet al., 2001]. The results presented in [Silaghiet al., 2001] show a mi-
nor improvement compared to standard, static order,ABT .

The present study proposes a simple way of performing dynamic ordering inABT
with polynomial space. The ordering is performed as in sequential assignment algo-
rithms by each agent changing only the order of agents following it in the former order.
A simple method of time-stamping [Nguyenet al., 2004] is used to determine the most
updated proposed order.

When a heuristic order inspired by dynamic backtracking [Ginsberg, 1993] is used
to dynamically reorder agents, there is a significant improvement in run-time and net-
work load over standardABT .
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Abstract. We show how the Asynchronous Backtracking Algorithm, a well
known distributed constraint satisfaction algorithm, produces unnecessary mes-
sages. Our new optimized algorithm reduces the number of messages by imple-
menting message management mechanism. Tests show our algorithm significantly
reduces the total number of messages sent and drastically reduces the number of
cycles used when solving instances of the graph coloring problem.

1 Introduction

The Asynchronous BackTracking (ABT) algorithm is a well known algorithm for
solving distributed constraint satisfaction problems. Many problems that arise in
multiagent systems can be reduced to a distributed constraint satisfaction prob-
lem and this approach has lead to successful multiagent applications. However,
our analysis of the ABT algorithm has revealed some room for improvement.
Specifically, we have found that ABT sends needless messages. In this paper we
present our improved ABT algorithm along with tests that show how our im-
proved version can reduce the number of messages sent to about 67% and the
number of cycles to about 25% of those in the original algorithm.

Section 2 starts with the formal description of a constraint satisfaction prob-
lem and its distributed variation. Section 3 presents the ABT algorithm and
Section 4 gives our analysis of it. Section 5 then presents our improved version
of ABT. We show the test results in Section 6, the related work is in Section 7
and our conclusion is given in Section 8.

2 The CSP Problem

In a Constraint Satisfaction Problem (CSP) the goal is to find a consistent
assignment of values for a set of variables [1]. Formally, a CSP consists of n
variables x1, x2, ..., xn, whose values are taken from finite, discrete domains
D1, D2, . . . , Dn, respectively, and a set of constraints on their values. A constraint
is defined by a predicate. The constraint pk(xk1 , xk2 , . . . , xkj

) is a predicate that
is defined on the Cartesian product Dk1 × · · · × Dkj

. In general, there is no
restriction about the form of the predicate. It can be a logical or mathematical
formula, or any arbitrary relation defined by a tuple of variable values. We will
sometimes also refer to these constraints as nogoods. In CSP the predicate is
true if and only if the value assignment of these variables satisfies the constraint.
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Solving a CSP is equivalent to finding an assignment of values for all variables
such that all constraints are satisfied.

2.1 Distributed CSP

A distributed CSP is a CSP in which the variables and constraints are dis-
tributed among automated agents [2]. For the agents, it assumes the following
communication model:

– Agents communicate by sending messages. An agent can send messages to
other agents if and only if the agent knows the addresses of the agents.

– The delay in delivering a message is finite, though random. For the transmis-
sion between any pair of agents, messages are received in the order in which
they were sent.

In this model, the physical communication network may not be fully con-
nected. In other words, the topology of the physical communication network
doesn’t play an important role here, it assumes the existence of a reliable under-
lying communication structure among the agents and does not care about the
implementation of the physical communication network.

Every agent owns some variables and it tries to determine their values. How-
ever, there exist inter-agent constraints which must be satisfied. Formally, there
exist m agents 1, 2, ...,m. Each variable xj belongs to one agent i, which could
be represented as belongs(xj , i)). Constraints are also distributed among agents.
The fact that an agent l knows a constraint predicate pk is represented as
known(pk, l).

A Distributed CSP is solved if and only if the following conditions are sat-
isfied: for any i and xj where belongs(xj , i), the value of xj is dj , and for any l
and pk where known(pk, l), pk is true under the assignment xj = dj .

3 The ABT Algorithm

The ABT algorithm is a distributed, asynchronous version of a backtracking
algorithm used in solving CSP. The basic idea for backtracking algorithm is
to construct a partial solution first, which is a value assignment to a subset
of variables that satisfies all of the constraints within the subset, and then to
expand the partial solution by adding new variables, until it becomes a complete
solution. In the asynchronous backtracking algorithm, agents act asynchronously
and concurrently based on their local knowledge without any global control,
while the completeness of the algorithm is guaranteed. That is, if there is a
solution they will find it. On the other hand, the priority order of agents is
determined and each agent tries to find a value satisfying the constraints with
the variables of higher priority agents. When an agent sets a variable value, the
agent is strongly committed to the selected value, i.e., the selected value will not
be changed unless an exhaustive search is performed by lower priority agents.
Among the search, the backtracking is achieved by checking the consistency
of the variable, if not consistent, then using hyper-resolution rule to generate
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new nogoods and communicating them to higher priority variables. Therefore,
in large-scale problems, a single mistake in the selection of values becomes fatal
since such an exhaustive search can be virtually impossible for large m. This
drawback is common to all backtracking algorithms.

The original Asynchronous Backtracking Algorithm is described as in [3, 2,
4]. There are slight differences between the different papers. Figure 1 shows a
combined version whose correctness we tested.

handle-ok-msg(“ok?”, (xj , dj))

1 add (xj , dj) to local -view
2 check-local-view

handle-nogood-msg(“nogood”, xj , nogood)

1 record nogood as a new constraint
2 for each agent xk in nogood that is not its neighbor
3 do request xk to add xi as a neighbor
4 add xk to its neighbors
5 add (xk, dk) to local -view
6 old-value ← current-value
7 check-local-view
8 if old-value = current-value
9 then send (“ok?”, (xi, current-value)) to xj

check-local-view

1 if local -view and current-value are not consistent
2 then if no value in Di is consistent with local -view
3 then backtrack
4 else select d ∈ Di where local -view and d are consistent
5 current-value ← d
6 send (“ok?”, (xi, d)) to neighbors

backtrack

1 nogoods← {V |V = inconsistent subset of local -view by using hyper-resolution-rule}
2 if an empty set is an element of nogoods
3 then broadcast to other agents that there is no solution
4 terminate this algorithm
5 for each V ∈ nogoods
6 do select (xj , dj) where xj has the lowest priority in V
7 send (“nogood”, xi, V ) to xj

8 remove (xj , dj) from local -view
9 Check-local-view

Fig. 1. ABT algorithm
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4 ABT Algorithm Analysis

4.1 Link between non-neighbor agents

We believe that lines 3 and 4 in the procedure handle-nogood-msg are not
necessary. That is, it is not necessary to add a link between non-neighbor agents.
These additional links increase the number of messages sent. We can imagine
that in some extreme case these links might keep increasing until there is a link
between every pair of agents. In this case, sending one message amounts to a
broadcast. Thus the algorithm would be greatly slowed down. We now explain
why lines 3 and 4 are not necessary.

Figure 2 shows a flowchart that represents the handling of an ok message
(dotted line) and the handling of a nogood message (solid line). The numbers
in parenthesis in the process blocks correspond to the code line number of their
procedure.

B
1
: HANDLE-

OK-MSG (1)
B

2
: HANDLE-

NOGOOD-MSG (1-6)

B
5
: CHECK-LOCAL-

VIEW (4-6)

local-view & 
current-value 
consistent?

B
3
: CHECK-LOCAL-

VIEW (1)

Any value 
in D

i
  

consistent?

End of HANDLE-
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: HANDLE-

NOGOOD-MSG (9)

End of HANDLE-
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No
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: BACKTRACK (1)

nogoods 
empty?

No

Yes

Terminate 
algorithmB

7
: BACKTRACK 

(5-8)

No

Cycle for HANDLE-OK-MSG

Cycle for HANDLE-NOGOOD-MSG

Fig. 2. Flowchart of original asynchronous back tracking algorithm
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By following the arrows, a cycle of handling an ok message goes from B1 →
B3 → End of the cycle, B1 → B3 → B5 → End of the cycle, B1 → B3 → B6 →
Terminate with failure, or B1 → B3 → B6 → B7 → B3 which has a loop. For a
cycle of handling a nogood message, it goes from B2 → B3 → B4 → End of the
cycle, B2 → B3 → B5 → End of the cycle, B2 → B3 → B6 → Terminate with
failure, or B2 → B3 → B6 → B7 → B3 with a loop. The above process sequences
depend on different conditions.

We now check the data flow of the variable neighbors to see in what kind of
circumstance the non-neighbor agent is added to neighbors and how it is used.
The variable neighbors appears in the algorithm twice: one is at line 3 and 4 of
procedure handle-nogood-msg for adding neighbor and the other is at line 6
of procedure check-local-view for using neighbors.

First, let us consider when will the non-neighbor agent be added as a neigh-
bor. The codes are in procedure handle-nogood-msg, thus there should be at
least one nogood message to handle. On the other hand, in the beginning state,
we only have ok messages. So, we start from checking how handle-ok-msg
could produce a nogood message. From the above analysis we know that there
are 4 kind of process sequences for the cycle of handling an ok message, and the
first 3 finish without involving sending out any nogood messages, therefore the
only possible process sequence is B1 → B3 → B6 → B7 → B3.

Assume there is a nogood message from xi to xj with information of a non-
neighbor agent xk to xj . According to line 8 in procedure backtrack (B7), we
know that there is no information about xj in the local view of xi. So far, we
have that B2, xk and xj become neighbors of each other, and the information of
xk is added to the local view of xj .

Let us consider the 4 possible process sequences for a nogood message han-
dling cycle:

1. For B2 → B3 → B4 → End of the cycle, the variable neighbors is not used;
2. For B2 → B3 → B5 → End of the cycle, the variable neighbors is used,

and the new value of xj is sent to xk. Obviously, this ok message will bring
the information of xj to the local view of xk. Then, let us check if this
information valuable to xk. We know that the first usage of local view is to
check if it is consistent with the current value, and this check is based on the
constraints related to the agent. Originally, there are no constraints between
non-neighbor agents. However, once an agent handles a nogood message, non-
neighbor agents may become a constraint for the agent. In the given case,
xj and xk are originally not neighbors, and by handling nogood message, xj

adds xk to its new constraint, but so far, xj is not xk’s constraint yet. So,
when xk checks the consistence, the information of xj in the local view is
useless. In other words, xj don’t have to send its information to the new
added neighbor xk.

3. For B2 → B3 → B6 → Terminate with failure, the variable neighbors is not
used, and the whole algorithm is terminated by reporting no solution.

4. For B2 → B3 → B6 → B7 → B3, the variable neighbors is not used in this
single sequence, but because there involves a loop, it has potential possibil-
ity to be used. Let us analyze this potential possibility. We can start from
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checking B7. For xj there are new constraints involving xk to be added and
the local view of xj is updated according to the handled nogood message.
By using hyper-resolution rule, there must be at least one nogood in the
nogoods set involving xk. Disregard those nogoods without xk, let’s focus
on the nogood with xk. If xk has the lowest priority in the nogood, then xj

will send this nogood to xk, and remove xk’s information from its local view.
Based on the hyper-resolution rule, this nogood to xk has no information
about xj , that is, xj will not become xk’s new constraint. At the same time,
xk’s information loses its worth to xj since xk is already deleted from xj ’s
local view. If xk is not the one with the lowest priority in the nogood then
we could ignore analyzing the code at line 7 and 8 in B7, because nothing
related to the relationship between xj and xk. For checking local view B3

again, we can follow above analysis about the 4 possible process sequences.

Based on above analysis we conclude that the original algorithm does produce
unnecessary messages, and that we can delete line 3 and 4 in the procedure
handle-nogood-msg in order to simplify the algorithm without affecting the
algorithm’s correctness.

4.2 Local View Updating

In line 5 of procedure handle-nogood-msg, we can see that only the informa-
tion for non-neighbor agent is recorded to the local-view and the information
from other nodes is ignored. However, based on the communication model as-
sumed in this algorithm, the more recently received message carries new updated
information of the agent. That is, when handling nogood messages the above al-
gorithm doesn’t update the information of the neighbors in the local view, it
always uses the old information for the neighbors and new information for the
non-neighbors. Obviously, we should use new information since it reflects the
current agents’ values more closely. This could also influence the efficiency of the
implementation of the algorithm. In our algorithm, we correct this by updating
all agents information in the nogood to local-view.

4.3 Ways to Improve Efficiency

There are many issues which can be considered in order to improve efficiency
for a specific case, for example, the order of selecting variables and values. In
the algorithm, the order of selecting agents or variables is determined by the
priority, and the priority is determined in advance. Since a variable’s value will
not be changed unless an exhaustive search is performed by lower priority agents,
the priority should be determined very carefully, otherwise the exhaustive search
might need a long time. However, in different cases, the method to determine the
priority might be different. Therefore, we just focus on how to improve efficiency
for the general case.

For the general case, the first thing we could do is to eliminate the unneces-
sary messages and update local view in time. Just as we discussed in Section 4.1
and 4.2, this keeps the message queue slim and updated.
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Another method is the addition of a message management mechanism for
the message queue. The basic idea is still to maintain the message queue slim.
Specifically, the mechanism tries to keep the message queue slim, update local
view in time, and reduce times to call procedure check-local-view. In our
earlier tests with the ABT algorithm we found that it spends most of the time
in checking local view. If we could reduce the number of calls to this procedure
then the efficiency of the implementation should be also improved. The next
section shows how we implemented our message management mechanism.

5 Message Management ABT

Based on the above analysis, we already have a general idea about the message
management mechanism. In this section, we will show exactly how it works with
our Message Management ABT (MMABT).

msg-manage(msg-queue, handling-size)

1 counter ← 0
2 while counter < handling-size
3 do if msg-queue is empty
4 then counter ← handling-size
5 else retrieve one message from msg-queue
6 update-local-view(message)
7 counter ← counter + 1
8 handle-msgs

update-local-view(message)

1 if message is (“ok?”, (xj , dj))
2 then add (xj , dj) to local -view
3 if message is (“nogood”, xj , nogood)
4 then add xj to nogood-senders
5 record nogood as a new constraint
6 For each agent xk in nogood
7 do add (xk, dk) to local -view

handle-msgs

1 old-value ← current-value
2 Check-local-view
3 if old-value = current-value
4 then send(“ok?”, (xi, current-value)) to nogood-senders
5 reset nogood-senders to be empty

Fig. 3. Message Management ABT algorithm.

As we have shown, the goal for this message management mechanism is
to keep the message queue slim, update local view in time, and reduce times
to call procedure check-local-view. Practically, we remove the unnecessary
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messages as analyzed in above section and we update local view not only for
non-neighbor nodes but also for neighbor nodes, by these we keep the local view
more updated. On the other hand, by handling several messages together we
reduce times check-local-view is called and keep msg-queue from growing
too fast.

It is possible to either handle each message as it arrives or to handle groups
of messages in one step, that is, handle more than one message and then call
backtrack. We add a handling size to limit the number of messages collected
and handled together. On the other hand, if the message queue has messages less
than the handling size, we just collect those messages from the message queue
and handle them. By this way, we don’t have to wait until we get full size of the
messages. When the handling size is set to 1 this algorithm is equivalent to the
original algorithm which handles messages one by one as they arrive.

Another strategy we use for keeping the message queue slim is to remove
redundant messages in msg-queue. For example, assume that we have message
queue { (ok?, (x1, 1)) (ok?, (x3, 2)) (ok?, (x1, 2)) } where messages are shown in
arrival order. In this case the first message is redundant to the third one. Since
we believe the later message always carries agent’s information more close to
current status, we could simply delete the redundant messages in the message
queue to avoid handling the out of date information.

Another technique to keep message queue slim involves the details about how
to use hyper-resolution rule. However, the usage of the hyper-resolution rule in
the ABT is not clearly described in the related papers. The technique we use is
to minimize constrains set and generate nogood based on the local view.

Our MMABT Algorithm is shown in Figure 3.
The procedures check-local-view and backtrack are kept the same with

the original algorithm, and are ignored here.

5.1 Example

To show how our algorithm works we use a small example shown in Figure 4.

X1
{1, 2}

≠

X2
{2}

X3
{1, 2}

≠

Fig. 4. Example
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The constraint in this case is that the neighbor nodes couldn’t be the same
value, which can be represented as in Table 1. In this table the constraints are
preceded by a number which indicated the time at which they were added.

x1 x2 x3

0 : (x1 = 1 ∨ x1 = 2) 0 : (x2 = 2) 0 : (x3 = 1 ∨ x3 = 2)
0 : ¬(x1 = 1 ∧ x3 = 1) 0 : ¬(x2 = 2 ∧ x3 = 2) 0 : ¬(x1 = 1 ∧ x3 = 1)
0 : ¬(x1 = 2 ∧ x2 = 2) 1 : ¬(x1 = 1 ∧ x2 = 2) 0 : ¬(x1 = 2 ∧ x3 = 2)
2 : ¬(x1 = 1) 0 : ¬(x2 = 2 ∧ x3 = 2)

Table 1. Constraints for example.

We assume that the priority of the nodes here is decreasing with the alphabet
order of the nodes id. That is, x1 has the highest priority and x3 has the lowest.
We assume that the original value for x1 is 1, x2 is 2 and x3 is 2. The initial local
view for all nodes is empty, but of course, they know their own current value.

At first, the nodes with higher priority send ok? messages to their lower prior-
ity neighbor nodes. Thus, x1 sends (ok?, (x1, 1)) to x3, and x2 sends (ok?, (x2, 2))
to x3. When x3 accepts those messages it handles them together and updates
its local view to {(x1, 1), (x2, 2)}. Then x3 checks its local view. It finds that the
current value is not consistent with the current local view (constraint ¬(x2 =
2∧x3 = 2) is not satisfied) so it checks if there is some other value in the domain
that is consistent. However, if x3 equals 1, then constraint ¬(x1 = 1 ∧ x3 = 1)
is not satisfied. So, there is no value in the domain which could make it consis-
tent. Therefore, x3 has to backtrack. In order to generate nogoods set, x3 first
filters and groups the inconsistent constraints which are {¬(x1 = 1 ∧ x3 = 1),
¬(x2 = 2∧ x3 = 2)}. By using the hyper-resolution rule, we get the nogoods set
{¬(x1 = 1∧x2 = 2)} which has only one nogood. For this nogood, x3 sends that
to x2, the lowest priority node in the nogood.

After that, x3 deletes x2’s information from the local view, and changes it
to {(x1, 1)}. Then, x3 has to check local view again. Finally, because x1 = 1
and x3 = 2, which is consistent, x3 stops working. For x2, once it accepts the
nogood message from x3, it updates the local view to {(x1, 1)}, and also adds
the constraint to its constraints set as shown in table 1. It checks the local view,
and finds an inconsistency. Since x2 could be 2 only, it has to backtrack. By
using hyper-resolution value, it gets nogoods set {¬(x1 = 1)}, and sends the
nogood to x1. Also x2 removes x1’s information from the local view. Once x1

gets the nogood message from x2, it updates the constraints set. Since {x1 = 1}
is a subset of {x1 = 1, x3 = 1} we can simply delete ¬(x1 = 1 ∧ x3 = 1) and
add ¬(x1 = 1), since the later is the sufficient condition for the former. By
checking local view we determine that the current value x1 = 1 is not consistent,
while we could change the value to 2 to make it consistent (note that we don’t
have x3’s information in local view yet) and send (ok?, (x1, 2)) to x3. x3 update
local view from {(x1, 1)} to {(x1, 2)}, and then check local view again, this time,
current value 2 is not consistent, so that we can change the value to 1 to make
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Fig. 5. NetLogo implementation of ABT and MMABT.

it consistent. Note that we don’t have x2’s information in the local view here,
since the message is sent by x2.

So far, we reach the consistent status for all 3 nodes. We could report success
now. In some other case, if we use hyper-resolution rule and get an empty set
we could simply report failure and halt.

5.2 MMABT Analysis

The soundness and completeness for the original asynchronous backtracking al-
gorithm is already described as in [2]. For our MMABT algorithm, we just need
to show that this algorithm is actually using same principle and achieves the
same result.

Based on the analysis in Section 4, it is clear that the changes to the original
algorithm are removing unnecessary messages and making the local view of each
agent up to date, which didn’t change the searching method in the algorithm.
In other words, the new algorithm is still a kind of depth-first search algorithm.
For the worst case, this algorithm still has to do the exhaustive search and there
is no much difference between the original algorithm and the new one. On the
other hand, we add a message management mechanism and simplify the using
of the hyper-resolution rule, which are used to improve the efficiency in general.
Our changes do not change the algorithm’s soundness and completeness.

6 Test Results

Without losing generality, we apply MMABT to graph coloring problem. The
algorithm was implemented using NetLogo [5], a screenshot is shown in Figure 5.
In our tests we generate graphs and then make both algorithms work on the same
graph with same initial colors. In general, our results show that both algorithms
achieve the correct result and the only difference is that our algorithm works
faster. Details on MMABT’s performance are presented in this section.
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We evaluate the efficiency of the algorithms by comparing their performance
on the graph coloring problem. We test both algorithms on identical graphs:
with the same vertexes, nodes, and initial colors.

Our first set of tests simply verified the correctness of MMABT. We have
run both algorithms on over 1,000 randomly generated graphs and in all cases
our algorithm finds the same solution as ABT.

We then tested them on one randomly generated graph with 8 nodes, 15
edges, and 2 colors. The graph has a coloring that does not violate any con-
straints. We ran both algorithms on this graph for 100 times, each time starting
with a different randomly generated initial coloring. Figure 6, on the left, shows
the number of ok? and nogood messages sent by both algorithms for all runs. The
runs are sorted by the time they took to finish. We note that in every instance
MMABT sends fewer ok? messages than ABT, and that in over 80% of the cases
MMABT sends fewer nogood messages than ABT. Figure 6, on the right, shows
the number of execution cycles for both algorithms. We define a “cycle” to be
the number of check-local-view calls made by the algorithm since that is by
far the most compute-intensive procedure. Note that the number of cycles for
MMABT is always smaller than for ABT. An analysis of these results lets us
determine that MMABT sends 67% of the messages sent by ABT and MMABT
uses 25% of the cycles used by ABT.
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Fig. 6. Comparison of the number of messages and the number of cycles.

However, note that this is the ideal case which assumes that all available
messages are handled at each time step. In practice, an implementation must
set a limit on the number of messages it handles at each time step, we call this
limit the message handling size. Figure 7 shows that the number of the cycles,
the number of ok? messages, and the number of nogood messages are reduced
as message handling size increased from 1 to 30. The results are for a graph
of 10 nodes, 32 edges, and 3 colors. This reduction is due to the fact that as
the message handling size is increases the local view is kept more up to date.
However, in some cases the cycles may increase when the handling size increases,
which is a result of the difference between the local view with the current values.
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In other words, though the local view of the nodes reflects the current values
more closely when message handling size increases, there is still some difference
between the local view and the current values which makes the search order
a little difference. Sometimes this difference will result a worse search but, on
average, the number of messages does decrease.
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We also tested our algorithm on randomly generated graphs with varying
number of nodes, 3 colors, and an edge ratio of 2. Specifically, we let the number
of nodes N be 8, 10, 12, 14, 16, 18, and 20 and for each value of N we gener-
ated 100 random graphs with N nodes and 2N edges. We then compared the
performance of both algorithms on each graph. Figure 8 shows the total number
of messages (left) and total cycles (right) used by both algorithms for all these
tests. We can see that MMABT sends fewer messages and uses less cycles for
most cases. Table 2 gives the fraction of the number of total cases that is with
messages reduced by MMABT, and the fraction of messages from ABT that
MMABT sends. If we average over all these number we find that around 87% of
the random cases could have messages reduced by MMABT and MMABT sends
around 60% of the messages sent by ABT, which include the worse cases.

N
Num. cases reduce msg by MMABT

Num. total cases
Num. msgs. sent by MMABT

Num. msgs. sent by ABT
8 .90 .65
10 .89 .56
12 .92 .52
14 .83 .61
16 .92 .53
18 .80 .61
20 .81 .67
Table 2. Performance Evaluation on Message Reduced by MMABT.
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MMABT is able to reduce the number of messages via its message manage-
ment mechanism which keeps the agents’ local view more closely synchronized to
reality. Unfortunately, in some cases this message management leads to changes
in the search order which might result in the algorithm going down a path in the
search space that is a dead end. In these cases MMABT performs worse than
ABT. Luckily, our tests show that these cases are rare for randomly generated
graphs, and even in those worse cases, we still manage to reduce the number of
messages sent.

MMABT is able to reduce the number of cycles used because it handles
all available messages at a time instead of only one at a time, as ABT does.
However, if there are a lot of messages in the queue it might be impossible to
handle all of them in one step. As such, we also compared a variation of MMABT
where the algorithms uses a fixed message handling size which we define as the
number of messages that MMABT handles at each time step. That is, a message
handling size of 1 means that we handle only one message each time, the same
as ABT. Above all, we could see that by removing unnecessary messages we can
reduce message numbers in some case, but the improvement is not very obvious;
By using message management mechanism, it reduces both circles and messages
number greatly. It works great for average cases. In the MMABT algorithm, in
general case, the cycle number, ok message number and nogood message number
will decrease with increasing of the message handling size.

7 Related Work

These are many different versions of ABT along with extensions to original ABT.
For example, in [6] the authors propose a backtracking algorithm which makes
use of some of the good properties of centralized dynamic backtracking, and
[7] gives an asynchronous version of dynamic backtracking. [8] applies ABT to
a distributed constraint network and present a generic distributed method for
computing any variable ordering heuristic. In [9] the authors show how an algo-
rithm for maintaining consistency during distributed asynchronous search can be
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designed by expanding on ABT. In [10, 11] they propose an asynchronous back-
tracking algorithm ABTnot which does not need to add links between initially
unconnected agents. We found no paper that notices the redundancy problem in
the original ABT. The algorithms in [10, 11] come close—the authors notice that
an ABT algorithm without adding links between initially unconnected agents
will also works correctly. However, they did not mention that the links were un-
necessary and did not give a proof of this. According to their test result and our
analysis, the messages reduced by the algorithm without adding links are not
obvious. Our paper points out the unnecessariness and gives a proof.

Rather than simply remove the redundant links, we also improve the effi-
ciency of the original ABT by proposing a new algorithm, MMABT, with a
message management mechanism. It involves some idea of processing messages
by packets, the benefit of which is shown in [12, 13]. Differently, instead of read-
ing all messages, we set handling-size to control the size of the packets, which
limits the number of messages collected and handled together. By this way, we
avoid that some agents keep working hard in handling a lot of messages while
some other keep idle. Meanwhile, the handling-size is an upper bound, such that
in a time period, if some agents do not have messages collected to be full size,
they do not have to wait until they get the full size, which avoid that some agents
keep waiting too long to get enough messages to handle.

8 Conclusion

We analyzed the original asynchronous backtracking algorithm and determined
that it produces unnecessary messages. We showed an optimized asynchronous
backtracking algorithm, MMABT, which achieves more efficiency by incorporat-
ing an extra message management mechanism to remove unnecessary messages,
keep the message queue updated, handling several messages together, and con-
trolling the number of messages to be handled by a handling-size. Our tests show
that these changes improve the efficiency of the original ABT algorithm greatly.
On a set of randomly generated graphs, the MMABT algorithm uses around 20%
of the number of cycles and 60% of the number of messages used by ABT. Since
our proposed changes are simple to implement and the gains are significant, we
consider MMABT is a significant improvement on the standard ABT.
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Abstract. Algorithms for Distributed Constraint Satisfaction Problems
have tended to mirror existing non-distributed global-search or local-
search algorithms. Unfortunately, existing distributed global-search al-
gorithms derive from classical backtracking search methods and require
a total ordering over variables for completeness. Distributed variants of
local-search algorithms (such as distributed breakout) inherit the incom-
pleteness properties of their predecessors.
We will provide an example of a naturally-occurring DisCSP where a
global ordering is difficult to maintain and creates undesirable behaviours.
We will present an algorithm which blends local and global search in such
a way that a global ordering is not required. It demonstrates a new di-
rection for DisCSP research, avoiding any notion of ‘authority’ between
variables while appearing to achieve completeness.

1 Introduction

Constraint Satisfaction Problems (CSPs) have proven applicable in a wide vari-
ety of domains. A CSP is classically defined by a set of variables V, a domain for
each variable Dv, and a set of constraints C. A solution to a CSP is a complete
assignment of values to variables which satisfies every constraint.

A Distributed CSP (DisCSP) is formed when the description and solution
procedure of a CSP are separated amongst multiple agents. The distributed envi-
ronment extends the applicability of CSPs to other domains such as distributed
scheduling and resource contention. In the usual case a DisCSP can be solved
by distributed variants of existing global-search or local-search algorithms.

However, local-search algorithms [7] are incomplete in both the distributed
and non-distributed case. Distributed variants of global-search [1, 3, 5, 6] pre-
sented to date make use of a total order over variables.

We argue that any total order impacts the characteristics of backtracking-
style search in undesirable ways for many classes of problems. For example, an
agent which has a ‘higher’ rank in the ordering has more ‘authority’ and is less
likely to change value than a ‘lower’ ranking agent. Thus higher-ranked agents
are granted more stable answers for anytime queries.

We also argue that it is difficult to add constraints between two previously
independent DisCSPs when using a total order. To do so would require a re-
computation of the variable ordering and/or an arbitrary decision that the first
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DisCSP ranks higher than the second DisCSP. If a problem is frequently altered
by addition of groups of variables, as is likely to occur in large DisCSP networks,
global re-computation will become increasingly difficult. If variable ordering is
instead made arbitrarily (for example, ordering by variable identifier) the prob-
lem of stability is exacerbated.

These arguments can be seen in a practical problem, described below.

Example 1. The universities of Pluto and Saturn each use an automated system
for scheduling meetings amongst their own staff. Staff input constraints of the
form ‘Alice needs to meet with Bob for 2 hours this Wednesday or Thursday’ into
their own computers. Individual universities contain a large number of staff with
generally sparse connections. Therefore a distributed algorithm is used in which
computers communicate directly with each other. Computers are assigned com-
parable identifiers using finely-tuned schemes specific to each university. These
identifiers are chosen to permit backtracking in a distributed global-search algo-
rithm within the university.

Despite best efforts at fairness a static ordering creates problems between
research peers. For example, any trivial change in Alice’s meeting times must
always be accepted by Bob. Inversely, Bob may request a change to Alice’s
meetings only after exhausting all possible meeting schedules and detecting in-
feasibility. This problem is distinct from that of preference orderings, and instead
relates to stability (Alice’s schedules are more stable than Bob’s).

Worsening matters, Bob at Pluto wishes to arrange a meeting with Carla at
Saturn. Their identifiers, while still possibly unique, are not meaningfully com-
parable for the purpose of backtracking search. To continue using any existing
distributed algorithm we must be able to compare identifiers between Pluto and
Saturn universities. An example solution is to decide that all Saturn identifiers
are ‘greater’ than Pluto identifiers. Unfortunately this would have the same im-
pact on the behaviour of the algorithm as outlined above (meeting schedules for
researchers at Pluto would become subservient to those at Saturn). Any changes
in the meeting times amongst Saturn researchers (no matter how trivial) must
be immediately accepted by Pluto researchers.

Furthermore, any decision for resolving the variable order would require in-
tervention by authorities at each university or the use of a heuristic method
such as DisAO [1, 3]. While this decision could be made for pairs or sets of uni-
versities, it does not scale well computationally. For example, if Dennis was an
independent researcher he must establish ‘comparability’ with each university
and all other researchers. The addition of new researchers frequently raises the
possibility of frequent re-computation of variable ordering.

We have highlighted problems that arise from using a total order to establish
‘authority’ or ‘importance’ between variables, and maintaining a total order sub-
ject to merging of previously independent DisCSPs. These difficulties motivate
us to develop an algorithm which:

– has no need for ‘authority’ between variables, effectively avoiding the need
for a total order on variables.
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– provides fairness in the level of stability for variables.

Section 2 will present arguments which form the basis of communication in
our algorithm. The use of arguments is inspired by work within the agents and
logic communities [4]. They allows us to avoid a central authority as agents
must provide convincing reasons for assignment changes. Section 3 will present
the algorithm and describe the internal decision processes of each agent. Section
4 will present analysis and worked examples.

2 Using Arguments

We begin by outlining the distributed setting of our algorithm. Agents have
control over the assignment of value to their own variable and are connected
to neighbours by binary constraints. Communication with neighbouring agents
is only by way of arguments. Mutually acceptable assignments are established
by agreeing to or countering arguments, where any counter-argument must be
‘stronger’ (according to a measure described later) than the argument which it
is countering. To this end, arguments received from neighbours can be used as
support to defeat the arguments of other neighbours. Behaviour approximating
this description can be seen in human negotiations, where arguments, counter-
arguments, and support relations are common.

In our algorithm arguments are either:

– a provably infeasible assignment to a set of variables, or;
– a locally feasible assignment to a sequence of variables (where each variable

is connected by a constraint to its immediate predecessor).

The first is known within constraint satisfaction literature as a nogood. This
is equivalent to ‘flat refusal’, and is always (and only) generated if an agent finds
that there is no possible value it can take while certain other assignments are
in effect. The only option when a nogood has been received by an agent is to
change its current assignment, or to generate a nogood for another agent.

The second type of argument we term an isgood. This is equivalent to ‘a
proposal’, and is generated by an agent in an attempt to convince other agents
to take upon a feasible assignment. A neighbour will accept an isgood if it does
not conflict with their current assignment, or is ‘strong’ enough to convince them
to change. A neighbour will reject an isgood if it is able to counter with a nogood
or a stronger isgood.

At this point we can provide a simplified overview of the algorithm, as exe-
cuted by each agent:

1. Receive and store new isgoods and nogoods from neighbours.
2. If a received isgood is found inconsistent (due to our constraints and learned

nogoods) respond with a nogood and delete the isgood.
3. Choose a strong isgood (received from a neighbour) to use as our support.
4. Extend the chosen isgood to build a ‘rationale’ describing a choice of value.
5. Send new isgoods to neighbours (as appropriate) derived from the rationale.
6. Goto 1.
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2.1 Building isgoods

An isgood is written as a non-empty sequence of triples (v, d, n), where v ∈ V
is a variable, d ∈ Dv is the value assigned to that variable, and n ∈ Z+ is
the number of values in Dv which were eliminated by preceding assignments to
other variables. Each variable is represented at most once in an isgood, and the
assignments described must satisfy all constraints defined over those variables.

Example 2. Take the problem of x 6= y and x = z, where Dx = Dy = Dz =
{a, b, c}. A possible assignment of x = a and y = b (in that order) would be
represented as an isgood 〈(x, a, 0), (y, b, 1)〉 which indicates that:

– x took value a, and neither of the alternatives (b or c) had been eliminated.
– y took value b, and the alternative a had already been eliminated (by the

preceding assignment of a to x).

Similarly, a possible assignment of x = a and z = a (in that order) would be
represented as an isgood 〈(x, a, 0), (z, a, 2)〉, as all alternative values for z were
eliminated by the preceding assignment of x. Finally, the assignment y = a,
x = b and z = b is represented as 〈(y, a, 0), (x, b, 1), (z, b, 2)〉.

A sub-isgood is any connected subsequence of an isgood that includes the tail,
with elimination counts adjusted accordingly. For example, 〈(z, b, 0)〉 is a sub-
isgood of 〈(x, b, 0), (z, b, 2)〉, and both are a sub-isgood of 〈(y, a, 0), (x, b, 1), (z, b, 2)〉.
An isgood is also a sub-isgood of itself.

Note that any isgood must be ordered in such a way that there must exist a
constraint between each assigned variable and its immediate predecessor. Within
the given example, 〈(x, b, 0), (y, a, 1), (z, b, 2)〉 is not an isgood as there is no
constraint between y and z.

2.2 Rating isgoods

It is often the case that an agent receives isgoods from multiple neighbours and is
unable to choose a value consistent with all of them. In such a case the agent must
choose one neighbour as ‘support’, and a value consistent with their most recent
isgood. An agent builds upon its support by appending a value assignment, and is
able to use this new isgood (called the rationale) to communicate with conflicting
neighbours. The support should be selected to provide the strongest rationale,
and so we require a scheme to allow all agents to determine the strength of an
isgood.

We can define a function strength which calculates the strength of an isgood
in a recursive fashion. We will use 〈I, (v, d, n)〉 to denote the isgood formed by
taking an existing isgood I and appending the tuple (v, d, n).

strength(〈 〉) = 0
strength(〈I, (v, d, n)〉) = strength(I) × |Dv| + n + 1
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This function has been chosen as it simulates the increasing strength of de-
duction demonstrated in backtracking search and ensures that increasing the size
of an isgood increases its strength. This property guarantees that an agent is
always able to select a support to successfully build on and use to defeat isgoods
presented by neighbouring agents.

2.3 Building nogoods

A nogood is written as a set of pairs (v, d) where v ∈ V is a variable and
d ∈ Dv. For example, the nogood {(x, a), (y, b)} indicates that the simultaneous
assignment of x = a and y = b is inconsistent. A nogood may only be used to
counter an isgood and must only contain a subset of those assignments described
in the isgood. As a result, nogoods only involve variables which are connected
by a chain; this has interesting implications for independence of subproblems.

Example 3. Take the problem of x < z, x < y and y 6= z, where Dx = Dy =
Dz = {a, b, c} and a < b < c. The assignment x = b and z = c would be written
as an isgood 〈(x, b, 0), (z, c, 2)〉. However this does not permit an assignment
to y. Thus y may send a response nogood to z (the last assigned variable) of
{(x, b), (z, c)}.

In this case z would discover that it cannot take a value compatible with its
own constraints, the assignment to x, and the new nogood. In turn, it would
generate a nogood {(x, b)} which is sent to x.

The introduction of a nogood to an agent may impact upon the number
of assumptions recorded for a particular assignment. In the above example the
nogood {(x, b)} was introduced, in which case 〈(x, a, 1)〉 is then a possible is-
good. An informal example demonstrating the construction and use of nogoods
is presented below.

From To Argument
x y, z 〈(x, b, 0)〉 x proposes an assignment
z y, x 〈(z, c, 0)〉 z proposes an assignment compatible with x
y x 〈(y, c, 0)〉 y proposes an assignment compatible with x
y z 〈(x, b, 0), (y, c, 2)〉 y counter-proposes with a stronger isgood
z y {(x, b), (y, c)} z rejects the the proposal from y
y x {(x, b)} y rejects the original proposal from x
y x, z 〈(y, b, 0)〉 y proposes an assignment compatible with z
x y, z 〈(x, a, 1)〉 x proposes a new assignment

algorithm stops with x = a, y = b, z = c

Note that the above example involved variables which are fully connected,
making it impossible to demonstrate some aspects of our algorithm. For instance,
a nogood is not counted as a constraint when determining possible sequencing
of variables in an isgood. Also, the above example does not demonstrate the
asynchronous aspects of our algorithm.
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3 Procedure

The algorithm we have devised for constraint satisfaction consists of six sub-
procedures and a main loop (not counting procedures for constraint tests, etc).

process-isgood(I ) handle received isgood I
process-nogood(N ) handle received nogood N
select-support() choose a neighbour who will be our support
update-rationale() update the rationale after a change in support
compute-nogood(v) compute and send a nogood to neighbour v
compute-isgood(v) compute and send an isgood to neighbour v

Each procedure also assumes the availability of certain data structures:
isgood(v) last isgood received from neighbour v initially 〈 〉
last(v) last isgood sent to neighbour v initially 〈 〉
nogoods(v) set of nogoods applicable to isgood(v) initially { }
rationale current isgood including our assignment initially 〈 〉
support current neighbour regarded as our support initially self

Given an isgood I we also define utility functions:
scope(I ) the sequence of variables in the order presented in I
var(I ) the set of variables in I
ass(I ) the set of assignments in I

For I = 〈(y, a, 0), (x, b, 1), (z, b, 2)〉 we have scope(I ) = 〈y, x, z〉, var(I ) = {x, y, z},
and ass(I ) = {(x, b), (y, a), (z, b)}.

We make use of constants self and D to refer to our own variable and domain.
Correspondingly, isgood(self ) is always the empty isgood 〈 〉 as we never send
an isgood to ourselves. The set nogoods(self ) are those nogoods which mention
only our own assignment and not those of neighbours.

We will present procedures for processing messages and maintaining struc-
tures first, then the procedures for sending messages. This corresponds approx-
imately to the main loop of our algorithm (below) which processes all messages
before choosing support and rationale and then sending new isgoods.

Procedure 1 main ()
1: while true do
2: for each received nogood N (in fifo order) do process-nogood(N )
3: for each received isgood I (in fifo order) do process-isgood(I )
4: select-support()
5: for each neighbour v do compute-isgood(v)
6: wait until there is at least one message in the queue
7: end while
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Procedure 2 process-isgood (I )
1: let v be the source of I
2: set isgood(v) := I
3: if there is no assignment consistent with isgood(v) and nogoods(v) then
4: compute-nogood(v)
5: else
6: remove from nogoods(v) those not applicable to isgood(v)
7: end if

The process-isgood procedure updates the value of isgood(v) appropriately.
If no assignment to our own variable is consistent with the new isgood (and
current known nogoods) the procedure compute-nogood is called to generate and
send a nogood. Otherwise, any newly-obsolete nogoods are removed and the new
isgood is retained.

The process-nogood procedure handles the storage of an incoming nogood.
The nogood is first tested against isgood(self ), the empty isgood, to check for
non-contingent domain reductions. In the event that our domain is permanently
wiped out we terminate the algorithm, with messages sent to neighbours in-
structing them to also terminate.

The nogood is then tested for ‘applicability’ with the isgood of each neighbour
variable, and if found to be applicable is stored in the corresponding collection
of nogoods. A nogood is ‘applicable’ to an isgood if the isgood assigns the same
values to the same variables as found in the nogood (excluding self ).

The select-support procedure determines which neighbouring variable will be
considered as our support for this iteration. A new support must be chosen if
an isgood from a neighbour is stronger than our current rationale and conflicts
with our current value.

We define the function strengthself (I) = strength(I)× |D|+ e + 1, where e is
the number of values in D eliminated when subject to the assignments described

Procedure 3 process-nogood (N )
1: if N is applicable to isgood(self ) then
2: add N to nogoods(self )
3: if no value is consistent with nogoods(self ) then terminate algorithm
4: end if
5: for all neighbours v do
6: if N is applicable to isgood(v) then
7: add N to nogoods(v)
8: if there is no assignment consistent with isgood(v) and nogoods(v) then
9: compute-nogood(v)

10: end if
11: end if
12: end for
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Procedure 4 select-support ()
1: update-rationale ()
2: if for some neighbour v , isgood(v) conflicts with our value in rationale and

strength(isgood(v)) ≥ strength(rationale) then
3: set support to maximise strengthself (isgood(support))
4: update-rationale ()
5: end if

Procedure 5 update-rationale ()
1: let r := isgood(support) extended by an assignment to self, maximising hash(r)
2: set weak := (scope(rationale) = scope(r) and hash(rationale) > hash(r))
3: set rationale := r

in I. Using this function we can determine which neighbour to choose as our
support to provide the strongest rationale.

We call upon update-rationale twice within select-support. Once to ensure
the rationale is correct if isgood(support) has changed before testing if a new
support should be chosen, and once if the value of support has changed. In each
case update-rationale updates the value of rationale by appending an assignment
to our variable to the tail of isgood(support).

In the situation where isgood(support) has changed, but has not strengthened
nor changed in scope, the algorithm may develop cyclic behaviour of the form
demonstrated in Dynamic Backtracking. We address this problem by way of a
global hash function to map isgoods to a totally ordered set. Given two isgoods
I and J where var(I ) = var(J ) we define hash such that ass(I ) = ass(J ) iff
hash(I ) = hash(J ). By using this definition we provide a total order for isgoods
defined over the same set of variables. In general the hash function should be
constructed to have the chaotic properties of a cryptographic hash function.

We choose the rationale to maximise the value of the hash function. We mark
the new rationale as weak if it has the same scope but worsens the value of hash.
This information is used by the compute-isgood procedure which will refuse to
use a weak rationale if it would perpetuate cyclic behaviour. As the hash function
must have a maximum feasible rationale for any set of variables, and all variables
use the same hash, any cycle will resolve in favour of the maximal rationale.

The compute-nogood procedure generates and sends an appropriate nogood
when a domain wipeout is discovered. The nogood is formed from the values
of all neighbouring variables listed in the isgood. An interesting effect of this

Procedure 6 compute-nogood (v)
1: let N := {a minimal inconsistent subset of ass(isgood(v))}
2: send N to v
3: set isgood(v) := 〈 〉
4: if support = v then support := self
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Procedure 7 compute-isgood (v)
1: if weak = true and v is the first variable in rationale and

isgood(v) = 〈 〉 or the value of v is different in rationale and isgood(v) then
2: break, to avoid creating a cycle
3: end if
4: if last(v) contains only assignments that are also in rationale and last(v) 6= 〈 〉

and our own value in rationale is consistent with isgood(v) and nogoods(v) then
5: break, as a new isgood is not necessary
6: end if
7: lock communication channel with v
8: if there are no unprocessed isgoods from v then
9: construct an isgood I , maximising strength(I ) while satisfying the following:

I is a sub-isgood of rationale and
I does not contain an assignment to v and
for every J which is a strict sub-isgood of I either

strength(J ) ≤ strength(last(v)) or
strength(J ) < strength(isgood(v))

10: send I to v
11: set last(v) := I
12: end if
13: unlock communication channel with v

procedure is that all nogoods are formed from variables in a sequence. This places
an additional restriction on the formation of nogoods which has no impact on
the completeness of the algorithm.

A wide range of heuristics can be used to generate a ‘minimal’ nogood. Our
experiments have shown that a nogood that consists mostly of recent assignments
(those closest to the current assignment) leads to better performance.

The compute-isgood procedure constructs the weakest isgood possible to send
to agent v while still satisfying certain requirements. It is called after all isgoods
and nogoods have been processed and all new nogoods have been sent. If there
is no need to send an isgood (we have already established agreement with our
neighbour) then we need not counter its argument.

We ensure that individual pairs of agents do not communicate simultane-
ously by making using of a mutex on individual communication channels. If an
argument from a neighbour v has arrived between the last call to process-isgood
and the activation of the lock we skip sending an argument on this iteration.
The result is half-duplex communication with all agents able to operate asyn-
chronously.

To avoid cycles of oscillating agent values in inconsistent problems we must
try to increase the strength of isgoods which are sent. This is achieved by record-
ing the last isgood sent and attempting to increase the strength of subsequent
isgoods. Increasing argument strengths can also be seen in humans where any
change in decision must be backed by a rationale stronger than that given previ-
ously. As any cycle must be finite, eventually the arguments being transmitted
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will contain the cycle itself and (if formed from inconsistent values) will generate
a nogood, breaking the cycle.

As an isgood must not contain the description of the assignment to the target
variable v, it is possible for the isgood to be cut short. This unfortunately allows
for cyclic behaviour for consistent problems as observed in Distributed Breakout
[7]. To prevent this behaviour we do not send an isgood to the first variable in the
rationale if the rationale has been marked as weak and contradicts the current
value of that variable. We can conclude that the rationale will eventually become
redundant and should not be propagated in a cycle.

Note that in actual implementation, the elimination counts stored within an
isgood are not as described in this paper. We use a data structure equivalent
in size and information content, with the added feature that the construction
of an isgood (line 9 of compute-isgood) and the evaluation of strength become
trivial. We have omitted the details of this structure in favour of a more intuitive
explanation of isgoods.

4 Results

An implementation of this algorithm was run against a variety of planar graph
problems, n-queens problems, and random binary problems. Performance of this
algorithm (measured in CPU time and number of messages) was fair, but not
competitive with other distributed CSP algorithms. In part we attribute this to
the time expended by the algorithm in the absence of a total order on variables.

We have described specific behavioural aspects that we wish to achieve:

– no total ordering over variables is required for backtracking.
– fairness in stability for variable assignments.
– completeness of the algorithm on all problems.

4.1 Variable ordering and backtracking

Each isgood establishes an order over variables within a local context in the form
of a sequence in which assignments were made. For the purposes of nogoods and
value selection an agent treats its support as a higher-ranked agent, though it
is free to change support at any time. This is necessary for the introduction of
nogoods in the style of Dynamic Backtracking [2, 1]. We argue that the combina-
tion of these local orders does not necessarily end in the construction of a total
order over variables.

Figure 1 shows a constraint graph of a 100-variable problem with random
binary constraints and domain size of 8. Figures 2 - 4 display directed graphs of
the support relation (ie. which variables treated others as support) observed at
algorithm termination for constraint tightness values of 0.3, 0.4 and 0.5.

We have observed that the formation of support connections will be avoided
if:

– constraints are weak (Fig. 2), as conflicts can be avoided; or
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Fig. 1. 100-variable constraint graph Fig. 2. Support relation at termina-
tion, with tightness 0.3

Fig. 3. Support relation at termina-
tion, with tightness 0.4

Fig. 4. Support relation at termina-
tion, with tightness 0.5

– constraints are very strong (Fig. 4), as variables have little need for the
support of neighbours in developing a rationale.

In other cases a global ‘authority’ (one variable at the root of a large portion
of support relation) may still not arise. Observe that in Fig. 3 no variable provides
a root for the support relation.

Returning to our introductory motivating example, this is an important re-
sult. Backtracking via nogoods may only occur across support relations. It im-
plies that the scheduling of meetings within Pluto and Saturn universities may re-
main independent, despite constraints between them. Backtracking search (gen-
eration of nogoods) initiated within Pluto’s agents will not necessarily propagate
to (and disrupt) Saturn’s agents as support relations may not exist. We have
verified this behaviour by constructing problems formed of two weakly connected
CSPs and observing the development of the support relations over time.
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4.2 Stability of assignments

Algorithms which use fixed variable orderings have a tendency for higher-ranked
variables to change value less often. Conversely, lower-ranked variables change
value frequently. Within classical backtracking this is an obvious behaviour, and
its presence continues in distributed variants. We have provided reasons why
such behaviours is undesirable.
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Figures 5 and 6 present the number of value changes per variable. We have
sorted the variables according to the order in which they were first assigned.
We see that the order in which the variables chose their initial assignment was
irrelevant to the number of times their value changed. The frequency of value
change is also evenly distributed.

4.3 Completeness

We are able to provide arguments for the completeness of our algorithm, though
no formal proof has been established. First note that all steps of the algorithm
are correct. Nogoods contain all relevant information, and are disregarded if no
longer applicable. Isgoods are always consistent with the constraints across those
variables. We now present an explanation and demonstration of our technique
for avoiding cyclic behaviour and a corresponding argument for termination.

Distributed Breakout avoids the requirement of a global ordering and allows
variables to increase the importance of their constraints. The ability for agents
to increase their ‘insistence’ on a variable change provided inspiration for the
generation of arguments. Unfortunately Distributed Breakout suffers from in-
completeness [7] for many satisfiable CSPs. This is due to variables which are
in conflict being able to simultaneously and independently change their value,
retaining their conflicting status and leading to cyclic behaviour.

56



By providing arguments with progressively increasing scope we have at-
tempted to place a bound on the maximum level of ‘insistence’ a variable may
provide. The use of increasing scope also provides us with a method to detect
cycles of variables. It is tempting to provide additional connections between vari-
ables, providing synchronous behaviour for agents to avoid simultaneous change.

However, with the introduction of the hash function we have provided a total
order (per set of variables) for assignments. When an agent observes successive
rationales without change of scope the total order provides a common under-
standing of the ‘better’ rationale. Thus, without explicit synchronisation while
executing, agents agree on a common assignment and prevent cyclic behaviour.

Take the CSP with w 6= x, x = y, y 6= z, z = w and Dw = Dx = Dy = Dz =
{T, F}. Also presume that hash rates {(w, T ), (x, F ), (y, F ), (z, T )} higher than
{(w,F ), (x, T ), (y, T ), (z, F )}. A possible execution of our algorithm demonstrat-
ing cycle-breaking behaviour is presented below. For the sake of clarity we have
not included all notifications of value changes.

From To Argument
x w, y 〈(x, T, 0)〉 x proposes to w and y
z w, y 〈(z, T, 0)〉 z proposes to w and y
w z 〈(x, T, 0), (w,F, 1)〉 w counter-proposes to z
y x 〈(z, T, 0), (y, F, 1)〉 y counter-proposes to x
x w 〈(y, F, 0), (x, F, 1)〉 x changes proposal to w
z y 〈(w,F, 0), (z, F, 1)〉 z changes proposal to y
w z 〈(y, F, 0), (x, F, 1), (w, T, 1)〉 w changes proposal to z
y x 〈(w,F, 0), (z, F, 1), (y, T, 1)〉 y changes proposal to x
x w 〈(z, F, 0), (y, T, 1), (x, T, 1)〉 x changes proposal to w
z y 〈(x, F, 0), (w, T, 1), (z, T, 1)〉 z changes proposal to y
w z 〈(y, T, 0), (x, T, 1), (w,F, 1)〉 w changes proposal to z
y x 〈(w, T, 0), (z, T, 1), (y, F, 1)〉 y changes proposal to x
x w 〈(z, T, 0), (y, F, 1), (x, F, 1)〉 x changes proposal to w
z z waits, rationale is weak
w z 〈(y, F, 0), (x, F, 1), (w, T, 1)〉 w changes proposal to z

algorithm stops with w = T, x = F, y = F, z = T

Observe that z waited and did not propose 〈(x, T, 0), (w,F, 1), (z, F, 1)〉 to y.
This is due to the use of the hash function to detect weak rationales, and the
observation that y currently had a value contradicting the proposal from w to
z.

The algorithm will also detect unsatisfiable CSPs (due to the use of nogoods).
Take the CSP with w 6= x, x = y, y = z, z = w and Dw = Dx = Dy = Dz =
{T, F}. A possible execution of our algorithm is presented below.
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From To Argument
x w, y 〈(x, T, 0)〉 x proposes to w and y
z w, y 〈(z, T, 0)〉 z proposes to w and y
w z 〈(x, T, 0), (w,F, 1)〉 w counter-proposes to z
z y 〈(w,F, 0), (z, F, 1)〉 z changes proposal to y
z y 〈(z, F, 0)〉 z changes proposal to w
y x 〈(z, F, 0), (y, F, 1)〉 y counter-proposes to x
x w 〈(y, F, 0), (x, F, 1)〉 x changes proposal to w
x y 〈(x, F, 0)〉 x changes proposal to y
w z 〈(y, F, 0), (x, F, 1), (w, T, 1)〉 w changes proposal to z
z w {(y, F ), (w, T )} z rejects proposal from w
z w, y 〈(z, F, 0)〉 z changes proposals to w and y
w x {(y, F )} w rejects proposal from x
w x, z 〈(w,F, 0)〉 w proposes to x and z
x y {(y, F )} x rejects proposal from y
x y 〈(w,F, 0), (x, T, 1)〉 x proposes to y
y z {(z, F )} y rejects proposal from z
y z 〈(y, T, 1)〉 y proposes to z

eventual domain wipeout. . .

We will now argue that the strength of rationales is monotonic increasing
(when conflicts between agents are encountered). As the strength of finite isgoods
is bounded above, and we presume that only finite isgoods are constructed, this
must lead to eventual termination or ‘idling’ of all agents.

1. An agent will only accept an isgood which conflicts with its current rationale
if the strength of that isgood exceeds the strength of the rationale. If the
rationale is weaker, the agent is guaranteed to establish a new, stronger
rationale. If the rationale is stronger, the agent is able to respond with a
stronger isgood and potentially provide a stronger rationale for neighbours.

2. An agent must always accept a nogood and this is likely to impact upon the
rationale. If the nogood does not cause a domain wipeout the rationale will
be strengthened by virtue of our chosen definition of strength. If a domain
wipeout occurs a nogood will be issued to the current support, and our
rationale is potentially weakened. In the absence of cycles of isgoods this
‘nogood forwarding’ behaviour will terminate with the rationale of an agent
being increased. This strengthened rationale may then be propagated along
the path the nogood used, providing new strengthened rationales if required
due to conflicts.

From these observations we argue that the strength of rationales held by
agents is, in a general sense, monotonic increasing. In the case where a rationale
is not increased this is due to agreement amongst agents which, in turn, provides
termination. We hope to establish a formal proof of the above arguments in
future research.
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5 Conclusion

A distributed environment extends the applicability of CSPs but provides new
challenges to the development of algorithms. In the usual case a DisCSP can be
solved by distributed variants of existing global-search or local-search algorithms.
However, there exist natural examples of DisCSPs for which a total variable
ordering is not desirable. If we are to solve such DisCSPs we must develop new
algorithms designed specifically for distributed environments.

The algorithm described in this paper represents a realisation of new con-
cepts for addressing these concerns. Key to this is the use of ‘arguments’, which
provide:

– a more robust method of escalating an agent’s ‘insistence’ on value selection,
by incrementally increasing the strength of arguments.

– recording of a sequence of agent’s assignments which led to a value selection,
which provides opportunities for nogood construction.

– the placing of a total order over solutions for subsets of variables, resolving
the cyclic behaviour exhibited by Distributed Breakout.

– avoiding fixed ranks for agents and the resultant ‘subservient’ behaviour
which is undesirable in many instances.

Primarily this work is a proof-of-concept, providing a basis for the develop-
ment of more efficient algorithms for solving DisCSPs without variable ordering.
We have demonstrated our algorithm has desirable behavioural properties, and
contains novel mechanisms for avoiding cyclic behaviour. Future work will focus
on performance characteristics and formal completeness results. One promis-
ing performance improvement is the use of deltas when communicating with
neighbours, as the majority of communication involves only minor changes to
communicated isgoods.
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Abstract

Many successful algorithms, such as Asynchronous Partial Overlay (APO), have re-
cently been developed for cooperative distributed problemsolving based on the notion of
coordinated mediation. In this paper we examine the impact of different strategies for choos-
ing mediators with respect to the complexity of distributedproblem solving and the difficulty
in merging decentralized solutions. We present experimental results which challenge previ-
ously held beliefs suggesting that the appointment of highly constrained agents leads to a de-
crease in problem solving complexity. We show that, instead, choosing loosely constrained
agents as mediators in order to minimize the expected size ofmediation sessions can lead
to an overall improvement in system performance on problemswith particular properties.
Analysis with respect to these properties is provided to explain the observed improvement,
and the analysis is confirmed experimentally.

1 Introduction

Distributed constraint satisfaction continues to serve asa valuable paradigm for studying co-
operative problem solving techniques in domains such as resource allocation[Conry et al.,
1992], and distributed time-tabling and transportation routing[Solotorevsky and Gudes, 1996].
Perhaps more importantly, DCSPs have helped researchers understand some of the deeper is-
sues surrounding cooperative problem solving and reasoning [Yokoo et al., 1990; Junget al.,
2001], such as trade offs between the effectiveness of cooperation and the drawbacks due to
the resulting communication. There have been significant efforts dedicated to designing and
testing various algorithms and protocols for addressing problems in this domain such as Asyn-
chronous Backtracking (ABT)[Yokoo and Durfee, 1992], Asynchronous Weak-Commitment
(AWC) [Yokoo, 1995], and most recently Asynchronous Partial Overlay (APO)[Mailler and
Lesser, 2004].

For the most part, much of the problem solving effort in thesealgorithms involves mitigating
the effects of local decisions made by individual agents that destabilize the system. This pro-
cess usually requires a significant amount of inter-agent communication, because agents must
inform each other of conflicting intentions and cooperate torectify them. The most effective
algorithms, such as APO, have adopted the notion of cooperative mediation and manage to cut
down significantly on unnecessary communication. Mediation-based algorithms involve the co-
ordination of parts of the problem by mediator agents, who are charged with the responsibility
of solving some centralized problem and supplying information to other agents that rectifies
some or all of their conflicts. In this paper we explore the impact of different strategies for
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choosing mediators, and discuss the relationship between these strategies and the overall com-
plexity of the distributed problem solving process. As of yet this kind of analysis has not been
discussed, and we find that it provides valuable insight intothe nature of cooperation.

Our analysis focuses on the Distributed Constraint Satisfaction Problem (DCSP) and helps
to clarify the relationship between the computational properties of solving a centralized version
of the problem, the difficulties in merging or overlaying mediated solutions, and the potential
arising from the parallel and distributed nature of the problem domain. In Section 4 we describe
the experimental results of applying our analysis to the APOalgorithm by examining three
different mediator selection strategies on distributed 3-color graph coloring problems. Our re-
sults suggest that on solvable 3-color graph coloring problems mediators should be selected in
order to minimize the number of agents involved in each mediation, which is contrary to the
previously suggested strategies of choosing mediators to centralize as much of the problem as
possible.

2 Background

2.1 Distributed Constraint Satisfaction

The distributed constraint satisfaction problem was first discussed by Yokooet.al. as a way
of formalizing Cooperative Distributed Problem Solving (CDPS) [Yokoo and Durfee, 1992],
building on previous exploration into the realm of specific distributed constraint satisfaction
problems[Sycaraet al., 1991; Lesser, 1990; Parunaket al., 1986]. A DCSP is formally defined
as a constraint satisfaction problem (CSP) of the followingform:

• a set ofn variables,V = {x1, . . . , xn}

• a set of discrete finite domains for each variable,D = {D1, . . . , Dn}

• a set of constraintsR = {R1, . . . , Rm} where eachRi(di1, . . . , dij) is a predicate on the
Cartesian product of the domains of all the variables referenced by that constraint. The
constraint is said to besatisfiedif the assignments of each referenced variable satisfy the
constraint.

Where each agent is said toknowabout a particular set of variables and constraints. The goal
of each agent is to assign a value to its variables that satisfies all of its known constraints,
in an effort to satisfy the entire problem. For the rest of this paper, for the sake of simplic-
ity, we will restrict our problem domain to associate each agent with a single variable, and its
known constraints to be all of the constraints that refer to that variable. We will also consider
only binary constraints (constraints between two variables), although the ideas presented can
be generalized to relax both of these restrictions. It is also useful to note that CSPs are often
viewed as graphs or networks where vertices represent individual variables, and edges represent
constraints between two or more (in the case of hyper-edges)variables. In the distributed do-
main the constraint graph also typically represents a communication network between agents,
because agents are more likely to communicate with others connected via constraints.

2.2 Related Work

In their original paper formalizing DCSPs, Yokooet.al. also described a simple extension of a
commonly used CSP solving technique called Asynchronous Backtracking (ABT). This tech-
nique involves a trial-and-error type solution, where agents continually assign their variables
random values and revise them, or backtrack, when they receive indication from others that
they have destabilized the system.

Soon thereafter several other techniques were ported from the centralized CSP domain,
such as Asynchronous Weak Commitment (AWC)[Yokoo, 1995]. This algorithm extends ABT
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by allowing agents to treat assignments from other agents asweak-commitments, rather than
unchangeable instantiations. When an agent identifies a conflict, it can choose to temporarily
ignore the offending variable if it has reason to believe that its value can be easily changed.
Agents decide whether or not offending variables can be easily changed based on dynamically
computed priorities, which reflect the frequency with whichthe corresponding agent has been
involved in other trial and error sessions.

The most recent, and most successful framework for DCSP algorithms so far is called Asyn-
chronous Partial Overlay (APO) developed by Roger Mailler and Victor Lesser[Mailler and
Lesser, 2004]. APO is based on the concept of cooperative mediation, whereagents that iden-
tify conflicts in local sub-problems choose a mediator to solve a centralized version of the
sub-CSP that includes the conflict, and then abide by the decisions of the mediator.

The use of cooperative mediation for distributed problem solving first appeared in work
involving air-traffic control[Cammarataet al., 1983], and has appeared in various other dis-
tributed domains such as supply chain manufacturing[Maturanaet al., 1999]. These algorithms
have proven mediation to be an extremely useful technique for coordinating distributed decision
making, however there has been little to no formal discussion of the effects of different mediator
selection strategies.

3 Methods

3.1 Mediation, Overlay and Complexity

For the purposes of this paper, we will define the terms mediation and overlay in the following
fashion with respect to DCSPs:

Definition: mediationis the process of solving a centralized version of a subproblem in the
DCSP to resolve conflicts among two or more agents (one of which may be the mediator).

Definition: overlay is the process of fitting together partial solutions to a DCSPlike puzzle
pieces.

The remainder of the analysis in this section describes the relationship between the complexity
of a mediation procedure, the mediation process, and the overlay process. In the most basic
terms, the initiation of a mediation session in DCSP solvinginvolves the following process:

1. A mediator must be appointed either arbitrarily or based on some strategy implemented
by the agents.

2. The mediator must collect any information deemed necessary to aid the mediation pro-
cess, such as the constraints placed on other agents involved in the session.

3. The mediator must derive a solution that satisfies identifiable conflicts.

4. The solution must be relayed and adopted by the other agents involved in the session, and
the solution must be overlayed with problem solving effortsin the rest of the DCSP.

Notice that if mediation is the only technique available to the agents for satisfying conflicts and
the mediator’s solution does not perfectly overlay onto theproblem, the final step will require
additional mediation sessions to stabilize the system. Mediation in DCSP solving is usually
initiated when a conflict is identified by an agent based on currently assigned variable values.
The goal of the session will be to re-assign values to each agent involved that alleviate the
conflict.

The benefits of this process to DCSP solving arise from computational improvements asso-
ciated with finding a solution to the centralized version of the sub-problem, and communica-
tion improvements arising from the lack of negotiation needed since the mediator’s decisions
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are adopted immediately by all agents in the session. The drawbacks of employing media-
tion based techniques in DCSP solving result from the wastedefforts of non-mediating agents
during a mediation session that are awaiting direction fromthe mediator, and the difficulty of
overlaying solutions from several different mediation sessions.

Understanding the general form of mediation techniques helps us formalize their complexity
in DCSP solving. Throughout our analysis we will make the following assumptions:

• For simplicity sake, and to focus on the primarily on the impact of mediation, we assume
that agents have no manner of resolving conflicts other than mediation.

• We will assume that the complexity of the mediation process dwarfs all other agent pro-
cessing, such as the computation required to choose a mediator. This assumption is jus-
tified considering that mediation usually requires performing some kind of search, which
is likely to overshadow the complexity of other agent tasks.

• For a particular problem instance and a particular mediation framework we will assume
thatM provides a finite upper bound on the number of mediations required to reach a
stable solution, or identify that the problem is infeasible. An upper bound exists for any
complete algorithm such as APO, as mediation sessions can continually grow in size until
the entire finite sized problem is mediated by a single agent in the worst case.

• We assume that the functionf(x) describes the worst-case complexity of mediatingx

agents, such that the computation involved by the individual mediator isO(f(x)).

Let T (ω) be a function such that the worst-case computational complexity of the entire medi-
ation system can be described asO(T (ω)), whereω ∈ Ω defines a vector of sizeM whose
i’th entry is the number of agents involved in thei’th mediation session, andΩ is the set of all
such possible vectors that lead to a solution with≤ M sessions (note that|Ω| ≤ n(M + 1)).
Different chains of mediation sessions will result in differentω vectors, and any chain which
requires fewer thanM sessions will have values of zero for all entries beyond the number of
necessary sessions. To clarify, the differences between chains can result from the selection of
different mediators, and differences in solutions chosen by each mediator. Using these defini-
tions and the assumptions above, the functionT (ω) can be defined as the a linear combination
of the complexity of each individual mediation session as follows:

T (ω) =
M
∑

i=1

f(ωi) (1)

The mediation procedure that minimizes computational complexity1 of the system, is the
one that produces a vector,ω, which minimizes the value ofT in Equation 1.

However, determining the number and size of mediation sessions required for the procedure
to lead to a stable state often involves carrying out the entire problem solving process. Instead it
is useful to use probabilistic analysis and empirical investigation to design mediation procedures
that minimize the expected worst-case complexity of the process.

To that end we can describe the expected worst-case complexity of our mediation system
by introducing a probability density functionp(ω), which describes the probability that our
mediation procedure involves the mediation sizes in the chain specified byω. Using the proba-
bility function, we can describe the expected complexity ofour system asO(E[T (ω)]), where
E[T (ω)] is equal to the functionτ(p). This function involves summing the complexity over all
possible values ofω ∈ Ω, multiplied by their probability. We can deriveτ as follows:

1It is worth noting that other goals in mediator selection maybe desirable, such as minimizing the amount of
communication involved in reaching a stable state, which require different analysis.
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E [T (ω)] = E

[

M
∑

i=1

f(ωi)

]

τ(p) =
∑

ω∈Ω

(

M
∑

i=1

f(ωi)

)

p(ω) (2)

We can conclude our analysis and reach the desired intuitionby introducing one final set of
assumptions.

• Let us assume that the probability function,p(ω), can be estimated with a functionp′(j),
which satisfies Markov and independence properties; such that the probability of observ-
ing a mediation of sizej depends only on the size ofj and not on its previous or future
values. This assumption allows us to reason about and measure the probability of pro-
ducing sessions of a particular size, rather than specific chains.

• We will also assume that the functiong(p′) relates the probability distribution over the
size of mediation sessions to an estimate of the number of mediations required to reach a
stable state, or the state beyond which the values ofω would be zero. This function can
also be reasoned about and experimentally measured, and we believe introducing it helps
to make our discussion more insightful.

Using these final assumptions (also recall thatn is the number of agents and variables in the
DCSP) we can re-write the expected worst-case complexity formula as:

τ(p′) =

n
∑

j=1





g(p′)
∑

i=1

f(j)



 p′(j)

τ(p′) = g(p′)

n
∑

j=1

f(j)p′(j) (3)

Notice that the functiong describes the relationship between difficulty in overlaying solu-
tions and likely session size, because the number of mediations required to reach a solution is
related to how many conflicts are created by each session. Thefunctionf describes the rela-
tionship between difficulty in finding a mediation solution and session size. Thus, Equation 3
clearly illustrates the trade off between mediation procedures which are likely to involve coor-
dinating large parts of the problem space, and procedures that are likely to coordinate smaller
parts of the problem at the expense of involving more sessions. In terms of designing mediation
procedures, this model suggests that during the execution of the procedure, optimal mediator
selection strategies should be employed to adjust the probability distribution,p′, over the size
of mediation sessions and minimize the expected system complexity, τ .

3.2 APO Overview

The APO algorithm provides a basic framework for utilizing mediation in DCSPs, which we
will employ to explore our theoretical model of distributedproblem complexity. For the details
of the APO algorithm the reader is directed to[Mailler and Lesser, 2004] (for additional details
see[Mailler, 2004]). The algorithm can be summarized as follows:

1. Agenti begins by assigning a random value,di ∈ Di, to its variable,xi.

2. It then calculates its local priority,pi, based on the number of agents it share constraints
with (its degree in the constraint graph).
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3. The agent then communicates information about its local assignment,di, to all of its
neighbors and when a conflict is identified by an agent that cannot be rectified by the
agent alone, a mediator is chosen with the highest priority in the group of agents known
be part of the conflict.

4. The agents who are part of the conflict communicate all the information they know about
their local sub-problems, including:

• the set of constraints,Ci, that apply to their variable,

• the entire domain of their variable,Di,

• and information about other agents that are known to be in conflict with each of the
values in their domain (this is referred to as alabeleddomain).

5. This information is then used by the mediator to perform a branch-and-bound search
guaranteed to find a feasible solution, if one exists, to the sub-problem pertaining to
agents that are part of the mediation session that minimizesthe number of constraints
violated for agents outside of the session (the mediator determines the number of external
violations using the labeled domains).

6. The mediator’s solution is communicated to each of the agents involved in the session,
and any external agent (not involved in the elapsed mediation session) who was violated
by the solution is added to the mediator’s neighborhood. Next time the same agent medi-
ates, the violated agent will be included in the session.

3.3 Mediator Selection

In order to validate our theoretical model of mediation complexity, we will explore the perfor-
mance of different mediator selection strategies within the framework of APO. As described
above, mediators are selected in APO based on local priorities which are proportional to the
number of agents in the mediator’s neighborhood. To exploredifferent mediator selection strate-
gies we will change the way these priorities are generated.

Notice that the mediation aspect of the APO algorithm involves a complete branch-and-
bound search of the centralized sub-problem. The search algorithm is well known to be ex-
ponentially complex in the number of variables on 3-color graph coloring problems. Thus in
Equation 3 the functionf is O(2j), which minimizes complexity when sessions are likely to be
smaller. However,g will likely be inversely related to expected mediation size, because larger
mediations will lead to fewer sessions. This suggests increasing the size of mediations and
potentially mitigates the effects of the branch-and-boundcomplexity. An important insight is
that becausef is exponential in expected mediation size, ifg is inverselysub-exponentialin the
expected mediation size, thenτ will be minimized whenp′ favors smaller mediations.

Furthermore, during mediation, rather than choosing the first discovered feasible solution,
mediators continue to search for the solution with the minimum number of external conflicts.
This is intended to increase the likelihood that mediated solutions will overlay properly with
existing solutions, and thus decrease the inverse complexity of theg function. Because of this
fact, and the fact that on solvable graph coloring instancesthere will always be a way to overlay
feasible solutions, our model predicts the expected complexity of the system on 3-color graph
coloring problems will be minimized when the expected size of the mediations is smallest. This
prediction is contrary to suggestions and intuitions presented in the description of the APO
framework, which involves choosing mediators who are most constrained and thus will have
the largest expected mediation sessions.
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APO pi = |neighborhood(i)|

Random APO (RAPO) pi = random number∈ [0, 1]

Inverse APO (IAPO) pi = 1
|neighborhood(i)|

Figure 1: Summary of Mediator Selection Strategies

4 Results

4.1 Distributed 3-color Graph Coloring

The experiments presented in this paper involve solving solvable instances of a distributed 3-
color graph coloring (D3GC) problem using different mediator selection strategies with the
APO algorithm. The D3GC problem is a DCSP where all of the constraints arenot-equal
constraints, and the domain of each variable contains 3 different colors. We generate random
solvable instances according to the algorithm presented in[Minton et al., 1992], which has been
used for benchmarking previous research in this area.

4.2 Experimental Setup

Figure 1 summarizes the different mediation strategies we examine in our experiments. The
different strategies include the strategy suggested with the APO framework of choosing prior-
ities proportional to an agent’s number of constraints, a random strategy, which we will refer
to as Random APO (RAPO), that assigns priorities completelyrandomly, and a strategy that
assigns priorities inversely proportional to an agent’s number of constraints. This last strategy
is intended to minimize the expected mediation size, and will be referred to as Inverse APO
(IAPO).

In our experiments we varied the number of variables in the problem,n, and the problem
density, or number of constraints per variable,m. We generated 10 random solvable problems
for each combination ofn andm, n = 15, 30, 36, 45, 51, 60 andm = 2.0 (low density) and
2.7 (high density). For each of the 10 problems we generated 10 different random starting
assignments which were shared across all algorithms, for a total of 1200 runs per algorithm.

4.3 Experimental Results

The relationship between the average size of mediation sessions and number of mediation ses-
sions required for each algorithm is shown for each of the values ofn andm in Figure 2. The
running time results are shown in Figure 3 as percentage improvement graphs over the APO
algorithm of the other two algorithms, with 95% confidence intervals. We are aware that the
running time of an algorithm can be greatly effected by its implementation specifics, however
these algorithms were all implemented in the exact same framework ensuring that differences
were only due to the difference in mediator selection strategies. We also measured the number
of cycles each algorithm required, and the number of messages passed between agents. During
a cycle all messages are delivered to agents, they are allowed to process the information con-
tained in the messages, and all messages emitted during the cycle are placed on the queue to be
handled during the subsequent cycle. Both of these metrics revealed no significant differences
between any of the algorithms or the results reported for APOin [Mailler and Lesser, 2004].

As expected, the IAPO algorithm has the smallest mediation sessions on average and the
APO algorithm has the largest for all values ofn andm. The mediation measurements confirm
that there is an inverse relationship between the average size of the mediations and the number
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of sessions required for all algorithms and all values ofn and m, however the relationship
appears to be inversely sub-exponential. This relationship also appears to be more significant
on problems with larger values ofn andm, which can be explained by the increasing difficulty
in overlaying solutions. The running time results confirm, that IAPO is significantly faster for
all values ofn andm than the APO algorithm, and appears to scale more effectively. The RAPO
algorithm falls directly in between the other two algorithms on all reported metrics.

We performed similar experiments on random (not guaranteedto be solvable) 3-color graph
coloring problems and found the results showed little difference in performance on average
between the different mediator selection strategies. We attribute this to the fact that infeasible
problem instances require larger mediation sessions to identify. In order to identify an infeasible
problem the subset of variables which together prevent a feasible solution must be centralized
by a mediator, which is more likely to happen when mediation sizes are larger. Thus, improve-
ments on solvable instances by the IAPO algorithm are balanced by a more rapid recognition of
infeasible problems by the APO algorithm.

(a) Low Density Problems (m = 2.0)

(b) High Density Problems (m = 2.7)

Figure 2: Mean mediation session size versus mean number of mediation sessions needed to
solve random solvable D3GC instances.
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(a) Low Density Problems (m = 2.0)

(b) High Density Problems (m = 2.7)

Figure 3: Running time needed to solve random solvable D3GC instances as mean percentage
improvement over APO.

5 Discussion

In this paper we presented a theoretical model for understanding the computational complex-
ity of mediation procedures for solving DCSPs. The model suggests that problems with sub-
exponential overlay costs should be biased towards smallermediaton sessions to reduce system
complexity. Our experimental results validate our theoretical model by examining different me-
diator selection strategies on solvable 3-color graph coloring problems. The results confirmed
that the relationship between the expected size of a mediation session and the number of media-
tion sessions needed to reach a stable state was inversely sub-exponential on these problems. As
our model predicted, this led to a significant increase in system running time as average medi-
ation size increased. These results are contrary to previously reported intuitions about effective
ways of selecting mediators, and the resulting algorithm outperformed APO, the previously
most successful technique in this domain.

The model presented in this paper formalizes the relationship between the benefits of me-
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diation for cooperation and the difficulty in fitting the resulting solutions together in DCSPs.
DCSPs have been shown as formalized instances of cooperative distributed problem solving,
and we believe this generalizes our model to provide insightinto the larger domain of mediated
cooperative problem solving.
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Abstract. This paper presents four distributed algorithms for log-based
reconciliation. Our methods remove the classical drawbacks of central-
ized systems like single point of failure, performance bottleneck and loss
of autonomy. They are tolerant to failures and allow operations to per-
form multi-object updates without forcing full replication. The prob-
lem is formalized using the Distributed Constraint Satisfaction paradigm
(DisCSP). In the worst case, the message passing complexity of our meth-
ods range from O(p2) to O(2p) in a system of p nodes. Experimental
results con�rm our theoretical analysis and allow us to establish quality
and eÆciency trade-o� for each method.

Keywords: Distributed Constraint Satisfaction

1 Introduction

Optimistic replication is the enabling technology for Computer Supported Co-
operative Work where users collaborate asynchronously to achieve a common
goal. The major assumption in optimistic replication systems is that conict-
ing operations are exceptional [KR81] and can be resolved through a process
called reconciliation. In these systems, users share a set of common data objects
through replication and update their local replicas independently. These isolated
updates can introduce divergence in the states of the shared objects which are
occasionally repaired through reconciliation.

In log-based reconciliation, local updates are recorded in logs containing the
isolated operations. These logs represent the input of the reconciliation process.
The output or schedule, which is an ordered collection of non-conicting oper-
ations, is computed by combining the isolated operations in some order. The
schedule when executed against a previously consistent state results in a new
consistent state. However, a set of isolated updates may contain conicting op-
erations and combining these operations may violate some invariant. One way of
preserving correctness is to exclude some conicting operations from the sched-
ule. An eÆcient reconciliation algorithm minimizes these removals.
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A major criticism of current optimistic systems is that reconciliation is cen-
tralized which exhibits classical drawbacks like single point of failure, perfor-
mance bottlenecks and loss of autonomy. Drawbacks aside, due to various factors
like organizational boundaries and security/privacy, centralization may indeed
be impossible or undesirable. What is needed is a method for making decision
locally and incrementally, without having to accumulate all information at one
site. In this work, we present a set of distributed algorithms for log-based rec-
onciliation which avoid the previous drawbacks and preserve privacy.

As demonstrated in [KRSD01], systems invariants can be represented using
constraints. Such systems can then be modelled and solved in the Constraints
formalism [Fag01,Ham04]. This approach presents several advantages like the
insurance of �nding the best possible schedule (optimal solution) and the clear
distinction between modelling and resolution which brings easy system integra-
tion and seamless switch between solvers.

This work takes advantage of the previous contributions to provide the �rst
distributed algorithms for reconciliation. These new algorithms are de�ned in
the Distributed Constraint Satisfaction Problem paradigm (DisCSP) [Yok01]. A
DisCSP is an abstract representation of a problem that is distributed amongst a
group of autonomous agents cooperating to �nd a global solution. Each agent has
a partial view of the global problem and is responsible for �nding a solution to its
share of the problem. Each agent is restricted by some constraints which must
not be violated when searching for a local solution. Agents are also mutually
restricted through shared constraints. A global solution is reached when every
agent �nds a local solution without violating both local and shared constraints.

This paper is organised as follows. We �rst provide a high level overview of
the di�erent domains in section 2. Section 3 presents the modelling of log-based
reconciliation as a distributed constraint satisfaction problem. Our algorithms
are presented in section 4 their theoretical analysis is given in section 5. Before
the general conclusion provided in the last section, section 6 presents detailed
experimental results.

2 Background

2.1 Constraint-based Optimistic Replication

In order to maintain consistency in a log-based reconciliation system, di�erent
updates to the same object must be executed in the same sequence at every
replica. This can be complicated due to the varying latencies involved in ac-
cessing replicas that are distributed across a wide-area network. This problem
is further exacerbated in mobile computing where the availability of replicas is
also variable. Many optimistic systems like Bayou [DPS+94], IceCube [KRSD01],
circumvent this problem by using a centralised commit protocol (also known as
the primary-based commit). In these systems, a distinguished site or primary is
elected by the system for committing tentative operations. The order in which
tentative operations are committed at the primary is deemed to be the authori-
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tative order. Tentative operations must be executed at all replicas in the order
speci�ed by the authoritative sequence.

IceCube is an optimistic replication system that supports multiple applica-
tions and data types using a concept called constraints between operations. The
input is made by a set of logs coming from p users or sites f(ai1; :::; aij)j1 � i � pg
where aij represents the jth action for user i. These logs are individually con-
sistent i.e., operations recorded in a log do not violate any correctness criteria
at the originating site. The schedule is an ordered collection of non-conicting
operations (a1; :::; ak) which represents the largest subset of users' operations
consistent with the following conditions:

1. \before" constraints (also called temporal): for any ai, aj in the schedule
such that ai ! aj , ai comes before aj (not necessarily immediately before).

2. \must have" constraints (also called dependencies constraints): for any ai in
the schedule, ai B aj means that aj must also be in the schedule.

Operations which are not part of the �nal schedule are deemed conicting
and aborted by the system. The semantics of a large set of applications can be
represented through the combination of these low level constraints. For instance
if the method fm of an object o needs to start with the call to an initialisation
method fi we can use the constraints o:fi ! o:fm; o:fm B o:fi.

A consistent schedule must respect any dependency relation and avoid ori-
ented cycles of temporal constraints. The previous problem limited to before
constraints can be reduced to the search of the largest acyclic network of ac-
tions. This problem is NP-hard [Kar72]. However, the addition of must have
dependencies globally reduces the complexity. The reduction is even larger when
the relations are symmetricals (ai B aj B ai). Indeed, the previous introduces
equivalence classes between actions which is similar to a reduction in the size of
the problem [Fag01].

2.2 Distributed Constraint Satisfaction

DisCSP is a general paradigm able to represent various distributed problems.
It is usually deployed in multi-agent applications where the global outcome de-
pends on the joint-decisions of autonomous agents. Examples of such applica-
tions are distributed sensor networks management [FM02] and distributed plan-
ning [AD97].

Distributed optimization problems represent a new application �eld for DisC-
SPs. Recently, ADOPT the �rst distributed branch and bound algorithm was
presented [PMY03]. This algorithm can �nd an optimal solution or a solution
within a user-speci�ed distance from the optimal. Of course, this was a �rst
candidate for distributed log-based reconciliation. However an in-depth review
concluded that ADOPT is too space intensive for our purpose. Indeed, assuming
there are n nodes and each node is assigned one variable. The algorithm needs
to maintain a context �eld which can be thought of as a partial solution at a
speci�c node. At worst, the size of the context �eld at a node is n (i.e. the size
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of the global solution). At node i, for each possible value that variable Xi can
take i.e., Di, the context of all its children must be recorded. Since a node has
at most n � 1 children, the space required to store the context �eld at node i

is O
�
jDxi j � n2

�
. Although space requirement is polynomial, this algorithm is

not suited for our needs. Indeed, our system has to manage large sub-problems
distributed amongst several primaries. Therefore, a realistic approach is to per-
form local branch and bound searches combined with distributed satisfaction to
correctly combine optimal local solutions.

3 Modelling

This section presents our distributed constraint modelling for the problem of log-
based reconciliation. Considering that there are n tentative operations from p

primaries, we use two constrained variables xi and si to represent each tentative
operation ai. Therefore, a distributed reconciliation problem formulated as a
DisCSP is a quadruplet (X,D,C,A) where:

1. X is a set of 2n variables x1; : : : ; xn; s1; : : : ; sn.

2. D is the set of domains Dx1 ; : : : ; Dxn ; Ds1 ; : : : ; Dsn of possible values for the
variables x1; : : : ; xn; s1; : : : ; sn respectively, where:

{ Dxi = [0::1], the value 1 is set when the action (or operation) ai is
selected for inclusion in the schedule.

{ Dsi = [�n2::n2], each value represents a possible position for action ai
in the schedule3.

3. C is the set of predicates de�ning the constraints (see section 2.1) between
the operations:

(a) to express any ai ! aj constraint, we use the logical invariant: (xi ==
1) =) (si < sj)

4.

(b) any dependency relation ai B aj is held by two logical invariants:

i. (xi == 1) =) (xj = 1)
ii. (xj == 0) =) (xi = 0)

The �rst invariant expresses the fact that the inclusion of operation ai
cannot occur without the inclusion of operation aj . The second invariant
is redundant, it improves the eÆciency of the resolution process (see
[Ham04]).

4. A is a partition of X amongst the set of p autonomous primaries P1; : : : Pp
de�ned by f : X! A such that f (xi) = Pk , f (si) = Pk.

3 Intuitively, n discrete values would be suÆcient to represent the positions of n op-
erations. However, this is not the case with our distributed algorithms. Please see
section 4 for details.

4 It does not consider the possible exclusion of operation aj . Since when xj == 0, the
entailment of si < sj is still consistent (see [Ham04]).
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3.1 Local Optimization

As observed in section 2.2, distributed optimization is not realistic (so far) on
real problems. Then our remaining choice is to combine local solutions in order
to reach global consistency for the network of primaries. Each primary will only
consider optimal solutions to its local problem. Here, the rationale is to keep the
largest number of non-conicting operations. We de�ne,

�P
8ai2Pk

xi
�
as the

objective function. This function is maximized by each Pk.
The previous search process is performed (using some Constraints solver

e.g., [Ham03]) over the xi with bound consistency on the si. At the end of the
distributed exploration, any selected operation ai (s.t., xi = 1 ) can use the lower
bound of the si as a valid ordering position in the schedule.

4 Distributed Algorithms for Log-based Reconciliation

4.1 Distributed ordering of the primaries

Our solution synthesis algorithms are totally asynchronous. However, they re-
quire an ordering between related primaries (two primaries are related if they
share some constraint). Then, before looking for a distributed solution, we need
to compute a partial ordering>o of the primaries. A general method, Distributed
Agent Ordering (DisAO) is classicaly used in DisCSP to order a constrained
network of autonomous agents [HBQ98]. This method can use any domain-
dependent heuristic to guide the ordering. It computes a distributed acyclic
graph of agents. This ordering is then used to support distributed search algo-
rithms.

must have

level 1

level 2

level 3
a b

c
d

e f

g

primary
before

Fig. 1. Distributed Ordering of the Primaries

The �gure 1 presents such an ordering. Each primary is presented with inter-
nal actions and constraints. Applying DisAO on this distributed reconciliation
problem could result in any ordering between our three primaries. At the top
level, the primary P3 has no Parent but has two Children. The primary at level
2, P2 has one parent and one child while at the bottom, the primary has just two
parents. In the example, the resulting order is P3 >o P2 >o P1. These Parents
and Children sets represent primaries with higher (resp. lower) priorities. They
come as inputs to our distributed search algorithms.
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4.2 Asynchronous backtracking

We are now presenting in �gure 1 our general distributed backtracking algorithm.
It assumes that the nodes have been prioritized into some partial order.

For each primary, the input is made of the previously de�ned Parents and
Children sets. The output is made by a local schedule consistent with both intra-
and inter-constraints. Moreover this schedule is locally optimal (see section 3.1).
When no local solution can be found, an empty schedule is returned. Such a
schedule is considered as consistent. For space consideration, we do not comment
the algorithm here. Interested reader can report to [CH04] for a full description
and more experimental resutls.

Functions The algorithm is using a set of simple primitives/functions:

{ send(type, content, dest). Sends a message of some type (or id) which include
the payload content to agents in dest. With respect to the problem's topology,
this call only addresses \related" content.

{ resolveDomain(localView). Here we have to remember that the position of
some operation ai is stored in the related variable si (see section 3). Now,
consider a primary Pk with nk local operations. Intuitively, we only require
nk discrete values to represent the position of these operations. However,
Pk searching for a local solution must also take into account of its Parents
solutions. Clearly, some local operation ai could be scheduled either between,
before or after ancestors' operations. Then each domain Dsi must locally be
extended to accomodate all three cases.
The resolveDomain function performs this \rewriting" of the domains. It
is applied each time a new local solution s0 = ((xk01; sk01); :::; (xk0k0 ; sk0k0))
(with k0 � nk0 , the size of Pk's local problem) is received from Pk0 .
The resolution is a two step procedure. It �rst rewrites s0 into s00 to make it
consistent with the following invariant: 8sk0i; sk0j 2 s0; s:t: i 6= j; jsk0i�sk0j j >
nk. Second, de�nes the new lower bound (resp. upper bound) of the local
Dsi domains as the min(s00)�nk (resp. max(s00)+nk) where min(s00) (resp.
max) represents the min (resp. max) of the sk0i in s00.
Now the new domains contain enough space to consistently solve the local
problem with respect to current Parents states.

{ compatible(s). This function checks the compatibility of the solution s with
the current local view. Basically, it checks inter-constraints' consistencies. If
some inconsistency is found, the next search will be performed with respect
to the local view and stored nogoods. It uses the previously extended domains
Dsi .

{ computeNogoods(conicts). This function resolves nogoods explaining the
current inconsistency. It returns a conicts set which holds the sub-set of
Parents involved in the inconsistency. It also returns a sub-set of the parents'
actions involved in the conict.

{ storeNogoods(ng), takes a set of nogood as argument and add them to the
current set of constraints.
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Algorithm 1: Distributed Asynchronous Backtracking

Input: Parents, Children sets;
Output: A local schedule consistent with intra- and inter-constraints;
begin

tStamp:=0;
localView:=;;
s:=maximize(local problem);
send('infoVal', s + tStamp, Children);
end:=false;
while (!end) do

msg:=getMsg();
if (msg.type = \terminate") then end:=true;
if (msg.type = \infoVal") then

localView.add(msg.content); resolveDomains(localView);
�lterNogoods(msg.content);
if (!localView.compatible(s)) then

s:=maximize(local problem); tStamp++;
if (s) then

send('infoVal', s + tStamp, Children);

else

conicts:=;; ng:=computeNogoods(conicts);
times:=localView.getStamps(conicts);
send('backtrack',ng + times,conicts);
localView.remove(msg.content);
s:=maximize(local problem); tStamp++;
send('infoVal', s + tStamp, Children);

if (msg.type = \backtrack") then
if (consistent(msg.content, tStamp)) then

storeNogoods(msg.content);
s:=maximize(local problem); tStamp++;
if (s) then

send('infoVal', s + tStamp, Children);

else

conicts:=;; ng:=computeNogoods(conicts);
times:=localV iew.getStamps(conicts);
send('backtrack',ng + times,conicts);

end
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{ �lterNogoods(ng), removes the nogood set ng from the current set of con-
straints.

4.3 Example

To fully illustrate the algorithm let us go back to the example of �gure 1. We
have from top to bottom, primaries P3, P2 and P1. Figure 2 provides from top
left to bottom right a step by step execution of the algorithm. Each snapshot
includes the local state of each action ai in the form (xi; si).
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Fig. 2. A complete example of distributed backtracking

Processing starts on top left with the concurrent computation of a locally
optimal solution for each sub-problem. At that step, all the actions are included
in the schedule with respect to intra-constraints.

Then in the second snapshot, we assume that P2 and P1 are processing
incoming infoVal messages upcoming from P3. P1 �nds a new local solution
consistent with P3, while P2 detects an inconsistency. This inconsistency comes
from the cycle of before constraints between actions b and d combined to the
dependency constraints b B d. Indeed, removing action d in order to avoid the
inconsistency upcoming from the cycle is not compatible with the dependency
constraint. In the third snapshot, the nogood (xb 6= 1) is addressed to P3 in a
backtrack message. At the same time, P1 processes the infoVal message upcoming
from P2. It �nds a new local solution excluding e but compatible with both P3
and P2. In the last snapshot, P3 �nds a new solution which respects the stored
nogood and propagates it towards P1 and P2. Then P2 can �nd for the �rst
time a local solution compatible with P3. It addresses it towards P1. Finally P1
successively processes two infoval messages and �nds them compatible with its
current local solution. At that stage termination is detected. The overall quality
is 5 while a centralized processing comes up with a quality of 6 by excluding
action b. The overall message passing cost is 7.

4.4 Backtrack free search

The previous example shows that our algorithm can easily handle inconsistencies
upcoming from distributed cycles of before. Indeed these cycles can always be
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broken by removing some action located in the primary of lowest priority. For
example, in �gure 2 the cycle involving a; b; d; f; e can always be broken in P1 by
removing either f or e. Combinations of dependency constraints cannot force the
system to backtrack. In fact, we can notice that backtracking occurs when some
parent schedules some operation a which depends on some external operation
b located in some child primary, i.e., a B b. In such a situation, if b cannot
be scheduled in the child, a has to be withdrawn. The previous con�guration
appears between actions b and d in �gure 2.

From the previous observations we can easily derive a new algorithm. In this
procedure, a node proactively exclude local actions whose scheduling depends
on some child's decision. This new algorithm is backtrack-free (see section 5).
When we apply this algorithm on the problem of �gure 2, P3 and P2 proactively
remove b and d. At the end of the resolution, the overall quality is 5 (P1 can
keep three actions) while the message passing cost is just 3.

4.5 Pre-processing

The last algorithm adopts a very aggressive strategy of coercing each node to
exclude operations which rely on child's decisions. Even when these \dependent"
operations can be successfully scheduled, they are needlessly excluded. These un-
necessary exclusions can be reduced by prioritizing the primaries in an ordering
which minimizes the number of actions that depend on child's decisions.

Figure 3 presents such an ordering applied to our initial problem (see �gure
1). In this new ordering, action e relies on action c, which means that the top
priority primary depends on the decision of a child in order to schedule e. This
ordering represents one of the three optimal orderings. Indeed, an ordering that
removes all the bad dependencies is impossible since the system presents an
oriented cycle of must have constraints.
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Fig. 3. Backtrack search with minimization of badly oriented dependency links

When we run our distributed backtracking on this ordering we come up
with the optimal solution which schedules 6 actions (b's removal breaks the two
distributed cycles of before). The overall message passing cost is 4 (see �gure 3).
Figure 4 applies the previously de�ned backtrack-free algorithm with the same
ordering. It comes back with a schedule of quality 5 which proactively excludes e
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and removes b in order to break a temporal cycle. At the end of the computation,
an overall quality of 5 is achieved with 4 messages.

In section 4.1 we gave an high level overview of a distributed algorithm which
computes a partial ordering of primaries by local propagation of information.
This algorithm can be guided by any domain-dependent heuristic [HBQ98]. To
apply the previous minimization process with DisAO we need to feed this algo-
rithm with such an heuristic. We propose the following local behavior for each
node Pi:

1. Compute locally inconsistent orderings, Pj B Pi B Pk.
2. Propagate these orderings in the neighbourhood.
3. Collect inconsistent orderings, prune local combinations of orderings by using

collected information.
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Fig. 4. Backtrack-free search with minimization of the badly oriented dependency links

The �rst step detects situations where some action in Pj relies on some action
managed by Pi while at the same time some possibly di�erent action in Pi relies
on some action managed by Pk. These situations must be avoided.

The last step assumes that a node manages all the possible local orderings
involving itself and its neighbours. It uses incoming inconsistencies to �lter these
local orderings. When it receives some inconsistency Pj B Pi B Pk, it prunes all
the orderings assuming Pj B Pi or Pi B Pk,

If we apply the previous heuristic on our initial example (�gure 1), three
ordering are excluded: fP2 >o P1 >o P3; P3 >o P2 >o P1; P1 >o P3 >o P2g. At
the end of DisAO, the three remaining orderings minimize the badly oriented
dependency constraints (see �gure 3 for such an ordering).

However, how far can we go with local decisions? It seems that in our situa-
tion, local reasoning can easily raise suboptimal orderings. In fact, the previous
minimization process is equivalent to the computation of the smallest cycle-cut
set on the inter-dependency subgraph.

Since inter-dependency constraints can be involved in several distributed
cycles, an optimal solution will give the bad orientation to constraints repre-
senting the intersection of these cycles, i.e., to the smallest cycle-cut set. Fig-
ure 5 presents an example. On the left part we have a system with three pri-
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Fig. 5. Distributed cycles of dependencies and the associated dual graph

maries linked through two cycles of dependencies. An optimal ordering will de-
cide P2 >o P3. Indeed, this decision breaks all the cycles. The �nal ordering is
P2 >o P1 >o P3 (top to bottom).

To achieve this result we must work on the dual graph of the primaries. This
is presented on the right part of the �gure. In this graph, each node represents a
dependency constraint of the initial graph, while each link connects dependency
constraints with respect to the initial graph. This graph has two cycles. Com-
puting the smallest cycle-cut set on the dual graph results in the identi�cation of
the node 23. The removal of this node breaks both cycles. When we go back to
our problem, this is equivalent to deciding that primary 2 will have some action
relying on some external action managed by P3. This solution is optimal.

Computing the smallest cycle-cut set of a graph is an NP-hard problem
which is equivalent to our initial problem limited to temporal relations. However
several heuristics have been de�ned to tackle this important problem. Most of
them are centralized, some are distributed. [JD97] has presented four distributed
algorithms performing the distributed computation of a distributed cycle-cut set.
The complexity of these algorithms range from O(n2) to O(n3) where n is the
size of the graph. In our work, we wanted to evaluate the importance of a good
or optimal ordering to tackle distributed log-based reconciliation problem. We
decided to apply the previous cycle-cut set computation as a pre-processing step
for DisAO. We �rst start with the computation of the smallest cycle-cut set of
dependency constraints. We then put the cut set inter-constraints in the \bad"
orientation. This decides >o for a subset of the primaries. After that step, we
apply DisAO to order the remaining primaries. Now if we include the previous
pre-processing step, we �nally have four distributed algorithms:

1. The general distributed algorithm: backtracking.
2. The backtrack-free algorithm: backtrack-free.
3. The general distributed algorithm using the previous pre-processing: pre-

proc+backtracking.
4. The backtrack-free algorithm using the previous pre-processing: pre-proc+backtrack-

free.

5 Theoretical analysis

5.1 Distributed backtracking
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Completeness The completeness of distributed backtracking is related to no-
goods management. Filtering and discovery of nogoods are particularly critical.
Our distributed algorithms use very simple but e�ective mechanisms to manage
these nogoods. As said previously, nogood de�nition starts with some inconsis-
tent inter-dependency constraint. Moreover, the detection of conicting actions
and primaries is restricted to the scope de�ned by the conicting dependencies.
Finally, when some infoVal information arrives, primaries have to �lter their
nogoods. We apply a very simple policy here which throw-away the whole set of
local nogoods. The previous choices are easy to implement yet suboptimal.

Now, if we suppose incompleteness, some distributed solution is missed. Since
each primary initially considers its whole local search space, the only possibility
of missing a consistent state is to detect a nogood which subsumes it. Since
nogoods are detected in inconsistent local states and deleted when local sub-
space must be entirely reconsidered, we reach a contradiction which proves the
completeness of our distributed algorithms.

Correctness and termination Correctness is obvious since the state detec-
tion algorithm [CL85] stops the whole system when the communication network
is empty and primaries are waiting for messages. At that ending point, each
primary has come to a local state satisfying intra- and inter-constraints.

Acyclic orderings of primaries avoid situations where an agent gets back
its search space through cascading infoVal initially started in some children.
Indeed, since infoVal messages imply a local sub-space reinitialisation, cyclic
orders may compromise the termination. Correctness, acyclic orders and the
nogoods discovery and storage �nally bring the exhaustion of the distributed
search space. This proves the termination property.

Complexities Space complexity is polynomial. Time complexity consisders in
the worst case, a fully connected network of p primaries. Each primary manages
one action. The system exhibits all the possible combinations of inter-constraints.
Any distributed ordering of this system has p levels. Insolubility is proven after
an exhaustive exploration of the distributed search space. Since this exploration
is done on the xi variables, the search space size is 2p (see section 3.1). Then in
the worst case, time and message passing complexity are O(2p).

5.2 Backtrack-free search

Completeness, correctness and termination are obvious with this algorithm.
However, the complexity must be explained. With the previous worst case, each
primary proactively removes its local action to avoid incoming backtracking. The
top level primary sends p�1 infoVal messages while the others send a number of
message related to their position in the distributed ordering. Since this ordering
has p levels, time and message passing complexities are O(p2).
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6 Experimental results

Experiments were conducted over a set of randomly generated inputs. We simu-
lated a system of p = 10 primaries with a total number of actions n = 100. Each
primary Pk was allocated exactly nk = 10 actions. Two tightness paramaters pb
and pmh were used to de�ne respectively the number of before and must have
constraints. Each parameter represents a percentage over the set of all possible
constraints.

Our motivation was to deeply evaluate the communication part of our dis-
tributed algorithms. Since using hard internal sub-problems impacts the overall
quality but does not raise high interaction levels, we decided to use two for-
mulations to de�ne respectively the number of intra- and inter-constraints. The
amount of intra-constraints is set to tightness�nk(nk�1) with pb = 10%; pmh =
5% as tightness parameters.

The amount of inter-constraints was de�ne using tightness�(
Pp

k=1 nk � (n� nk))
with both tightness parameters ranging from 0.1% to 1.5%. These values ranges
over the space of realistic log-based reconciliation problems. Indeed when the
previous parameters are pushed they rapidly meet overconstrained regions with
empty solutions (see [Fag01,Ham04] for full landscape analysis). With these for-
mulations and our initial parameters, each primary had 9 intra-before combined
with 5 intra-must have. Each system had from 18 to 270 inter-constraints either
before or must have. For each combination of parameters we used 20 random
instances. The connectivity of each instance was checked. Final values represent
the average over the 20 instances.

As said initially, our approach is performing distributed satisfaction of lo-
cally optimal sub-problems. Distributed schedules were expected to be subop-
timal. The top left part of �gure 6 gives an overview of the quality loss with
our backtracking algorithm on the whole parameters' space. To build this sur-
face, we had to solve centrally each instance with a complete solver [Ham03].
The same solver is used within each primary to successively tackle local sub-
problems. The quality loss of the backtracking algorithm ranges from 0.003% at
pb = 0:1%; pmh = 1:5% to 36.7% with pb = 1%; pmh = 0:7%. More generally, our
algorithm performs well in under- and over-constrained regions.

From top right to bottom right �gure 6 presents for our four algorithms
quality, message passing and eÆciency results with pb = 0:5%, i.e., 45 inter-
before constraints. When we consider the quality, we can see that backtracking
and pre-proc backtracking are very close. It seems that an optimal or very good
distributed ordering (which use the cycle-cut set calculation) cannot greatly im-
prove the quality. On the other-hand, the backtrack-free method bene�ts from
the pre-processing. The biggest gap appears at pmh = 0:2 with an improvement
of 14.5%. For this algorithm, the pre-processing organizes the system in a way
which reduces the number of pessimistic choices used to avoid further backtrack-
ing operations. Message passing presents a di�erent dynamic. The pre-processing
clearly improves the backtracking algorithm. The biggest improvement appears
with pmh = 0:2 where 95% of the messages are saved. The backtrack-free does
not experience message passing reduction. Indeed, as explained in 5.2, this algo-
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n=100, p=10, nk=10; Quality loss of distributed backtracking
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Fig. 6. Quality loss, quality, message passing and eÆciency results

rithm performs top to bottom propagations of local solutions in the distributed
system. These information are locally computed in a way which avoids further
inconsistencies i.e., further backtracking messages. The message passing com-
plexity remains the same. We de�ned the eÆciency as the quotient between
quality and message passing. This allows us to connect the �nal quality to the
amount of communications required to reach it. We can see that for backtracking
and backtrack-free, the pre-processing provides higher improvements in eÆciency
with under-constrained problems. The improvements drops with the addition of
intra-dependency constraints.

7 Conclusion and future work

In this work, we proposed a set of distributed algorithms for log-based rec-
onciliation. Our solutions are fully distributed and asynchronous. They avoid
classical pitfalls associated to centralization. Furthermore, unlike a recently pro-
posed decentralized protocol [Kel99], our solutions allow operations to perform
multi-object updates without forcing full replication. Although the solution syn-
thesis process requires a partial ordering of the nodes, the process is tolerant
to failures. Should nodes become unavailable during the resolution, active nodes
can still make progress since they always hold a consistent local solution. Exper-
imental results con�rmed our theoretical analysis of the algorithms. Moreover
they allowed us to establish quality and eÆciency trade-o� for each method.

85



References

[AD97] A. Armstrong and E. Durfee. Dynamic prioritization of complex agents in
distributed constraint satisfaction problems. In Proc. of the 15th Int. Joint
Conf. on AI (IJCAI-97), pages 620{625, 1997.

[CH04] Y. L. Chong and Y. Hamadi. Distributed algorithms for log-based recon-
ciliation. Technical Report MSR-TR-2004-104, Microsoft Research, Cam-
bridge, UK, December 2004. ftp://ftp.research.microsoft.com/pub/tr/TR-
2004-104.pdf.

[CL85] K. M. Chandy and L. Lamport. Distributed snapshots: Determining global
states of distributed systems. TOCS, 3(1):63{75, Feb 1985.

[DPS+94] A. J. Demers, K. Petersen, M. J. Spreitzer, D. B. Terry, M. M. Theimer, and
B. B. Welch. The bayou architecture: Support for data sharing among mobile
users. In Proc. IEEE W. on Mobile Computing Systems & Applications,
pages 2{7, 1994.

[Fag01] F. Fages. CLP versus LS on log-based reconciliation problems. In 6th
ERCIM W. of the Constraint Group, Prague, Czech Rep., May 2001.

[FM02] S. Fitzpatrick and L. Meertens. Scalable, anytime constraint optimization
through iterated, peer-to-peer interaction in sparsely-connected networks. In
Proc. Sixth Biennial World Conf. on Integrated Design & Process Technology
(IDPT 2002), 2002.

[Ham03] Y. Hamadi. Disolver: A Distributed Constraint Solver. Technical Report
2003-91, Microsoft Research, Dec 2003.

[Ham04] Y. Hamadi. Cycle-cut decomposition and log-based reconciliation. In In 14th
Int. Conf. on Automated Planning&Scheduling, W. Connecting Planning
Theory with Practice, pages 30{35, 2004.

[HBQ98] Y. Hamadi, C. Bessi�ere, and J. Quinqueton. Backtracking in distributed
constraint networks. In ECAI, pages 219{223, Aug 1998.

[JD97] A. Jagota and R. Dechter. Simple distributed algorithms for the cycle cutset
problem. In Proc. of the 1997 ACM Symp. on Applied computing, pages 366{
373. ACM Press, 1997.

[Kar72] R. M. Karp. Reducibility among combinatorial problems. Complexity of
Computer Computations, pages 85{103, 1972.

[Kel99] P. Keleher. Decentralized replicated-object protocols. In 18th Annual Symp.
Principles of Distributed Computing, Apr 1999.

[KR81] H. T. Kung and J. T. Robinson. On optimistic methods for concurrency
control. ACM Transactions on Database Systems, 6:213{226, 1981.

[KRSD01] A. Kermarrec, A. Rowstron, M. Shapiro, and P. Druschel. The IceCube
approach to the reconciliation of divergent replicas. In ACM, editor, Twen-
tieth ACM Symp. on Principles of Distributed Computing PODC, Newport,
RI USA, 2001.

[PMY03] M. Tambe P. Modi, W.-M. Shen and M. Yokoo. An asynchronous complete
method for distributed constraint optimization. In The 2nd Int. Joint Conf.
on Autonomous Agents and Multiagent Systems, 2003.

[Yok01] M. Yokoo. Distributed Constraint Satisfaction:Foundation of Cooperation in
Multi-agent Systems. Springer, 2001.

86



A MultiAgent Architecture for Distributed Course
Timetabling

Luca Di Gaspero1, Stefano Mizzaro2, and Andrea Schaerf1

1 Dip. di Ingegneria Elettrica, Gestionale e Meccanica – Università di Udine
via delle Scienze 208, I-33100, Udine, Italy

Phone: +39-0432-558242| +39-0432-558280
e-mail:{l.digaspero|schaerf}@uniud.it

2 Dip. di Matematica e Informatica – Università di Udine
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Abstract. The course timetabling problem consists in scheduling a setof lec-
tures in a cyclic fixed period of time, typically a week. We consider the course
timetabling problem for a set of university departments, inwhich each department
prepares the schedule for its curricula according to private rules, constraints, and
objectives, and relying on own resources. Resources are notcommon property,
but departments could negotiate in order to share and/or exchange them for mu-
tual benefits.
For this problem, we propose a multiagent scheduling systembased on a market-
place and an artificial currency. In this framework, each department has a team
of three cooperating agents, which are responsible for different tasks: searching
for a local solution, negotiating resources with other departments, and managing
relevant information.
To prove the effectiveness of the architecture, we present an experimental analysis
that shows the benefits in the real situation of our institution.

1 Introduction

The course timetabling problem consists in scheduling a setof lectures between
teachers and students in a fixed period of time, typically a week. We consider
the timetabling problem for a set of university departments(or schools, or fac-
ulties) that have to schedule the courses of their curriculain a given term. Each
department prepares its weekly schedule based on its endowment of rooms, and
according to its own constraints, rules, and objectives. Ingeneral, a department
is not willing to share its information with the other departments; therefore we
assume that all input data are private for each department and thus inaccessible
to the others.

On the other hand, whenever resources are usable for more departments,
e.g., they are located in the same site, departments could benefit from sharing
and/or exchanging their resources. Indeed, the resource endowment for each
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term is not always optimally suited to the needs of the departments, but rather
based on political and historical matters. Moreover, thereare no global objec-
tives to be satisfied; therefore all departments exchange resources for their own
selfish interest, although they have a moral impulse to be helpful with the other
departments, whenever possible without loss.

In our university, the Faculty of Engineering uses an automatic solver (de-
scribed in a previous work, not cited for anonymity) that schedules the courses
in a quite satisfactory way. Unfortunately though, it is notable to negotiate au-
tomatically with the other departments that are located in the same campus.
At present, the negotiation takes place verbally among the deans of the depart-
ments, the administrative staffs, and/or the persons that operate the timetabling
system. It requires good “diplomatic skills”, it is quite time consuming, and in
general not effective enough.

Due to privacy of information, different objectives, and selfish behavior, the
use of a single centralized timetabling system (or at least acentralized room
assignment system as discussed in [9]) is not a viable optionwithin our frame-
work. Furthermore, the presence of different objective andthe genuine hardness
of the timetabling instances make a distributed (but complete) solution [16] im-
practical as well. For these reasons, we propose an automatic scheduling sys-
tem based on a multiagent architecture. Each department hasthree cooperating
agents, calledSolver, Negotiator, and Manager, which are responsible for
searching a solution, negotiating with other departments,and managing and up-
dating relevant information, respectively.

We propose a general architecture for the system and we describe the tasks
and the functionalities of each of the three agents. Our current efforts are mostly
focused onSolver, and we have developed a version ofSolver that is based
on the local search paradigm [5]. Our local search algorithms exploit different
cost functions that take into account expenses related to possible trades. The
algorithms rely on information coming fromManager about the probability of
finding certain resources and the expected prices for them.

We also provide an experimental analysis of the system in a specific setting
and on real data. In this analysis, we evaluate the overall performance of the
system, based on a small number of parameters that control the behavior of the
agents.

2 Course Timetabling

We first define the internal problem that each individual department has to solve
based only on its own resources. Secondly, we introduce the general problem
with several departments, and we discuss the global assumptions.

88



2.1 Centralized Course Timetabling

Among different formulations proposed in the literature [13], we consider the
one that applies to our institution, though slightly simplified for the purpose of
generalization.

There areq coursesc1, . . . , cq, p periods1, . . . , p, andm roomsr1, . . . , rm.
Each courseci consists ofli lectures to be scheduled in distinct time periods,
and it is attended bysi students. Each roomrj has a capacitycapj , in terms
of number of seats. Since teachers are not available for all periods, we define
a q × p availability matrixA, such thataik = 1 if lectures of courseci can be
scheduled at periodk, aik = 0 otherwise. The input includes also aq×q conflict
matrix CM, such thatcmij is equal to the number of students that attend both
coursesci andcj . An elementcmij has the conventional value−1 if the courses
i andj have the same teacher (in this case the number of common students is
irrelevant).

The output of the problem is an integer-valuedq × p matrix T , such that
Tik = j means that courseci has a lecture in roomrj at periodk, andTik = 0
means that courseci has no class in periodk.

We search for aT such that the followinghard (H) constraints are satisfied,
and the violations of thesoft (S) ones are minimized.

H1. Lectures: the number of lectures of courseci must be exactlyli.
H2. Room Occupancy: two distinct lectures cannot take place in the same

room in the same period.
H3. Teacher conflicts: lectures of courses with common teacher must be all

scheduled at different times.
H4. Availabilities: a course cannot be scheduled in a period in which the teacher

is not available.
S1. Student Conflicts:lectures of courses with common students should be all

scheduled at different times.
S2. Room Capacity:the number of students that attend a lecture should be less

or equal than the number of seats of the room that host the lectures.

In order to fit the soft constraint types in a single objectivefunction, we
define the notion ofunit of penalty: a unit of penalty isa student that is forced
to miss a lecture. According to this definition, for S1 the weight of a violation
is the number of common studentscmij . In fact, these are the students that are
forced to choose one out of the two lectures, and consequently miss the other
one. For S2 the weight is the number of students in excess w.r.t. the capacity
of the room (we assume that it is not allowed to have students standing in the
room, and students in excess are forced to skip the lecture).
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We also assume implicitly that all rooms are considered identical, and they
differ only for the capacity. Therefore we neglect the possibility that some spe-
cific courses might require special features (e.g., projector, audio system, acces-
sibility for handicapped persons).

Let us remark that with this formulation it is relatively easy to find a feasible
solution in practice, even though the underlying problem isstill NP-complete.
In fact, the constraint types which are normally the most difficult to be solved,
namely the student conflicts, here are considered as soft.

2.2 Distributed Course Timetabling

The distributed course timetabling problem consists in thesimultaneous solution
of a set of instances of the centralized course timetabling problem, each instance
representing a single department. Courses and rooms are distinct for each de-
partment, so that each department has a preassigned endowment of rooms that
it can use freely for its own courses. Timeslots are the same for all departments:
they represent the same time intervals, and all intervals have the same length.1

What makes the instances interconnected is the possibilityfor a lecture to
be allocated in a room owned by another department (if it is free in the given
timeslot). Rooms are the resources that can be exchanged, although they are
never actually “given away”, but simply “rented” for some timeslots. The unit
of good to be traded is thus a pair room/timeslot, that we callroomslot.

Each department however maintains its own constraints and objectives, and
there is no notion of global objective. In general, different departments may also
use different constraint types, and this indeed happens in practice. In this work,
for simplicity we assume that they all use the same constraint and objective
types defined in the previous section.

The problem thus consists in searching a general solution inwhich depart-
ments might also use external roomslots, but they have no complete information
about available external roomslots. The information instead comes only from
explicit bids by the departments that accept to give away some of their room-
slots.

In order to solve this problem we have to define bidding protocols, synchro-
nization, and trading mechanisms that allow the departments to negotiate. The
system we have to design should lead to virtuous behaviors, in respect of the
autonomy (and the selfishness) of the departments.

1 This hypothesis of equalized timeslots might seem too restrictive, but it is indeed natural for
departments that want to exchange resources profitably, andin fact it is already agreed in our
campus.
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3 The Trading Framework

To devise a negotiation mechanism capable of fostering roomslot exchanges,
we design an electronic marketplace that we call RSMP (for RoomSlot Market-
Place).

There are different types of architectures and formalizations for market-
places proposed in the literature (see, e.g., [1, 8, 10]). Following the usual di-
mensions (see, e.g., [15, chap. 7] or [7]), the negotiation environment in RSMP
is: single issue, the only issue is the price;many-to-many, several agents take
part in it, assuming both buyers and sellers roles; andwith correlated value, the
value of a roomslot depends partly on public factors (capacity, temporal location
in the week) and partly on private factors (specific necessity for a department).

The aim of RSMP is different from a classical market/auction[15]: in the
latter, the aim is that buyers offer the true valuation of thegood on sale (this
is why, e.g., Vickrey auctions are adequate); conversely, we aim at designing a
mechanism that maximizes the number of roomslot exchanges,thus leading to
win-win situations and to better timetables.

Therefore, RSMP needs to encourage, in some respect, a more cooperative
behavior than classical economic marketplaces and auctions, with the aim of
maximizing the social welfare. Notice that it is difficult toplace precisely our
agents in a welfare classification [2], because of the uncertainty of their utility
function. That is, an agent that has to decide whether to sella roomslot or not
cannot foresee whether that roomslot will be useful in its final plan. This is due
to the complexity of the search space and the non-determinism of the search
procedure.

To deal with this scenario, and to avoid an overwhelming complexity, we
need to make some working assumptions, underlined in the following descrip-
tion of RSMP.

First we assume that roomslots are only sold and bought, rather than bartered
between departments. In addition, we assume that agents always trade single
roomslots and not multiple units as a whole (leading to a combinatorial auction
[12]).

These assumptions might look counterintuitive because it is easy to imagine
that a department might be willing neither to sell a currently-unused roomslot
without assurance of the acquisition of the necessary one, nor to buy only some
of the roomslots necessary to fulfil its perspective timetable.

However, the current practice shows that a more complex trading mecha-
nism would make the offer and demand matching rarely successful, thus block-
ing the market. Conversely, it is agreed that the departments accept a limited
amount of risk so as to make the trading system work profitably.
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To implement this mechanism, we define a notion ofartificial currencythat
the agents spend/receive for buying/selling roomslots. This is a common prac-
tice; for example, a similar approach is used in [14, 3] for scheduling problems.
We define aunit of currencyto be nominally equivalent to one point in the
objective function, i.e., to a student seat in a room for a timeslot. We call our
currency SPT (seat per timeslot). Consequently we assume that each department
is given an initial amount of available SPTs, and it can spendits SPTs as long
as its budget is above zero.

Based on the above considerations and assumptions, in its current imple-
mentation the RSMP follows a simple synchronous mechanism:at the beginning
of the negotiation phase, all the agents enter the marketplace. Then, all agents
post their purchase and sale offers as sealed bids to the marketplace. Purchase
bids are a pair, made up by wanted roomslot and offered price;sell bids, in-
stead, do not have an associated price, and the roomslot willbe sold to the best
offer. This means that there is an implicit totalconcessionby the seller. This
greatly simplifies the trading mechanism because it does notrequire concession
protocols [11] that take place in iterated rounds.

At the end of the bidding stage, the RSMP makes theclear, and it calculates
a matching of bids by assigning each roomslot for sale to the bidder that offers
the highest price (breaking ties randomly). In this matching, RSMP maximizes
the number of deals made, so that a request for a roomslot of a given capacity is
matched also by a roomslot with a bigger room (if no precise match is available).

The overall process, starting from bids posting to clearing, is iterated until
either a maximum number of iterations has been reached or theRSMP is empty
because all agents exited it. An agent exits the RSMP when it is satisfied, mean-
ing that it has achieved all its deliberated trades. Betweentwo consecutive clears
(i.e., after a new solving round), bids are posted again fromscratch.

An important point of our setting is that agents keep their SPTs over subse-
quent teaching terms. Therefore, an agent can be willing to sell its roomslots not
only to buy others, but also to accumulate money to be spent later. This mecha-
nism, that already exists in the current verbal negotiationin our institution (in a
less formal way, though), allows a department to save money for future harder
instances (i.e., more dense terms), and also creates more room for negotiations.

Since hard constraints are easily satisfied with internal resources (see Sect.
Centralized Course Timetabling), we can assume that agents buy roomslots only
to improve the objective function, and never to satisfy a hard constraint. Under
this assumption, the buy price of a roomslot is a value that ranges from 0 SPTs
to the capacity of the room: in a timeslot in which there are plenty of rooms
available for all departments (typically, Friday afternoon) the value is normally
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0; in a very crowded timeslot (e.g., Wednesday morning) a roomslot can give an
improvement of the objective function up to its capacity.

Actually, is it worth remarking that the value of SPTs is onlynominal, be-
cause in principle a department that is rich enough of SPTs could be willing
to spend more than the value of a roomslot in order to provide against an ac-
tual penalty. Nevertheless, we assume that the maximum bid for a roomslot
is its nominal value so as to prevent the possibility of generating inflationary
phenomena in the marketplace. Such possibility will be investigated in a future
work.

4 The Agents

In our framework each department has a team of three cooperating agents, with
different tasks and objectives. In this section, we describe briefly the agents and
their interaction.

The agentSolver generates the solutions to the timetabling problem for
the department, using an optimization technique. However,in our framework
the search strategy of the individualSolver must be adapted so as to take into
account the deliberation of potential trades [6].Solver will be discussed in detail
in the following section.

The agentNegotiator participates in the RSMP, and its task is to deliberate
the list of sell/buy bids. The buying bids are directly inferred from the solution
received fromSolver. The selling bids are autonomously decided byNegotia-
tor, which can have different deliberation strategies: it might be totallybold by
selling everything that is not used in the potential solution, or totally conser-
vativeby selling only resources that are useless also in best localsolution, or
have an intermediate behavior. Notice that due to the structure of RSMP the
Negotiator does not need to have any pricing strategy.

The agentManager has the task of maintaining the price quotations for
needed resources (see, e.g., [14]). These quotations are necessary forNegotia-
tor to make profitable bids and forSolver to estimate the cost of the missing
resources, so as to evaluate whether a given solution is promising or not.

The information is stored into a two-dimensional mapQ (for quotation),
such that the indexes are the timeslots1, . . . , p and the available room capacities.
The value of each cell is a list ofoptions. Each option is a pair composed by a
price and the estimated probability to find a roomslot of the given capacity at that
price. For example ifQ(3, 40) = {(10, 0.02), (20, 0.07), (30, 0.50), (40, 0.80)},
it means thatManager believes that the probabilities of buying a room of ca-
pacity 40 in timeslot 3 at prices 10, 20, 30, and 40 are 2%, 7%, 50%, and 80%,
respectively.
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Fig. 1.Agents Activity Diagram

Manager updates the map after each trading session using the actual infor-
mation coming from RSMP. In the current implementation, it simply takes as
probability the frequency of the postings in the marketplace in all past runs. In
the first run, the values are created from data coming from random training runs.
A more sophisticated learning algorithm for the update willbe developed in the
future.

The behavior of the agents’ team is shown by the UML Activity Diagram
in Fig. 1. Initially Solver finds the best solution based on its own resources
(calledcertain best) andManager initializes the price quotations. In the next
stage,Solver searches for theuncertain best solution, that is the best solution
considering also potential trades. The uncertain best goesto Negotiator that
first deliberates which sell/buy offers to post, and then enters the RSMP to trade
with the otherNegotiators. The outcomes of the trading are passed toSolver
that updates the available resources and searches for the best (certain) solution
in the actual situation, and toManager that updates the quotations.

5 Search Strategy forSolver

All activities of Solver, shown in Fig. 1, are carried out using local search. Local
search is a family of general-purpose techniques for searchand optimization
problems. These techniques arenon-exhaustivein the sense that they do not
assure to find a feasible (or optimal) solution, but they explore a search space
until a specific stop criterion is satisfied.

Local search methods rely on the definition of theneighborhood relation
and thecost function, which are the core features for the exploration of the
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search space. The neighborhood of a solution is the set of solutions which are
obtained applying a set of local perturbations, calledmoves. The cost function
estimates the quality of each state, and is related to the hard and soft constraint
violations.

Several search techniques can be defined upon this framework, depending
on the criteria used for move selection and search stopping.The most common
local search techniques arehill climbing, simulated annealing, andtabu search
[4], not described here for the sake of brevity.

The activitiesFindInitialSolution andFindCertainSolution use the same
algorithm, except that the former starts from a random solution, whereas the
latter starts from the uncertain best solution that comes from the previous search.
Their cost function is simply the sum of the objective function and the number
of hard constraint violations, the latter being multipliedby a large constant.

The algorithm used is a “tandem” of a hill climbing and tabu search runs,
such that they are repeated cyclically and each one starts from the final solution
of the other. At each iteration, the hill climbing proceduredraws a random move
and executes it if the move is improving or sideways (same cost). Otherwise the
hill climbing remains in the same state. The tabu search instead explores the
full neighborhood and executes the best non-tabu move, being it improving or
not. The loop continues as long as one of the two procedures provides some
improvement.

The rationale for the tandem is that the hill climbing is fastand provides
some diversification, whereas tabu search intensifies search in the promising
areas of the search space. Due to their complementary roles in the search the
two components use two different neighborhood relations: hill climbing moves
a lecture in a different timeslot and a different room, tabu search moves either
the timeslot or the room.

For FindUncertainSolution the search space comprises also all rooms that
are stated as potentially available byManager. In addition, the cost function is
augmented by two new components:

– Cost of the roomslot options to be found in the marketplace; this is a soft
constraint and its weight is simply 1 for each SPT to be spent.

– Total risk of the necessary purchases; this is also soft and weighted by mul-
tiplying it by a small constant. In addition, there is amaximum acceptable
risk, calledα, that behaves as a threshold, so that a total risk aboveα is
considered a hard constraint violation.

Notice that there is no component that takes into account thegains coming
from sales. This is a deliberate choice based on the intuition that if a department
needs one of its roomslots, it should not try to sell it only because the possible
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gain from the market is higher than the contribution to the internal objectives. In
other words, we want to refrain departments from behaving likespeculatorsthat
search more for the best deal rather than solving their actual problem, making
consequently the market very unstable and unpredictable.

6 Experimental Analysis

We perform an experimental evaluation of the proposed multiagent system on
two real timetabling instances from our university. Each instance comprises five
departments and has a timetabling horizon of one week divided in twenty peri-
ods (four 2-hour slots per five days).

The first set of experiments aims at validatingSolver in terms of the capa-
bility of deliberating successful trades, depending on themaximum acceptable
risk α. For this purpose, all departments have the same configuration, based on a
Negotiator that simply acts as a bold trader and aManager that is fed with the
bidding frequencies coming from a set of trial runs. InitialSPTs are assigned so
as to balance inequalities in the room endowment (the sum of room seats and
SPT is proportional to the total number of students in the lectures).

We run this experiment forα ranging from0.0 (no trading) to0.95 (max
trading). For each risk levelα ∈ {0.0, 0.2, 0.4, 0.6, 0.8, 0.9, 0.95} we perform
20 runs of the system and we record the total solution cost (i.e., the sum for all
departments).

The results are reported in Fig. 2. For each instance, the graph plots the dis-
tributions of the normalized cost (by the median cost atα = 0) against the risk
level α. Due to the nature ofSolver, the cost distributions are highly stochas-
tic, and therefore we describe them by means of box-and-whiskers plots.2 As
intuitively expected, the trading mechanism significantlyimproves the quality
of the timetables obtained by the isolated solvers (corresponding to the leftmost
boxes,α = 0).

More interestingly, Fig. 2 shows that there is a tendency of the cost val-
ues to decrease up to an optimal value of risk and to increase thereafter. This
shows how an excessive confidence on the possibilities offered by the market-
place might result in an uncertain solution that eventuallydoes not turn into a
certain one of comparable quality. The optimal risk value can vary for different
instances, depending on the general room occupancy in the given term.

2 The dashed vertical lines represent the range of variation,the frequency is expressed through
a boxed area featuring the range between the 1st and the 3rd quartile of the distribution, the
horizontal line within the box denotes the median of the distribution and the notches around
the median indicate the range for which the difference of medians is significant at a probability
level ofp < 0.05.
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Fig. 2.Normalized total cost for different risk levelsα

Fig. 2 only shows the aggregate values for all departments. Normalized costs
for single agents are shown in Tab. 1. Data show that some departments (Civil
Eng. Dept) have a very high gain whereas other (Environmental Eng. Dept) in
some configurations have no gain at all, which reflects the unfairness of the
room endowment. The table also shows that intermediate values ofα lead not
only to better results, but also to a more uniform distribution of the gain among
all departments; this is due to the fact that all departmentsparticipate effectively
in the market.

Dept. 0.2 0.4 0.6 0.8 0.9 0.95
Environmental 0.74 0.76 0.78 1.00 1.00 1.00
Civil 0.06 0.13 0.20 0.13 0.14 0.16
Electrical 0.39 0.46 0.54 0.49 0.38 0.32
Management 0.89 0.84 0.79 0.86 0.97 0.93
Mechanical 0.80 0.71 0.62 0.65 0.60 0.94

Table 1.Normalized costs for all agents and risk levelsα, averaged on the two instances

Our second set of experiments investigates the behavior of asystem config-
uration in which agents have different risk attitudes. We select two extreme risk
levels 0.2 (risk adverse) and 0.95 (risk taker) and we run thesystem for a set
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of configurations in which four agents have a normal risk level (0.6), and the
remaining one is somewhat “unconventional” and has the extreme value.

Table 2 shows the normalized performance for only the unconventional
agent. The left column shows that the risk adverse agent obtains reasonably
good results, although not for all departments. This is intuitively explained by
the fact that such an agent tends to make fewer buy bids at highprice than the
others (due to their higher risk level), resulting in a bigger number of successful
purchases. For the same reason, the risk-taking agent obtains poorer results, as
shown by the right column of the table.

Dept. 0.2 (risk adverse) 0.95 (risk taker)
Environmental 0.76 0.94
Civil 0.32 0.26
Electrical 0.49 0.52
Management 0.69 1.00
Mechanical 0.60 0.98

Table 2.Normalized costs for the unconventional agent averaged on the two instances

7 Conclusions and Future Work

We have shown a working multiagent architecture for distributed course timetabling
that features interesting experimental results. The system would have an unques-
tionable practical usefulness, given the time currently spent in meetings and
phone calls to obtain a quite unsatisfactory result; the main potential obstacles
that we foresee to its use are the consensus on the marketplace rules and the
acceptance of its outcomes by deans, professors, and students.

This is an ongoing work, and many features need to be further developed and
investigated. First of all, recall that the formulation of the timetabling problem
used in this paper is simplified w.r.t. the actual situation.In the future, we plan
to experiment with the complete problem formulation accepted by the actual
solver of our university (which has 15 constraint types, counting both hard and
soft ones altogether). In addition, the use of external roomslots generally has
some organizational costs that cannot be completely neglected. For example, the
rooms might be distant to each other, or simply there is a costfor the confusion
related to students wandering around searching for their room. The cost of the
negotiation itself (time spent on computing, number of messages exchanged by
the agents,. . . ) should also be included in some way in order to obtain a fair
comparison of the results.

The agentManager must be redesigned in such a way that it updates its in-
formation by using some form of reinforcement learning mechanism, rather than
the simple frequency values. Furthermore, we plan to develop a more informed
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strategy for the deliberation of sell bids. For example,Solver could provide to
Negotiator some objective information about the usefulness of roomslots based
on statistics about its runs. Based on such information,Negotiator could use a
less bold strategy and sell only roomslots that are clearly useless. Moreover, in
the experiments we have assumed that SPT are assigned fairly(i.e., balancing
the unfair room endowment), so that departments with less seats can bid higher
and have more chance to get the rooms they need. However, in practice depart-
ments with more rooms might not accept such a distribution (they do not accept
room rebalancing!). Therefore, we plan to investigate whathappens if the initial
SPT allocation is not fair, but based on other distributions.

The marketplace mechanism could be improved to allow also for different
kinds of trades. For example, agents could be interested in swapping rooms of
different capacities in the same timeslot (with some compensation in SPTs).
Furthermore, some limited form of multi-roomslot trading could also help in
some contexts.

Finally, we are interested in studying the interaction of different kinds of ne-
gotiators in the same marketplace. In particular, we want toinvestigate whether
smart deceitful agents could take advantage of cooperativenaive ones. Conse-
quently, we plan to redesign the marketplace rules to prevent and/or neutralize
such a behavior.
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Abstract. In multiagent systems, Distributed Constraint Optimization
Problem (DCOP) has been used as a formalism to model a wide range
of agents’ coordination issues. An approach based on cooperative me-
diation was recently proposed as a new way to find the optimal solu-
tion to DCOP. An important question about any solution to DCOP is
whether it is fast enough to be applied in real-world applications, such
as Distributed Meeting Scheduling problems. Here, we map the DMS
as a DCOP, use cooperative mediation, and compare the performance
of this approach with the results achieved by another algorithms for
DCOP. Given the time complexity of the complete solutions, we propose
a modified approach for the cooperative mediation, in which the idea is
to trade the completeness of the search mechanism for the performance
of a heuristic search, which yields a good solution in a feasible time.

1 Introduction

The multiagent paradigm has coordination as a central issue. Coordination is a
process in which agents engage to ensure that a community of individual agents
acts in a coherent manner; when distributed agents work towards a common goal
they should act as an unit coordinating interdependent actions, minimizing re-
dundant efforts, sharing resources, etc. Research on coordination aspects has mo-
tivated many approaches and methods. Despite these many possibilities, no one
is universally accepted as a complete solution. Thus, the literature presents some
classical problems in agents’ coordination such as distributed resource allocation
problems, distributed scheduling problems, distributed planning problems, and
so forth.

Distributed Constraint Optimization Problem (DCOP) is a formalism to
model a wide range of the classical problems mentioned above. It is a dis-
tributed version of constraint optimization problems, which derived from con-
straint satisfaction problems. Differently from COP, in DCOP collaborative
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agents must find solutions over a distributed set of constraints. A DCOP consists
of n variables V = {x1, x2, ..., xn} that can assume values from a discrete domain
D1, D2, ..., Dn respectively. Each variable is assigned to one agent that has the
control over its value. The goal of the agents is to choose values for the variables
to optimize a global objective function. This function is described as the sum
over a set of valued constraints related to pairs of variables. Thus, for a pair of
variables xi, xj , there is a cost function defined as fij : Di × Dj → N . DCOP
generalizes the Distributed Constrains Satisfaction Problem (DisCSP) [8], which
has a limited power of representation since every constraint is required to be
boolean. This requirement is inadequate to represent many real-world problems
where several degrees of quality or cost are necessary. Besides, real problems are
often over-constrained, meaning that is impossible to satisfy all constraints.

In [6] an asynchronous complete method for distributed constraint optimiza-
tion (called Adopt) is proposed to find the optimal solution for problems for-
malized as DCOP. Adopt provides quality/optimality guarantees on system per-
formance and asynchrony on communication among agents. Besides, Adopt is
known as the most efficient algorithm for DCOP [4]. Modi et al. discuss the main
differences between Adopt and previous approaches, showing its achievements
and limitations.

Another approach, this time based on cooperative mediation, was recently
proposed by Mailler and Lesser [5] as a new way to find the optimal solution
to DCOP. Cooperative mediation is a partial centralization technique and it
is the basis of the optimal asynchronous partial overlay (OptAPO) algorithm.
OptAPO is also a complete, distributed algorithm to solve DCOP. Furthermore,
the authors show that OptAPO performs better than Adopt in an abstract
problem of graph coloring that is an instance of the MaxSAT problem.

An important question about all solutions to DCOP is whether the proposed
algorithms are fast enough to be applied in real-world applications. An important
question here is whether the number and size of exchanged messages makes the
approach feasible. In distributed approaches, the communication among agents
usually poses demands that can cause network overload. Is the total time con-
sumed acceptable in these situations? Real-world problems usually mean that
the planning (for coordination) and action should be treated as quickly as pos-
sible. Most of the proposed approaches yields good results in simple scenarios,
but there is a lack of analysis in complex real-world ones.

One of these scenarios is the Distributed Meeting Schedule problem (DMS)
[7]. In a DMS, a group of persons wish to attend several meetings. The attendees
try to optimize their calendars according to personal preferences maintaining the
privacy of their information. Each meeting is subject to many constraints. The
negotiation proxies to produce a schedule can incur in high communication costs
and unacceptable time.

In [4], a DMS is mapped to a DCOP using a systematic reusable framework
called Distribute Multi-Event Scheduling (DiMES). Agents’ goal is to generate
a coordinate schedule for the execution of joint activities or resource usage in
a multiple-events scenario. Besides presenting DiMES, the authors have also
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tested the efficiency of Adopt in some real-world problems mapped as DCOP
using DiMES, and presented two heuristics to improve Adopt’s performance.
They show that the convergence time of Adopt in the tested scenarios was one
hundred times higher than expected, illustrating the existence of a significant
difference in Adopt’s performance between simple abstract and complex real-
world problems. The presented heuristics reduce the convergence time to the
expected values and could potentially make Adopt able to deal with complex
problems.

In the present paper we discuss the difficulties of applying the cooperative
mediation (OptAPO) algorithm in a real-world problem. To illustrate this, we
use the Distributed Meeting Scheduling problem mapped as a DCOP using the
DiMES framework. The goal here is twofold. First, to check how OptAPO han-
dles a real-world DMS problem, given that the evaluation of OptAPO was ini-
tially based on an abstract scenario. We compare its performance with the re-
sults achieved by the Adopt, with and without heuristics. Second, we propose
to change OptAPO’s centralized search mechanism. The idea is to trade the
completeness of search (which is achieved via branch-and-bound) for the perfor-
mance of a heuristic search (using a genetic algorithm). The motivation behind
this trade-off is that in real-world applications such as meeting scheduling, to
have a good solution in a short time is better than achieving the optimal solution
in a long time.

In order to show these points, in Section 2 we summarize the cooperative
mediation approach and explain how the OptAPO works. In Section 3 we de-
scribe the DMS problem and its mapping to a DCOP using DiMES. In section
4 we discuss the OptAPO’s performance and show the results, comparing them
to those achieved by Adopt and a centralized approach based on branch-and-
bound (B&B). Given the performances, also in Section 4 we propose to replace
the B&B by a genetic algorithm (GA). Finally, in Section 5 we conclude giving
further directions for this work.

2 Cooperative Mediation and the OptAPO

The optimal asynchronous partial overlay (OptAPO) [5] is a cooperative medi-
ation based DCOP protocol. As said, OptAPO (as well as Adopt) is a complete
method, meaning that its final solution is the optimal one. The algorithm allows
the agents to extend the context they use for local decision-making to a rela-
tionship graph. Within this graph, one of the agents has to act as a mediator,
computing a solution for this extended context and recommending values for the
variables associated with the agents involved in the mediation session. This is
possible because agents construct a good list – which holds the names of agents
that have direct or indirect relationship to the list owner – and an agent view
– to hold the names, values, domains, and functional relationships of related
agents.

During the problem-solving process, each agent tries to improve the value of
its subproblem (the one it can solve within its relationship graph). The priority
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to take the mediation role is be given to the agent with more information about
the problem. A connected graph models the DCOP where each node is an agent
(plus its values), and the links are the problem constraints. Each constraint or
functional relationship has an associated cost. The algorithm has three stages:
initialization, checking the agent view, and mediation. Details of these stages
can be found in [5]; we give here a brief description. During the initialization,
the agent sets its variables: current value (di), variable’s name (xi), priority (pi),
domain (Di), functional relationships (Ci), good list and agent view.

The agent’s goal is to improve the solution for its subproblem (represented by
Fi). Thus, during the second stage, the agent view is used to calculate the current
cost Fi within the relationship subgraph given by i’s good list. If Fi > F ∗i (F ∗i
being the optimal value of the subsystem), than agent i conducts either a passive
or an active mediation session, after which the value of F ∗i is recomputed. Agent
i sets a passive mediation if its priority to mediate is lower than the priority of
another agent in the subsystem; otherwise it sets a temporary mediation flag
(m

′
i) to active. If an active mediation flag is on, the agent can actually mediate

only if there is no other agent with a higher priority to mediate and with an
active mediation flag. The agent tests if a change in its local value would cause
a local cost to reach the optimal cost. If it does, then the agent changes its value
and does not start the mediation process. If the agent has a passive mediation
flag, it starts a passive mediation process.

In the mediation stage, agents receiving a mediation request either evalu-
ate it or send a wait message. Evaluation means looking at each of the domain
elements, labelling them with the names of the agents which share functional
relationships with cost fi > f∗i , and returning these in a message. The mediator
conducts a branch-and-bound (B&B) search to minimize the cost of the sub-
problem in its good list, as well as the costs for agents outside the mediation
session.

In [5] the OptAPO algorithm was applied to the MaxSAT 3-coloring problem
with assignments for different number of variables (agents): 8, 12, 16, etc. Two
series of tests were run with under- and over-constrained instances of the prob-
lem. These experiments compute the total number of messages, cycles, and time
consumed to achieve the solution (measured in seconds using a standard PC
configuration). Two conclusions of this evaluation should be pointed out here:

– OptAPO outperforms Adopt in terms of cycles (a round of message changing
among agents), messages and runtime;

– and the OptAPO runtime is not a byproduct of the centralized search (B&B).

In Section 4 we show that in a more complex scenario (DMS problem) these
conclusions could not be observed.

3 Distributed Meeting Scheduling as a DCOP

In Distributed Meeting Scheduling (DMS) a group of persons wishes to attend
several meetings that should be scheduled in a distributed fashion. The schedule
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is built interactively by a cooperative network of decision-makers. When doing
this within a multiagent system, each agent normally has knowledge only about
the meetings it participates and its preferences concerning the schedules. The
agents must negotiate to build a consistent global schedule that fits the attendees
agenda and respects individual preferences. Additionally, in real-world scenarios
of DMS, the attendees try to optimize their agendas according to personal pref-
erences maintaining the privacy of their information. As said, all this negotiation
process may produce high communication cost and take an unacceptable time.

In DiMES, a DMS problem is formalized as follows:

– the group of attendees (agents) are represented as a resource set R =
{R∞, ...,R\} of cardinality N where Rn refers to the n-th resource (at-
tendee);

– the agenda is represented by a fractionated time interval. Let T ∈ N be a
natural number and ∆ be a length such that T ·∆ = Tlatest − Tearliest. The
possible time intervals to schedule the meetings (time domain) are repre-
sented by the set T = {∞, ..., T } of cardinality T where t ∈ T refers to the
time interval [Tearliest + (t− 1)∆,Tearliest + t∆];

– the meetings are represented as an event set E = {E∞, ..., E‖} of cardinality
K where Ek refers to the k-th event. The k-th event Ek is characterized
as the triple (Ak; Lk;V k) where Ak ⊂ R is the subset of resources that
are required by the event, Lk ∈ T is the number of contiguous time slots
necessary to schedule the event, and V k is the vector of preferences of each
resource to each event as described next;

– the preferences of an attendee is represented by a vector V k whose length is
the cardinality of Ak. If Rn ∈ Ak, then V k

n is an element of V k denoting the
value per time slot of the n-th resource to schedule event (meeting) k. The
n-th resource also has a value V 0

n (t) : T → R+ to keep the time slot t free
of meetings.

In summary, the DMS problem is about how to distribute the meetings
through the agendas’ time slots in order to maximize the attendees preferences.
Let us define a schedule S as a mapping from the event set to the time domain
where S(Ek) ⊂ T denotes the time slots committed for event k. All resources
in Ak must agree to allocate time slots S(Ek) to event Ek. So, formally the
problem, which is NP -hard, is: maxs(

∑K
k=1

∑
n∈Ak

∑
t∈S(Ek)(V

k
n −V 0

n (t))) such
that S(Ek1) ∪ S(Ek2) = ∅ ∀k1, k2 ∈ {1, ..., K}, k1 6= k2, Ak1 ∩Ak2 = ∅.

In [4], it is shown how to convert a DMS problem to a DCOP in which the
goal is to optimize a global objective function. This function is described as
the sum over a set of valued constraints related to pairs of variables. Usually, a
DCOP is represented by a graph, where nodes represent the set of variables and
the edges represent the utility function determined by the values of the adjacent
nodes. For each edge e(i, j) ∈ E there is a function fij(xi, xj) : Di ×Dj → R.
To solve the problem, one assignment a∗ ∈ A = D1 × ...×DN must be chosen,
such that a∗ = argmaxa∈A

∑
(i,j)∈E fij(xi = ai, xj = aj).

According to Maheswaran et al. there are three possible approaches for the
DMS–DCOP mapping:
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Fig. 1. DCOP graph using PEAV approach

– time slots as variables (TSAV): in the TSAV each variable xn(t) represents a
time slot (t) of a resource (n), which means T ×N variables. The domain of
this variables are the set of events, and all variables having the same resource
belongs to the same agent. This approach leads to a very dense graph;

– events as variables (EAV): in the EAV each variable represents the start
time xk of an event Ek. The domain of these variables is the set of time slots
which is early enough so that the event can be accommodated. Each variable
is assigned to one of the agents that attends the event. This approach results
in a simple graph. Furthermore, the agents make decisions about multiple
resources. To make this decision, the information about preferences must be
shared among agents. In real-world scenarios, where an agent represents a
resource (attendee), this approach is not realistic due to the issue of lack of
privacy;

– private events as variables (PEAV): the PEAV is an alternative to tackle
the privacy problem of EAV. The main idea is the same of EAV (variables
representing events). However, the agents make decisions only about the
events they participate. Let us consider a set of variables Xk = {xk

n : n ∈ Ak}
where Xk ∈ {0, 1, ..., T−Lk+1} denotes starting time for event Ek where the
resource Rn takes part. The DCOP is constructed with the set of variables
X = ∪K

k=1X
k. Each variable Xn ∈ X that represents the n-th resource

belongs to the same agent. These variables are fully connected (intra-agent
links). The constraint utility function was designed to compute the values
of internal links so as to maintain the privacy. There are inter-agents links
connecting all participants of each event.

We are interested in representing DMS problems as close as possible to reality.
For this reason we prefer the PEAV approach. Next we show the constraint
utility function of PEAV and a conversion example. For details of each approach,
including the variable sets, the utility functions, and the proofs of congruency,
please refer to [4].

106



The resource constraint utility function used in the PEAV approach be-
tween the variables xk1

n1
and xk2

n2
, when xk1

n1
= t1 and xk2

n2
= t2, is given by

f(n1, k1, t1;n2, k2, t2), where:

f(n1, k1, t1; n2, k2, t2) = −MI{n1 6=n2}I{k1=k2}I{t1 6=t2}
+I{n1=n2}I{k1 6=k2}fintra(n1, k1, t1; k2, t2) (1)

where

fintra(n1, k1, t1; k2, t2) =




−M t1 6= 0, t2 6= 0, t1 ≤ t2 ≤ t1 + Lk − 1,
−M t1 6= 0, t2 6= 0, t2 ≤ t1 ≤ t2 + Lk − 1,
g(n, k1, t1; k2, t2) otherwise

and

g(n, k1, t1; k2, t2) =
1

|Xn| − 1
(Zk1

n (t1) + Zk2
n (t2))

where

Zki
n (ti) =

Lki∑

l=1

(V ki
n − V 0

n (ti + l + 1))I{ti 6=0}

with M > NTVmax where N is the number of participants, T is the number of
time slots and vmax = maxk,nV k

n .

As an illustrative example, assume that four attendees {A,B, C, D} should
schedule three meetings {E1, E2, E3} in a 3-time-slot agenda. Each meeting
takes one time-slot and has the following configuration: E1 involves A and D,
E2 A,C,D, and B, and E3 involves B,D, and C. Figure 1 shows the DCOP graph
for this example.

4 DMS through Cooperative Mediation

To apply OptAPO in the DMS problem we implemented a simple simulator using
Java and conducted experiments with randomly generated instances of the DMS
problem. We have used the same scenarios used in [4] to test the Adopt algorithm
in real-world problems, mapping them as DCOPs using DiMES, following the
PEAV approach. We ran the experiments in a standard PC under Linux.

Let us start discussing the performances of both OptAPO and Adopt in a
simple scenario (MaxSAT 3-coloring problem, i.e. the domain size is 3). Although
both were evaluated also with a large number of agents (more than 20), the den-
sity of the graph and the size of the domains were restricted. They worked with
a number of constraints equal to 2 ×K and 3 ×K, where K is the number of
nodes. Despite this, the evaluation of Adopt has shown that more than 10,000
cycles were necessary to reach the optimal solution. They have also shown that
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approximately 50 messages were exchanged among the agents in each cycle. Al-
though the total time (in seconds) has not been analyzed, it is reasonable to
expect this to be high. We can see in these results that to find an optimal so-
lution is expensive even in simple scenarios. The total number of exchanged
messages exceeds 500,000, which may represent a significant overload in a com-
munication network. It is important to point out that the performance of Adopt
was compared to a centralized search based on B&B, i.e. the same centralized
search used in OptAPO. Adopt outperforms B&B in this analysis.

The evaluation of OptAPO in the same scenario has shown an immense
reduction in the number of messages and cycles. The total number of exchanged
messages does not exceed 15,000 and the number of cycles does not exceed 120.
OptAPO outperforms Adopt in this analysis, proving that, in simple scenarios,
the OptAPO runtime is not a byproduct of the centralized search (B&B).

Let us consider a more complex, real-world scenario: a DMS problem. In this
scenario 9 attendees, with a 8-time-slot agenda, must schedule 8 meetings. This
scenario was randomly chosen the data set in [4]. Converting this DMS problem
to DCOP (using PEAV) generates 23 variables, with a 8-element domain, and 16
constraints. When Adopt is applied in this scenario, its performance decreases
dramatically.

For the class of DMS problems, the authors have proposed two heuristics
to speedup the basic Adopt (which has not performed as good as in the graph
coloring scenario discussed above). These heuristics have shown good results.
One heuristic converts the constraint graph into a deep-first search (DFS) tree
which is used as a hierarchy to communicate the values and costs. The authors
also suggested to replace this structure with a MLSP (Minimum Depth Span-
ning) tree. They have shown that the communication structure affect the time of
convergence to the optimal solution. Besides, the pre-computation of a best case
bound in a distributed fashion was proposed. It was shown that the initial accu-
racy of this bound affects the convergence in complex scenarios. These heuristics
were evaluated in the DMS scenario described above and the total number of
cycles felt to less than 15,000. Despite this decrease, in a real application, to
exchange 750,000 messages (15,000 cycles times 50 messages per cycle) is still a
problem.

Since OptAPO has shown a better performance than Adopt in the graph
coloring scenario, we expect a similar performance in the DMS one. Initially we
intended to compare the original results of Adopt with the results archived in
the scenario proposed above using OptAPO. However, it was not possible due
the time complexity associated with the scenario.

In a recent paper, Davin and Modi [1] analyze the OptAPO and Adopt under
a evaluation metric different of the one used here. In this new analises the authors
shown that Adopt in complex scenarios requires less computation of OptAPO
despite been outperformed by OptAPO in number of cicles, that was the metric
used before (and here also). Their conclusions highlight our experimental results.
Next we analyze what happens.
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The OptAPO algorithm uses a partial centralization technique (cooperative
mediation) based on a centralized search mechanism (B&B) to achieve the op-
timal result. The performance of OptAPO is closely related to the B&B. Each
time an agent decides to mediate in OptAPO (active or passive) it conducts a
B&B search in their good list. As the size of the good list grows, so does the
size of the B&B search space. If we have N variables in the good list, and M
is the domain size, then the size of the B&B search space is MN in the worst
case. Our scenario has 23 variables with an 8-elements domain, which means to
search within a 6 × 1020 possibilities. The number of variables involved in the
B&B increases dramatically the search space in scenarios with large domains.
During the OptAPO execution, the agents’ good list tends to increase as addi-
tional links are created due to external conflicts. Through this process, there is a
tendency of at least one agent achieving complete centralization and its good list
will have all variables. So, there are B&B searches during the OptAPO execution
that involve all variables, which means the worst case.

Therefore, since OptAPO would not run for the above scenario, we first
reduced the complexity of it. Later we will return to it, via an heuristic approach.
Basically, the reduction is achieved by abandoning the PEAV and using an EAV
(see Section 3) instead, in which there are less variables (8). Adopt was executed
for the same scenario, and the computer configuration was the same. Table 1
shows the runtime (in seconds), the number of exchanged messages, and the
number of cycles of OptAPO, a centralized search based on B&B, Adopt, and
Adopt with the speedup heuristics (here after we call it Adopt+H).

OptAPO B&B Adopt Adopt+H

runtime (s) 61133 56641 12529 89
messages 768 - 3370700 15798

cycles 19 - 146566 701

Table 1. Evaluation of DCOP algorithms in the DMS/EAV scenario

Interestingly, OptAPO is worse than the B&B. Let us see why there was a
degradation in the OptAPO performance from the graph-coloring scenario to
this one. Two heuristics were used to speedup the B&B inside the OptAPO al-
gorithm: the first branch of the search was the current solution; and the search
terminates early when the bound is equal to the current optimal local cost and
the cost for the agents outside the mediation is 0. These heuristics are impor-
tant because the quality of the B&B for a specific problem depends on how the
branching takes place and which bounding scheme is used. Let us focus on the
initial steps of OptAPO execution, where the performance of B&B should, the-
oretically, be the best due to the good list size. In an over-constraint scenario
the agents’ good list start with many variables (the good list is first composed
by variables’ that shares a relation with the agent by a constraint). The primary
values of the variables are randomly setup and the current optimal local cost
is equal to 0. Due to these characteristics, the speedup proposed for the B&B
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does not affect the initial phase of the OptAPO algorithm. There is no optimal
solution computed yet - the current solution is randomly determined, there are
many agents in the good list and no early termination in the search is possible
(the bound could not be equal to zero).

For example, when simulating our reduced DMS scenario (EAV), the first
search involves all 8 variables, which means a search space of 16 million pos-
sibilities. The agent who decides to mediate first (the agent with the highest
priority, i.e. the one with more neighbors) has constraints with all other 7 vari-
ables. In this case, the initial solution is very poor and better solutions are found
only gradually. In summary, when OptAPO is used in this scenario, it has to
explore the entire solution space degrading the performance already in the first
steps. As the size of the good list grows, so does the search space of the B&B,
increasing the time consumed by OptAPO. Moreover, OptAPO has to run other
centralized searches during the further steps of its execution, potentially with
more than one including all variables.

The Adopt+H shows the best results due to the speedup heuristics, out-
performing all other algorithms. In particular, Adopt without heuristics outper-
forms OptAPO in terms of runtime. The same arguments used above to justify
OptAPO’s low performance also apply here. Since Adopt outperforms the cen-
tralized B&B already for simple scenarios, and OptAPO was outperformed by
B&B here, we expected this to happen. Also, this could be forecasted given the
graphs presented in [5], when the authors discuss the performance of Adopt and
OptAPO regarding more dense graph (higher number of constraints). Although
OptAPO starts with the best performance (in terms of runtime), there is a trend
of this not continuing for more dense graphs because OptAPO’s performance de-
creases exponentially while Adopts decreases linearly.

However, and this is very important in real-world scenarios, the number of
messages exchanged by OptAPO (as well as the number of cycles necessary to
achieve the optimum) is lower than both Adopt and Adopt+H, showing the value
of cooperative mediation. Even if Adopt+H outperforms the other algorithms
by a large difference in terms of runtime, the number of exchanged messages and
cycles taken in this reduced scenario is significantly large.

Assuming that in real-world applications it is normally enough to have a
solution close to the optimal, in order to take advantage of the value of the
cooperative mediation, we propose to trade the completeness of the B&B search
mechanism for the performance of a heuristic search. Our aim is to have the
best of the two worlds: OptAPO’s performance in terms of number of messages
and cycles, and performance in terms of runtime. Therefore, instead of using
the B&B algorithm within OptAPO, we use a GA for the search. Of course, this
mechanism does not guarantee optimality. However, GAs works well in very large
search spaces. Besides, the GA mapping fits this problem well, as demonstrated
by the pure-GA based approaches proposed for scheduling and optimization
problems [2].

In GA, each string is a possible solution having as many genes as variables
appearing in the DCOP. We represent each element of the domain as an integer.
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In order to fit the gene and string mapping, integers were converted to bina-
ries. For example, in our reduced (EAV) DMS scenario there are 8 elements in
the domain and 8 variables. Each element in the domain represents a possible
meeting’s start time xk. As the agenda has 8 time slots and each meeting con-
sumes one of them, the domain values are 0 to 7. Each element of the domain is
represented by 3 binary digits. Thus, the string has 8 binary elements, one for
each variable. Considering these, each one representing a meeting Ek, one of the
optimal solutions for this scenario (obtained from an Adopt+H run) is: E0 = 3,
E1 = 0, E2 = 2, E3 = 5, E4 = 7, E5 = 2, E6 = 7, and E7 = 1. This solution is
represented as 011000010101111010111001 in the population.

Each generation has 200 strings. The fitness function is the same DCOP
global objective function discussed in Section 1. The cost of a solution is com-
puted as a sum of the costs of each constraint. Strings are ordered according
to the cost and only a set with 40% of the lowest cost solutions are chosen for
reproduction. The best 5% of this set stay unchanged in the next generation;
the other 35% reproduce by crossover. From this able-to-reproduce population,
a small number of genes are mutated with a rate of 1

gene size×num of genes . In
our example, only 0.02% mutates. The solution of the GA is the string with the
lowest cost after 200 generations.

Table 2 shows the performance of OptAPO using the GA search mechanism
(HeuAPO), Adopt+H, and, for sake of comparison with a centralized search,
one based only on GA. The runtime, the total number of cycles, and the num-
ber of exchanged messages were measured. Here we can afford to use the more
complex DMS scenario (PEAV with 23 variables) described in the beginning of
this section. The HeuAPO outperforms Adopt+H in all measured parameters.
Besides, HeuAPO reaches the optimal solution in this scenario just as Adopt
does.

HeuAPO Adopt+H GA

runtime (s) 978 8268 83
messages 5934 906758 -

cycles 192 13991 -
Table 2. Evaluation of the heuristic algorithm in a DMS scenario, compared to Adopt,
and to a centralized search based on GA

5 Conclusions and Further Work

In this paper we analyze the performance of several approaches to solve real-
world distributed meeting scheduling problems modelled as distributed con-
straint satisfaction problems, two well-known scenarios in AI. We compare the
performance of the OptAPO and Adopt algorithms. Adopt needs a large num-
ber of messages and cycles to converge to a solution, while OptAPO performs
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worse in terms of runtime, both critical issues in real-world applications. For
instance, it was shown that the main assumptions about OptAPO in simple
scenarios are not necessarily valid in more complex ones. In our experiment,
in terms of runtime, OptAPO was worse than the B&B used to do the inter-
nal centralized search, and worse than Adopt, due to the reasons explained in
the previous section. However, OptAPO outperforms Adopt in the number of
exchanged messages and number of cycles.

Given the performance of Adopt and OptAPO, we have proposed the use
of an heuristic search mechanism to replace the B&B in the cooperative media-
tion. The results obtained are very promising: the heuristic version of OptAPO
achieves the best solution with a significant better performance, outperforming
Adopt even with the speedup heuristics.

In the future we intend to pursue three directions. First, to run our ap-
proach with several different scenarios to check the quality of the solutions.
Second, to compare the results of our proposal with other incomplete, heuristic
DCOP algorithms, including a version of Adopt which uses an error thresh-
old thus permitting the algorithm to stop earlier (when the solution is within
the threshold). Finally, it would be interesting to investigate which classes of
problems are adequate for which type of DCOP algorithm. Liu and Sycara [3]
discuss the use of partial overlap among subproblems solutions. In their algo-
rithm, Anchor&Ascend, an anchor agent is dynamically chosen and conducts a
local optimal search in its subproblem. According to the authors, their approach
is really effective when the structure of the problem exhibits extreme disparity
among the subproblems. Maybe it is the case that OptAPO is also sensible to
the structure of the problem, so that not only the complexity of the DMS prob-
lem could be affecting OptAPOs performance, but also its structure. Therefore,
a similar analysis (algorithm performance vs. problem structure) should be done
regarding OptAPo.
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1   Introduction 

A potential weakness of any research is its applicability to real problems, and it is 
often difficult to determine whether a particular application needs a particular tech-
nology.  Space missions offer a wide variety of multiagent problem domains, but the 
technology needs of these missions vary.  Techniques developed by research in Dis-
tributed Constraint Reasoning (DCR) employ representations that can be applied to 
distributed problems generally (in the same way that many problems can be repre-
sented as constraint satisfaction problems).  We briefly describe how different moti-
vations for operating spacecraft translate into different multiagent problems and re-
search challenges for DCR. 

2   Multi-Spacecraft Missions 

The past few years have seen missions with growing numbers of probes.  Path-
finder has a lander and rover (Sojourner), Cassini includes an orbiter and the Huy-
gens lander, and Cluster II has 4 spacecraft for multi-point magnetosphere plasma 
measurements.  This trend is expected to continue to progressively larger fleets.  For 
example, one proposed interferometer mission [4] would have 18 spacecraft flying in 
formation in order to detect earth-sized planets orbiting other stars.  Another pro-
posed mission involves 44 to 104 spacecraft in Earth orbit to measure global phe-
nomena within the magnetosphere. 

Over 40 multiple platform (multi-spacecraft) missions have been proposed, and 
they can be grouped into three families depending on why multiple platforms were 
proposed: 

• Signal space coverage – multi-point sensing for improved coverage when 
observing/exploring large areas (like the satellites with passive microwave 
radiometers for the Global Precipitation Mission and similar sensors on the 
Global Electrodynamics Mission, Leonardo-BRDF, and the Magnetospheric 
Constellation) 
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• Signal separation – building large synthetic aperture sensors with many 
small spatially separated sensors for imaging very remote targets (like Con-
stellation-X, Terrestrial Planet Finder, and TechSat-21); and 

• Signal combination – specialized probes with explicitly separate science ob-
jectives (like coincident Mars Program missions or the PM train within the 
Earth Observing System). 

While these reasons for having multiple platforms in a mission are not exclusive, 
they do have a major impact on how the resulting missions are formulated and man-
aged.  These three rationales respectively motivate a single cluster of spacecraft fly-
ing in formation around the orbit, a string of spacecraft flying close together on the 
orbit, and a distribution of spacecraft evenly spread along the orbit.   

The main thrusts of autonomy research involve reducing costs and enabling mis-
sions that focus on phenomena with high information rates and low information pre-
dictabilities.  This research can be grouped in terms of three technologies: 

• Robust execution includes performing activities with automatic mode estima-
tion & recovery using models of how spacecraft subsystems behave, to 
broadly cover anomalies within the modeled subsystems; 

• Planning and scheduling involves determining when to perform which ac-
tivities as a spacecraft’s capabilities and science collection goals evolve; and 

• Science analysis involves processing observation data onboard a spacecraft 
to determine both the value of observations as well as new science collection 
goals. 

While the first two technologies focus on raising the level where mission opera-
tions commands a spacecraft, the third raises the level of science operations’ interac-
tion.  Instead of prioritized observation lists and timed command sequences, mission 
and science operations respectively produce situation dependent activity determina-
tion strategies and data dependent observation strategies.  The goal of raising the 
spacecraft commanding level is to reduce latency in responding to anomalies as well 
as the detection of observation opportunities by closing as many control loops as 
possible onboard the spacecraft.  The ASE project has demonstrated onboard science 
analysis, replanning, robust execution, and model-based estimation and control [3]. 
 

Regardless of whether a standard or autonomous approach to mission management 
is adopted, several issues need to be addressed before flying a multiple platform mis-
sion.  For a signal space coverage mission, the main issue is to automate as much of 
operations as possible to minimize the people-per-spacecraft ratio.  However, this 
requires no special coordination technology.  Thus, as shown in Figure 1, a signal 
coverage spacecraft team may only need to coordinate to distribute measurement 
goals.  In the figure, GN&C refers to guidance, navigation, and control software. 

115



GN&CGN&C

ExecutiveExecutive

PlannerPlanner

AnalystAnalyst

GN&CGN&C

ExecutiveExecutive

GN&CGN&C

ExecutiveExecutive

GN&CGN&C

ExecutiveExecutive

PlannerPlanner

AnalystAnalyst

GN&CGN&C

ExecutiveExecutive

PlannerPlanner

AnalystAnalyst

GN&CGN&C

ExecutiveExecutive

PlannerPlanner

AnalystAnalyst

GN&CGN&C

ExecutiveExecutive

PlannerPlanner

AnalystAnalyst

GN&CGN&C

ExecutiveExecutive

PlannerPlanner

AnalystAnalyst

GN&CGN&C

ExecutiveExecutive

PlannerPlanner

AnalystAnalyst

signal coverage signal separation

signal/mission combination

GN&CGN&C

ExecutiveExecutive

PlannerPlanner

AnalystAnalyst

GN&CGN&C

ExecutiveExecutive

GN&CGN&C

ExecutiveExecutive

GN&CGN&C

ExecutiveExecutive

PlannerPlanner

AnalystAnalyst

GN&CGN&C

ExecutiveExecutive

PlannerPlanner

AnalystAnalyst

GN&CGN&C

ExecutiveExecutive

GN&CGN&C

ExecutiveExecutive

GN&CGN&C

ExecutiveExecutive

GN&CGN&C

ExecutiveExecutive

GN&CGN&C

ExecutiveExecutive

PlannerPlanner

AnalystAnalyst

GN&CGN&C

ExecutiveExecutive

PlannerPlanner

AnalystAnalyst

GN&CGN&C

ExecutiveExecutive

PlannerPlanner

AnalystAnalyst

GN&CGN&C

ExecutiveExecutive

PlannerPlanner

AnalystAnalyst

GN&CGN&C

ExecutiveExecutive

PlannerPlanner

AnalystAnalyst

GN&CGN&C

ExecutiveExecutive

PlannerPlanner

AnalystAnalyst

GN&CGN&C

ExecutiveExecutive

PlannerPlanner

AnalystAnalyst

GN&CGN&C

ExecutiveExecutive

PlannerPlanner

AnalystAnalyst

GN&CGN&C

ExecutiveExecutive

PlannerPlanner

AnalystAnalyst

GN&CGN&C

ExecutiveExecutive

PlannerPlanner

AnalystAnalyst

GN&CGN&C

ExecutiveExecutive

PlannerPlanner

AnalystAnalyst

GN&CGN&C

ExecutiveExecutive

PlannerPlanner

AnalystAnalyst

GN&CGN&C

ExecutiveExecutive

PlannerPlanner

AnalystAnalyst

GN&CGN&C

ExecutiveExecutive

PlannerPlanner

AnalystAnalyst

GN&CGN&C

ExecutiveExecutive

PlannerPlanner

AnalystAnalyst

signal coverage signal separation

signal/mission combination  

Figure 1.  Autonomy technology interactions 

 
Signal separation missions raise their own unique issues that derive from formation 

flying and instruments distributed across multiple spacecraft in order to make a single 
measurement.  The main issues include the difficulties of  

• anomaly detection and response both within and between formation fliers, 
• planning and scheduling to minimize fuel used to reconfigure a formation 

between observations and during anomaly response, and 
• validating data collected by multiple spacecraft. 

Signal combination between missions raises extra issues to facilitate collaboration 
either between operations staffs or autonomous spacecraft.  These issues include 
needs for  

• collaboration techniques to merge observation priorities both within and be-
tween missions and 

• coordination techniques to optimize the planned data gathering activities of 
multiple spacecraft satisfying these merged priorities. 

These multi-spacecraft missions are analyzed in greater detail in an extended re-
port [1]. 

3   Collaborative/Competitive Mission Planning 

While separate missions may need to coordinate planning and scheduling, even 
within a single mission scientists and operations staff must collaborate over longer-
term mission planning and shorter-term command sequence generation.  Operations 
staff must ensure spacecraft safety and health while trying to accommodate scientists’ 
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measurement requests.  Scientists also compete for use of the spacecraft.  There may 
be several instruments and a group of scientists competing for each one.  The use of 
one instrument may exclude the use of some others because of limited power or geo-
metric constraints on pointing instruments at targets.  An extreme case of this is the 
many scientists that compete for use of a single camera onboard the Hubble Space 
Telescope.  These scientists are often spread around the world making it difficult to 
communicate effectively and to resolve conflicts in an efficient and timely manner.  
Thus, software is needed to help automate the coordination of these people. 

4   Deep Space Network Resource Allocation 

The Deep Space Network (DSN) maintains 16 antennas (26 to 70m in diameter, Fig-
ure 1) that provide tracking, navigation, and data transmission services among others.  
Antenna complexes are located in Goldstone, CA, Madrid, and Canberra and provide 
services to spacecraft within and beyond the gravitational influence of Earth. While 
150 missions are listed as DSN users, about 20 spacecraft are allocated resources in a 
4-month schedule. 

Schedules are currently manually generated a year into the future with allocations 
to the minute. These are currently generated a week at a time and average 370 tracks 
(allocation of an antenna to a mission over a time period) per week. These tracks are 
typically 1 to 8 hours long and must be allocated in a viewperiod (i.e. a time period 
when the spacecraft is visible to the antenna).  There are around 1650 of these view-
periods defined per week. The DSN’s goal is extend the schedule out to ten years 
where they are currently just predicting and adjusting resource loading based on 
coarse requirements. The nearterm schedule (within 8 weeks) additionally considers 
the allocation of service-specific equipment, personnel controlling the antennas, and 
some additional geometric constraints on pointing the antenna. 

The missions compete over the use of antennas and work out conflicts in meetings 
and peer-to-peer.  To date, there are 27.5 full time employees dedicated to scheduling 
for different time periods and on behalf of different missions.  Like the collaborative 
mission planning problem, software is needed to automate the coordination of sched-
uling for the missions without taking away control of their spacecraft.  This problem 
(and a preliminary approach) is described in much greater detail by Clement and 
Johnston [2]. 

In the future, NASA plans to extend or replace the DSN with large arrays of 
smaller 10 meter antennas—as many as 1200 at each of the three complexes.  There is 
the additional problem of partitioning groups of antennas to provide multiple mis-
sions varying quality of service.  Hardware combiners are configured to combine 
signals from a group of antennas.  These may be hardwired restricting which antennas 
can be used together.  The signals (antennas) may also be switched to different com-
biners with some degree of flexibility, introducing another difficult problem of how 
to best configure antennas to a limited number of combiners.  Yet another complica-
tion of the arrays is some forms of communication are weather sensitive.  Weather, 
the number of allocated antennas, and varied functioning of antennas due to mechani-
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cal wear make communication quality much less certain requiring real-time responses 
to unexpected events. 

5   Challenges for DCR 

Most of the challenges for applying DCR to these problems are the same as applying 
CSP and constraint optimization techniques to the underlying single-agent problems.  
Representations are needed for continuous, vector, and uncertain variables.  Con-
straint translations of models of spacecraft and their environment are needed.  These 
models often include arbitrary functional dependencies between variables (e.g. energy 
= power • duration).  System dynamics can require real-time responses to continual 
changes in state or goals.  The model can change, and objects (such as measurement 
targets or files) can be added or deleted.  Time often must be represented as continu-
ous, and many system variables are functions of time.  Computation onboard the 
spacecraft can be more than a thousand times slower than for a standard office work-
station, and this computation is shared with other flight software that is often higher 
priority for real-time control and safety.  Thus, the CPU itself is another resource that 
must be tracked. 

Part of the coordination process is to ensure consistency among agents (spacecraft 
and people), representable as equals constraints across agents.  Because of long de-
lays of transmitting across the solar system, changing (but often foreseeable) network 
topology due to communication obstructions (planets), and possible relaying of data 
through orbiters, communication guarantees may range widely, making it difficult to 
achieve consistency (consensus) in real time. 
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Abstract

Distributed constraint optimization (DCOP) has emerged as a key technique
for multiagent coordination. Unfortunately, while previous work in DCOP focuses
on optimizing a single team objective, domains often require satisfying additional
criteria. This paper provides a novel multi-criteria DCOP algorithm, based on two
key ideas: (i) transforming multi-criteria problems via virtual variables to harness
single-criterion DCOP algorithms; (ii) revealing bounds on criteria to neighbors.
These ideas result in interleaved multi-criteria searches, illustrated by modifying
Adopt, one of the most efficient DCOP algorithms. Our Multi-Criteria Adopt al-
gorithm (MCA) tailors its performance to whether individual constraints are to be
kept private or exploited for efficiency.

1 Introduction

Distributed Constraint Optimization (DCOP)[1, 2, 3, 4, 5, 6] is a useful technique
for multiagent coordination with current and potential applicationssuch as distributed
meeting scheduling, distributed factory & staff scheduling, and sensor nets [7, 8, 9, 10].
In a DCOP, distributed agents, each in control of a set of variables, assign values to
these variables, so as to optimize a single global objective function expressed as an
aggregation of utility functions over combinations of assigned values.

While the recent advances in efficient DCOP algorithms are encouraging [1, 2, 11],
these algorithms focus on single-criteria optimization, and fail to capture the complex-
ity in many domains, where individual agents’ resource constraints necessitate multi-
criteria optimization. For instance, in distributed meeting scheduling[8], agents must
collectively optimize users’ time and, in addition, must adhere to each user’s limited
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travel budget. While in some domains agent must not share the additional individ-
ual criteria (e.g., individual user’s budgets), in other domains, such as staff allocation
for distributed software development, costs of satellite transmission between software-
centers are shareable (non-private) criteria.

Thus, there is a need for multi-criteria DCOP algorithms. However, there are two
key challenges in designing such algorithms. First, harnessing state-of-the-art DCOP
algorithms is crucial for efficiency. This is challenging because the additional criteria
are local, they have different domains and they may be private, making it difficult to
automatically employ single-criteria algorithms. Furthermore, it is difficult to mod-
ify existing algorithms to generate a ranked series of solutions from which to select
one that meets all the criteria. Second, while we wish to maintain the privacy of the
additional criteria at an agent where specified, the algorithm must exploit sharing the
criteria to gain efficiency where not specified.

This paper presents a novel algorithm for multi-criteria DCOP, that allows dis-
tributed optimization of a global utility function as well as satisfaction of additional
local criteria (e.g. budget) at each agent. To address the first challenge, we modify
the original DCOP by adding a virtual variablev′ for the additional criteria at each
variablev. Variablev′ is owned by the same agent asv and has a new utility function
that provides high negative utility if the neighbors’ values violate a criterion tested by
v′. These additional virtual variables create a larger DCOP, but enable single-criterion
DCOP algorithms to be exploited for multi-criteria reasoning while maintaining pri-
vacy. To address the second challenge, an agent reveals to its neighbors an upper-bound
on any non-private criteria. Thus, when optimizing the global objectives, the neighbors
only pre-select values that abide by the bounds, significantly improving algorithmic
efficiency. In locally acyclic DCOP graphs, these bounds are tightened without sacri-
ficing algorithmic correctness leading to further efficiency improvements — however
we show that these tighter bounds can not be applied in general DCOP problems. We
also formally define the concept of T-nodes, which are variables whose local graph
acyclicity allows for the use of tightened bounds.

While we illustrate these ideas by building on top of Adopt, one of the most efficient
DCOP algorithms [1], our techniques could be applied to other DCOP algorithms, e.g.
OptAPO and SynchBB [2, 3]. We present a multi-criteria Adopt algorithm that tailors
its performance to three separate cases: 1) when a constraint must be kept private, 2)
when a constraint is sharable but the variable is not a T-node, and 3) when a constraint
is sharable and the variable is a T-node. We exploit sharability of constraints and local
acyclicity in the graph structure to improve efficiency. These different cases can be
applied simultaneously to different criteria or different nodes in the same problem. We
experimentally compare these techniques and illustrate the tradeoffs in efficiency and
privacy. These experiments reveal regions of the space where agents may gain the
most efficiency by sharing criteria, and where agents lose no efficiency by maintaining
privacy.

2 Background: DCOP and Adopt

DCOP: A DCOP consists of n variables,{x1, x2, . . . , xn}, assigned to a set of agents
who control the values they take on. Variablexi can take on any value from the discrete
finite domainDi. The goal is to choose values for the variables such that the sum
over a set of constraints and associated cost functions,fij : Di × Dj → N ∪ ∞, is
minimized. More formally, find an assignment, A, s.t. F(A) is minimized:F (A) =
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∑
xi,xj∈V fij(di, dj), wherexi ← di, xj ← dj ∈ A
Taking as an example the constraint graph in Figure 1 wherex1, x2, x3, and

x4 are variables each with domain{0,1} and the f cost function shown (ignoring
g), F ((x1, 0), (x2, 0), (x3, 0), (x4, 0)) = 4 and in this example the optimal would be
(x1, 1), (x2, 1), (x3, 1), (x4, 1).

Adopt: Adopt[1] is a complete DCOP algorithm, guaranteed to find the optimal
solution to the problem. It starts by organizing agents into a Depth-First Search (DFS)
tree in which constraints are allowed between a variable and any of its ancestors or
descendants, but not between variables in separate sub-trees. Note that the constraint
graph in Figure 1 is organized as a DFS tree. x2 is a child of x1 in this tree, and x3
is a descendant (but not a child) of x1. While for expository purposes it is useful to
consider each variable as belonging to a separate agent, our algorithm does not require
a single variable per agent.

x1

x2

x3 x4

di    dj     f(di,dj)

0     0         1
0     1         2
1     0         2
1     1         0

g-constraint on x1: g <= 4

   d1     d2     d3    g(d1,d2,d3)

    0       0       0              4
    0       0       1              8
    0       1       0              8
    0       1       1             12
    1       0       0              1
    1       0       1              1
    1       1       0              1
    1       1       1              8

Figure 1: Multi-Criteria constraint graph

Adopt uses three basic messages: VALUE, THRESHOLD and COST. Assignments
of values to variables are conveyed in VALUE messages that are sent to neighbor nodes,
i.e. nodes sharing a constraint with the sender, lower in the DFS tree. When the algo-
rithm starts, nodes take on a random value and send out appropriate VALUE messages
to get the flow of computation started. A COST message is sent from children to par-
ents indicating the cost of the sub-tree rooted at the child. A THRESHOLD message
is sent from parents to children and contains a backtrack threshold, initially set to zero.
A sub-tree explores a line of search until the lower bound on cost accumulated, i.e. the
lower bound cost of its child sub-trees plus the cost of its constraints with its ances-
tors, surpasses its backtrack threshold. When this occurs, it will attempt to change its
value to one that has a lower bound cost still under the threshold (unexplored assign-
ments have a lower bound of zero). If it can’t then a variable raises its threshold and
notifies its parent, who then rebalances the thresholds of its other children. The root’s
upper and lower bounds represent the upper and lower bounds on the global problem,
so when they meet the optimal solution has been found and the algorithm terminates.
Since communication is asynchronous messages have a context, i.e. a list of the vari-
able assignments in existence at the time of sending, attached to them to help determine
information relevance. The pseudo-code for these procedures is shown in the lines not
marked with an ’m’ in Figure 2.
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3 Problem Definition

We define Multi-Criteria DCOP by addingk additional cost functions at each nodexi,
g1

i . . . gk
i , that are to be held belowT 1

i . . . T k
i respectively. Figure 1 shows an example

g function and constraint onx1. In the example, ifx1, x2, x3 each take on the value of
1 (the single criterion optimal) then the g-cost is 8, which violates the g-constraint of
4 atx1. Multiple g-functions may be defined on each variable. Since these g functions
cannot be merged with the original f functions, each value must be selected based on
multiple criteria, and hence this is a multi-criteria DCOP.

We define g-constraints on variables and the constraints can either be kept private
or shared. If the constraint is private then it can be an arbitrary function on the values
of xi and its neighbors. If, however, the constraint is shared then it must be a sum of the
g-functions of the links impinging uponxi. Given the g-functions, we now modify the
DCOP objective to be: find A s.t. F(A) is minimized:F (A) =

∑
xi,xj∈V fij(di, dj),

wherexi ← di, xj ← dj ∈ A
and∀xa ∈ V

gc
a(da, {db|xb ∈ neighbors(xa)}) ≤ T c

a , 1 ≤ c ≤ k

4 Multi-Criteria Adopt

4.1 Basic Ideas

This section is organized as follows: Section 4.1 describes our algorithm, Section 4.2
provides correctness results and Section 4.3 provides complexity analysis.

Problem TransformationTo harness the efficiency of single-criterion DCOP algo-
rithms while maintaining privacy of the additional criteria, we add virtual variables
enforcing n-ary constraints, e.g. for the problem described in Figure 1, we addx′1 that
has an n-ary constraint withx1, x2, x3. These virtual variables (e.g.x′1) are under the
control of the agent controlling the original variable (e.g.x1), and enforce the extra
criteria by sending infinite costs when a constraint is violated to the nodes involved.
Virtual variables are employed when the constraint is private or the local subgraph is
not acyclic. Since typical DCOP algorithms such Adopt are based on binary cost func-
tions, n-ary constraints require additional mechanisms within such algorithms. This
problem transformation could be applied to other algorithms such as SynchBB and
OptAPO [2, 3].

Mutually Constrained SearchWhen privacy is not essential, we want to mutually
constrain the searches to gain efficiency. This is difficult because improvement in one
criterion does not necessarily correspond with improvement in the others. We tackle
this by requiring descendant nodes to only consider assignments that will not violate the
g-constraints of their ancestors. This is done by passing them each a bound specifying
how large a g-cost they can pass up. This bound can represent an exact bound when
the local graph is acyclic and an upper bound otherwise. If a suitable division of g
cannot be found then the algorithm will not try to optimize f. It also doesn’t attempt to
satisfy g-constraints for assignments that are highly suboptimal in f. Thus, the searches
mutually constrain each other, leading to performance improvements.

Local Acyclicity (T-nodes)The notion of locally acyclic graph structure is cap-
tured more formally via our definition of T-nodes given below. Variablexi is a T-
node if∀xk, xl ∈ Children(xi) there does not exist a path of links with constraints
lk,1, l1,2, . . . , ll−1,l passing through intermediary nodesx1, . . . xl−1 andx1, . . . , xl−1
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Preprocessing
(1m) forall xi, if Tnodei = false or ∃gc

i s.t.privatec
i = true

(2m) x′
i is a new virtual variable

(3m) Neighbors(x′
i)← Neighbors(xi) ∪ xi

(4m) Neighbors(xi)← Neighbors(xi) ∪ x′
i

(5m) forall xj ∈ Children(xi)
(6m) xj must be neighbor of at least onexk ∈ Children(xi)
(7m) buildTree( x1 . . . xn)
(8m) forall x′

i

(9m) parent(x′
i)← lowest priority Neighbor ofx′

i

Initialize
(10) threshold← 0; CurrentContext← {}
(11) forall d ∈ Di, xl ∈ Children
(12) lb(d, xl)← 0; t(d, xl)← 0
(13) ub(d, xl)← Inf ; context(d, xl)← {};
(14m) forall g-constraintsgc

i if privatec
i = false andTnodei = true

(15m) forall xl ∈ Children
(16m) gThreshc

i (xl)← 0; gContextc
i (xl)← {}

(17) di ← d that minimizesLB(d)
(18) backTrack

when received (THRESHOLD , t, context)
(19) if context compatible withCurrentContext:
(20) threshold← t

when received (VALUE , xj , dj , gThresh1...k
j )

(21) add (xj ,dj) to CurrentContext
(22m) forall constraintsgc

j if privatec
j = false andTnodec

j = true
(23m) add (xj ,dj ,gThreshc

j) to CurrentContext
(24) forall d ∈ Di, xl ∈ Children
(25) if context(d, xl) incompatible withCurrentContext:
(26) lb(d, xl)← 0; t(d, xl)← 0
(27) ub(d, xl)← Inf ; context(d, xl)← {}
(28m) forall constraintsgc

i if privatec
i = false andTnodei = true

(29m) forall xl ∈ Children
(30m) if gContextc(xl) incompatible withCurrentContext:
(31m) gThreshc(xl)← 0; gContextc(xl)← {}
(32) backTrack ;

when received (COST, xk, context, lb, ub)
(33) d← value ofxi in context
(34) remove (xi,d) from context
(35) forall (xj ,dj) ∈ context s.t.xj /∈ Neighbors(xi)
(36) add (xj ,dj) to CurrentContext;
(37) forall d′ ∈ Di, xl ∈ Children
(38) if context(d′, xl) incompatible withCurrentContext:
(39) lb(d′, xl)← 0; t(d′, xl)← 0
(40) ub(d′, xl)← Inf ; context(d′, xl)← {};
(41) if context compatible withCurrentContext:
(42) lb(d, xk)← lb; ub(d, xk)← ub
(43) context(d, xk)← context
(44) backTrack
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procedure backTrack
(45m) if xi not a virtual variable
(46) if threshold == UB:
(47) di ← d that minimizesUB(d)
(48) else ifLB(di) > threshold:
(49m) di ← d that minimizesLB(d) and

satisfiesgThreshc
j for all gc

j wherexj ∈ Ancestors(xi) andprivatec
j = false

(50m) SEND (VALUE , (xi, di, gThresh1...m(xk))) to each lower priority neighborxk

(51m) omitgThreshc(xk) if privatec
i = true

(52) if threshold == UB:
(53) if TERMINATE received from parent orxi is root:
(54) SEND TERMINATE to each child
(55) Terminate execution;
(56) SEND (COST, xi, CurrentContext, LB, UB)

to parent
(57m) else
(58m) if gc(di, {dj |xj ∈ Neighbors(xi)}) > gConstraintc(xi)

1 ≤ c ≤ k
(59m) SEND (COST, xi, CurrentContext,∞,∞)
(60m) else
(61m) SEND (COST, xi, CurrentContext, 0, 0)

Figure 2: Multi-Criteria Adopt Pseudo-code

are all lower priority thanxi. Note that another way to describe a T-node is as a
variablexi whereChildren(xi) = Successors(xi) where successors are all lower
priority neighbors and children are those successors whose parent isxi. In our original
DCOP example in figure 1,x1 is not a T-node because there is a link between two of
its descendants (x2 andx3), butx2, x3 andx4 are.

Figure 2 presents pseudo-code for the MCA algorithm; recall that lines marked with
m are our modifications to the basic ADOPT algorithm, and that we have eliminated
some details (such as termination detection) that do not change from the basic ADOPT
algorithm. We will discuss each of our techniques separately, for clarity, and then
indicate how they interact with each other in the unified algorithm. For simplicity, each
technique will be assigned a name: Multi-Criteria Adopt Private (MCAP) is the case
where a constraint may not be revealed to its neighbors, Multi-Criteria Adopt Shared
(MCAS) is the case where a constraint is sharable but the variable is not a T-node, and
Multi-Criteria Adopt Shared and Acyclic (MCASA) is the case where a constraint is
sharable and the variable is a T-node.

We will first discuss MCAP. An example snapshot of its execution on the problem
from Figure 1 is shown in Figure 3a. MCAP searches for an optimal solution for f and
when an assignment violates any g-constraints, a negative feedback signal (of very high
negative cost) is sent to the cluster of nodes involved. The feedback is sent by a virtual
variable (x′1) which is responsible for enforcing the g-constraints of a single variable
(x1). The feedback is initially sent to the lowest priority of the variables involved in the
broken constraint (x3) . Using the single criterion optimization mechanisms of Adopt,
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the feedback will be propagated to the other node(s) that must change their values to
find the optimal satisfying solution.

Since feedback must be able to be sent to all the nodes in a constraint, Adopt’s
DFS tree must be structured to keep all the variables in the same subtree. MCA pre-
processing (lines 1-6 in figure 2) creates the virtual variables which are owned by the
owner of the variable they represent. The virtual variables need to be placed as leaves
lower in the DFS tree than the variables in the g-constraints it enforces (lines 5-6). The
virtual variables will only receive VALUE messages and will then determine whether
the current assignment violates any of the g-constraints it represents. If so, an infinite
cost is passed up, forcing the variables to try a different assignment, otherwise a cost
of 0 is passed up (lines 57-61).

While feedback signals have the advantage of maintaining the privacy of the g-
functions and the variables involved in constraints, it has a drawback: its partial search
of unsatisfying assignments slows the algorithm. When a criterion – the specific g-
function and the constraint on it – are non-private, we can reveal the g-function of a
link to those vertices connected to it, which is the same privacy loss tolerated for the
f-function. With this information we can implement MCAS and MCASA. Snapshots
of MCAS and MCASA are shown in Figures 3b and 3c respectively.

In MCAS and MCASA we exploit the sharing of the g-functions by using a mecha-
nism similar to the THRESHOLD message in Adopt. In addition to the THRESHOLD
message associated with f, parents send their descendants g-thresholds in the VALUE
messages (lines 21-23) indicating that the child may take on no value with g greater
than the g-threshold. In the snapshots from Figures 3b and 3c we can see the g-
thresholds being passed down from nodex1 to nodesx2 andx3. (Note that as discussed
earlier, in case a g-function can be shared, we assume an additive g-function, enabling
distinct g-thresholds to be sent to each node.) If the variable is not a T-node (in MCAS),
the g-thresholds represent an upper bound, constituting the total g-constraint minus the
minimum g usable on each link. In the example in Figure 3b, the total g-threshold on
x1 is 4, and the minimum usable on each link is 1, and hence the messages set the
g-threshold upper-bound of 3 for each child. Given this upper-bound, a node can prune
out certain values from its domain as violating the g-constraint (e.g., 0 is pruned from
the domain ofx3) leading to speedups over MCAP. For T-nodes it is possible to calcu-
late an exact bound (MCASA)— in Figure 3c, the exact bound is 0 for nodex3 and 4
for nodex2 – enabling more values to be pruned out, further speeding up the search.
Note that Figure 3c is slightly modified from the original example to show T-nodes.

Until now we’ve discussed each technique separately for clarity. However, they can
be applied simultaneously to different criteria within the same problem. If there arec
separate criteria then thec different criteria can be enforced independently because
they are independent functions. This is even true when a single variablexi has one
g-criterion that is MCASA and another that is either MCAP. It can perform the tree
transformation for the MCAP constraint without losing the T-node property for the
MCASA constraint because the new links have no constraint functions on them. Thus
the main challenge lies in how to enforce a single criteriongc that employs MCAP,
MCAS and MCASA at different nodes in the network. Since the g-criteria are all
local criteria we only need worry about situations where a parent and a child are using
different techniques:

– Parent = MCAS/MCASA, Child = MCAP: The child can restrict its choice of
domain values based upon the g-threshold of its parent. The parent will automat-
ically change its value if the child’s virtual variable passes up an infinite feedback
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cost.

– Parent = MCAP, Child = MCAS/MCASA: The child will automatically adjust
its value if the parent’s virtual variable passes up an infinite feedback cost. From
the parent’s perspective it makes no difference what technique the child is using.
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Figure 3: a) MCAP b) MCAS c) MCASA

4.2 Correctness of Multi-Criteria Adopt

In this section we will again separate out the proofs for each technique for the sake of
clarity.

Proposition 1 For each nodexi, MCAP finds the assignment whose f-cost, local cost
(δ) plus the sum ofxi’s children’s costs, is minimized while satisfying the g-constraint:

OPT (xi, context)
def
=

mind∈Di [δ(d) +
∑

xl
OPT (xl, context ∪ (xi, d))]

whereδ(d)
def
=

∑
xj∈ancestors fij(di, dj)

if gc
i (di, {dj |xj ∈ Neighbors(xi)}) ≤ T c, 1 ≤ c ≤ k

∞ otherwise

Proof: To show this we start from the correctness of the original Adopt algorithm
which was proven in [1]. Single-criterion Adopt will find at every nodexi:

OPT ′(xi, context)
def
=

mind∈Di
[δ′(d) +

∑
xl

OPT ′(xl, context ∪ (xi, d))]

whereδ′(d)
def
=

∑
xj∈ancestors fij(di, dj)

To show that MCAP findsOPT (xi, context) we show that 1) it never returns an
assignment containing a violated g-constraint, unless the problem is unsatisfiable and
2) it finds the minimum f-cost solution.

The proof of part 1) starts with the fact that the virtual variables introduce an infi-
nite f-cost into the subtree containing the violated constraint below any variable in the
constraint. Since any assignment that does not violate the constraint will have a finite
f-cost, it follows from the correctness of Adopt that by choosing the assignment that
minimizes f, MCAP will never take on an assignment that violates a g-constraint unless
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the g-constraint is unsatisfiable. Part 2) follows directly from the correctness of Adopt
because the virtual nodes report a zero cost if all constraints are satisfied, which means
that by Adopt’s normal mechanisms it will find the minimum f-cost solution.�

Proving that MCAS is correct requires adding to the MCAP proofs that if the g-
constraints for each nodexi are

∑
xj∈Neighbors(xi)

gc
ij(di, dj) < T c

i , then no satisfy-
ing solution can contain on linklil a g greater thanT c

i −
∑

xj∈Neighbors(xi) 6=xl
min

gc
ij(di, dj) 1 ≤ c ≤ k. This requirement easily follows from the fact that each link con-

sumes a certain minimum g-cost, and we are only subtracting the sum of the absolute
minimum costs on all links.

We next turn to MCASA and discuss the exact bounds communicated to children
of T-nodes in MCASA. We first show that when a node is not a T-node, i.e. its set of
successors includes more nodes than its children, then exact bounds do not apply.

Proposition 2 Given only the g-functions of links impinging on a variablexi, it is not
guaranteed to be able to calculate an exact bound on g for each successor ifxi is not
a T-node.

Proof: If xi is not a T-node then there must exist at least one successorxk who is
not a child ofxi. There must exist a set of variablesx1 . . . xk−1 wherext+1 is a child of
xt that connectsxi to xk. Whenxi attempts to calculate the optimal split of g between
x1 andxk, it will know only the g-functions on the linksli,1 and li,k. However, the
optimal g for each link is a function of the g-functions on all of the linkslt,t+1 andli,k.
�

Proposition 3 If a nodexi is a T-node, then given its childrenx1 throughxk, xi is
guaranteed to be able to calculate an exact bound on for each of its children.

Proof: Sincex1 throughxk are all children ofxi, there are no linkslt,t+1 such
thatxt is in the subtree rooted at one child andxt+1 is in the subtree rooted at another.
Thus the f reported by eachxl inChildren(xi) will be independent of the g-threshold
imposed upon anyxm ∈ Children(xi) 6= xl. Thus by knowing the relationship of
g to f for each linklit where1 ≤ t ≤ k, xi can calculate the split of g between its
children that will minimize the total f that will be reported toxi. �

To further show that MCASA is correct we show that by enforcing the locally
optimal distribution of g at each nodexi, it will lead to the globally optimal solution.

Proposition 4 If at every nodexi, xi chooses the distribution of each g-threshold that
minimizes the f cost reported by its children, the global f will be minimized.

Proof: by contradiction. Assume that∃xi in the DFS tree rooted atx0 and a locally
optimal, globally suboptimal distribution ofxi’s g-threshold,g∗thresh(x1) . . . g∗thresh(xh),
i.e.:

– f∗(xi) =
∑

xl∈children(xi)
f(xl) = fmin(xi)

– f∗(x0) > fmin(x0)

There must also exist a locally suboptimal, globally optimal distribution ofxi’s g-
threshold,g′thresh(x1) . . . g′thresh(xh), i.e.:

– f ′(xi) =
∑

xl∈children(xi)
f(xl) > fmin(xi)

– f ′(x0) = fmin(x0)
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We can rewritef(x0) asf(xi)+f(x¬i) wheref(x¬i) is the cost reported by the nodes
not in the subtree rooted atxi. Changes toxi’s g-threshold distribution affectf(xi) but
notf(x¬i). If we useg′, then:

– f ′(x0) = f ′(xi) + f ′(x¬i)

– f ′(x0) = (fmin(xi) + a) + f ′(x¬i), whereac > 0

By replacingg′ with g∗:

– f∗(xi) = fmin(xi) = f ′(xi)− a

– f∗(x¬i) = f ′(x¬i)

Therefore

f∗(x0) = f∗(xi) + f∗(x¬i)
= fmin(xi) + f ′(x¬i)
= f ′(x0)− a

< f ′(x0)
contradiction�

Termination of Adopt is demonstrable because theCurrentContext of each node
eventually stabilizes, starting at the root which has{} as itsCurrentContext. This is
unchanged in the MCA family of algorithms.

4.3 Complexity

The original DCOP problem is NP-hard, and by illustrating a solution to the multi-
criteria problem which only adds linear number of additional nodes (in the number of
criteria) we show that the complexity class has not worsened.

With respect to space, a key feature of Adopt is that its space complexity is linear
in the number of nodes,n, specifically|Di|n. In MCAP and MCAS, the space used
at each regular node is the same, but we add up ton virtual variables, so the space
complexity for MCAP and MCAS is(|Di| + 1)n. In MCASA there are no virtual
variables, but each node stores g information for each of its neighbors. If there arek g
constraints on each node, the space complexity is(k + 1) |Di|n.

In terms of messaging, MCAP and MCAS cause no increase in message size, but
the virtual variables require sending up ton2 extra VALUE messages andn COST
messages. In contrast, MCASA sends no additional messages and due to the reduction
in search space may send fewer messages than Adopt. However, the size of VALUE
messages increases by a constant to incorporatek integer fields for the g-thresholds.

5 Experimental Results

This section presents results on four separate domain settings. Setting 1 focused on 20
node (agent) problems, each with 3 values per node, with a general graph (not acyclic),
with average link density of 2.2 and maximum link density of 4. In this setting, both
the f and g cost were randomly chosen from a uniform distribution varying from cost
of 0 to 40. The g-cost was assumed to be an additive function (see Section 3). Setting
2 is similar to setting 1, except that we focused on 10 node problems. Settings 3 and 4
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Figure 4: g-threshold vs. run-time for a) acyclic problems b) cyclic problems

are essentially settings 1 and 2 respectively, but with acyclic graphs to emphasize the
speedups due to MCASA. In each of the graphs below, each data-point is an average of
15 problem instances, i.e. we created 15 problem instances of each of our four domain
settings and ran it for each experimental setup described.

To really highlight the tradeoff between efficiency and privacy, we first show the
performance of each technique when applied to all the nodes in a problem i.e. we
either apply MCAP to all the nodes or MCAS to all the nodes or MCASA to all the
nodes. Figure 4a shows the results of experiments measuring and comparing run-times
of the MCA algorithms on 2-criteria problems. Each data point on the graph shows
an average over the 15 instances from either setting 3 or setting 4. The x-axis shows
the g-constraint applied to all variables and ranges from 0, which is unsatisfiable, to
40, which is effectively a single criterion optimization. The y-axis shows runtime —
as with other DCOP systems, run-time is measured in cycles of execution where one
cycle consists of all agents receiving incoming messages, performing local processing
and sending outgoing messages[1]. The y-axis is logarithmically scaled.

The graphs show that the run-times of all the techniques are lowest when the search
is either unconstrained due to high g or so constrained due to low g that little search
space needs to be explored. Due to the privacy requirement, MCAP has the poorest
performance. The upper bounds calculated by sharing information in MCAS improve
performance, while the exact bounds and lack of tree-restructuring in MCASA give it
the best performance. Figure 4b demonstrates similar results for cyclic problems (set-
tings 1 and 2). There is a significant increase in runtime switching from acyclic to cyclic
problem (note the y-axes are not identical). Interestingly, for tighter g-constraints, the
MCAS algorithm outperforms MCAP, however, for looser constraints, there is very
little difference in performance — the reason is that when g-constraints are not tight,
MCAS upper-bounds provide very little pruning. In other words, if g-constraints are
loose, there is no gain to sharing them with other agents, and agents may then at least
retain their privacy.

In order to demonstrate the benefits of the per-criteria, per-node application of the
MCAP and MCAS techniques, we took the 10-node examples from Figure 4a and b and
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Figure 5: g-threshold vs. runtime for differing percentages of private constraints on a)
acyclic problems and b) cyclic problems

randomly assigned first 25% and then 50% of the nodes to have private g-constraints
while the remaining were assumed to be non-private. We then compared their perfor-
mance to that of MCAP (100% private) and MCAS (0% private). The results are shown
in Figure 5a and b. The x-axis again shows the g-threshold applied and the y-axis mea-
sures the runtime in cycles on a logarithmic scale. Each bar in the graph shows an
average over the 15 instances and we can see that as the percentage of nodes whose
additional criterion is private increases, the runtime increases for smaller g-thresholds.
However, as was found when comparing MCAS against MCAP in the previous figure,
when the g-threshold on each variable is loose enough the runtimes converge because
no pruning takes place as a result.

Figure 6: g-constraint violation by Adopt

While we developed MCA, one key question was whether single-criteria algorithms
could automatically satisfy multiple criteria simply by loosening the tolerances on op-
timal solutions. It is possible to imagine specifying a tolerance on f and then running
a single criterion DCOP algorithm on the problem ignoring g. We measure the degree
to which a second g-criterion is violated by Adopt when ignoring g but specifying a
tolerance on f. Figure 6 shows the results with each data point representing an aver-
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age over 5 randomly generated runs. The x-axis gives the g-constraint applied to each
variable and again varies from 0 to 40. The y-axis is the percentage of nodes whose
g-constraint was not met by the solution obtained by Adopt. The tolerance is a percent-
age of the difference between the optimal and maximum cost solutions. The looser the
g-constraint, the easier it is to meet without reasoning about f. Interestingly, a larger
tolerance does not necessarily lead to improved g satisfaction, because since f and g
are independent, increases in f do not necessarily correlate with decreases in g.

6 Conclusion and Related Work

DCOP has emerged as a key technology for multiagent coordination as it enables ne-
gotiation while protecting privacy. Previous work in DCOP focuses on optimizing a
single global objective. This paper provides a novel multi-criteria DCOP algorithm,
based on two key ideas: (i) transforming multi-criteria problems via extra virtual vari-
ables to harness single-criterion DCOP algorithms; (ii) revealing bounds on criteria
to neighbors. These ideas result in interleaved multi-criteria searches and were real-
ized in the context of Adopt, one of the most efficient current DCOP algorithms. The
Multi-Criteria Adopt (MCA) algorithm modulates its performance based on the privacy
requirements of individual constraints and the local network structure.

In terms of related work, there is significant continued progress in single criteria
DCOP algorithms [1, 3, 4, 5, 6], e.g. OptAPO is shown to compare favorably with
Adopt in some domains and vice versa[2]. Our work is complementary to these ad-
vances, and techniques developed here, such as extra virtual variables would enable
algorithms such as OptAPO to tackle multi-criteria optimization. Previous work in
multi-criteria collaboration [12, 13, 9, 10, 14] has focused on applications such as dis-
tributed planning, but it did not benefit from recent research that formalized DCOP and
developed efficient algorithms for it. We build on these efficient algorithms leading
to more efficient MCA algorithms. Approaches to multi-criteria constraint satisfaction
and optimization problems have either tackled the problem using centralized methods
[15] or have used distributed methods to solve a single agent problem [16]. Our ap-
proach tackles a distributed problem using a distributed method.
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Abstract. The Stable Marriage Problem is a combinatorial problem
which can be solved by a centralized algorithm in polynomial time. This
requires to make public lists of preferences which agents would like to
keep private. With this aim, we define the distributed version of this prob-
lem, and we provide a constraint-based approach that solves it keeping
privacy. We give empirical results on the proposed approach.

1 Introduction

The Stable Marriage Problem is a classical combinatorial problem, also of in-
terest for Economics and Operations Research. It consists of finding a stable
matching between n men and n women, each having his/her own preferences
on every member of the other sex. A matching is not stable if there exist a
man m and a woman w not matched with each other, such that each of them
strictly prefers the other to his/her partner in the matching. Any instance of this
problem has a solution, and it can be computed by the centralized Gale-Shapley
algorithm in polynomial time.

This problem, by its own nature, appear to be naturally distributed. Each
person may desire to act independently. For obvious reasons, each person would
like to keep private his/her own preferences. However, in the classical case each
person has to follow a rigid role, making public his/her preferences to achieve a
global solution. This problem is very suitable to be treated by distributed tech-
niques, trying to provide more autonomy to each person, and to keep preferences
private. This paper is a contribution to this aim.

The structure of the paper is as follows. We summarize basic concepts of
Stable Marriage and Gale-Shapley algorithm, together with a constraint for-
mulation for this problem from [4] (Section 2). Then, we define the Distributed
Stable Marriage problem and provide means to solve it trying to enforce privacy.
Thus, we present a distributed version of the Gale-Shapley algorithm, and a dis-
tributed constraint formulation under the TCK and PKC models (Section 3).
We show how the problem can be solved using the Distributed Forward Check-
ing algorithm with the PKC model, keeping private values and constraints.
Experimental results show that, when applicable, the distributed Gale-Shapley
? Supported by the Spanish REPLI project TIC-2002-04470-C03-03.
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algorithm is more efficient than the distributed constraint formulation (Section
4), something also observed in the centralized case. However, the distributed
constraint formulation is generic and can solve that problem.

2 The Stable Marriage Problem

The Stable Marriage Problem (SM) was first studied by Gale and Shapley [2].
A SM instance consists of two finite equal-sized sets of players, called men and
women. Each man mi (1 ≤ i ≤ n, n is the number of men) ranks women in strict
order forming his preference list. Similarly, each woman wj (1 ≤ j ≤ n) ranks
men in strict order forming her preference list. An example of SM appears in
Figure 1. A matching M is just a complete one-to-one mapping between the two
sexes. The goal is to find a stable matching M . A matching M is stable if there
is no pair (m,w) of man m and a woman w satisfying the following conditions:

C1. m and w are not married in M ,
C2. m prefers w to his current partner in M ,
C3. w prefers m to her current partner in M .

If this pair (m, w) exists, M is unstable and the pair (m,w) is called a blocking
pair. For the example of Figure 1, the matching M = {(m1,w1),(m2, w2), (m3,
w3)} is not stable because the pair (m1, w2) blocks M . For that problem, there is
only one stable matching: M1 = {(m1,w2), (m2,w1), (m3,w3)}. Gale and Shapley
showed that each SM instance admits at least one stable matching [2].

A relaxed version of SM occurs when some persons may declare one or more
members of the opposite sex to be unacceptable, so they do not appear in the
corresponding preference lists. This relaxed version is called the Stable Marriage
Problem with Incomplete Lists (SMI). In SMI instances, the goal is also to
find a stable matching. Like in the case of SM , SMI admits at least one stable
matching. However, some specific features of stable matchings for SMI have to
be remarked. First, condition C1 of the definition of blocking pair given above
have to be changed as follows:

C1’. m and w are not married in M , and m belongs to w’s preference
list, and w belongs to the m’s preference list.

Second, it can not be assured that all the persons can find a partner. So a
stable matching of a SMI instance needs not to be complete. However, all the
stable matchings involve the same men and women [3].

m1 : w2 w3 w1 w1 : m1 m2 m3

m2 : w1 w2 w3 w2 : m1 m3 m2

m3 : w2 w1 w3 w3 : m2 m1 m3

Fig. 1. A SM instance with three men and three women. Preference lists are in de-
creasing order, the most-preferred partner is on the left.

136



1. assign each person to be free;
2. while some man m is free and m has a nonempty list loop
3. w := first woman on m’s list; {m proposes to w}
4. if m is not on w’s preference list then
5. delete w from m’s preference list;
6. goto line 3
7. end if
8. if some man p is engaged to w then
9. assign p to be free;
10. end if
11. assign m and w to be engaged to each other;
12. for each each successor p of m on w’s list loop
13. delete p from w’s list;
14. delete w from p’s list;
15. end loop;
16. end loop;

Fig. 2. The man-oriented Gale-Shapley algorithm for SM and SMI.

2.1 The Gale-Shapley algorithm

Gale and Shapley showed that at least one stable matching exists for every
SM (or SMI) instance. They obtained the Gale-Shapley algorithm ([2]), with
O(n2) temporal complexity. The Extended Gale-Shapley algorithm (EGS) is
an extended version of it, that avoids some extra steps by deleting from the
preference lists certain pairs that cannot belong to a stable matching [6]. A
man-oriented version of EGS 1 appears in Figure 2.

EGS involves a sequence of proposals from men to women. It starts by setting
all persons free (line 1). EGS iterates until all the men are engaged or, for SMI
instances, there are some free men because they have an empty preference list
(line 2). A man always proposes marriage to his most-preferred woman (line 3).
When a woman w receives a proposal from a man m, she accepts it if m is on
her preference list. Otherwise, m deletes w from his preference list (line 5) and
then a new proposal is started (line 6). Whether m is on w’s preference list and
w is already engaged to p, she discards the previous proposal with p and p is set
free (line 8-9). Afterwards, m and w are engaged each other (line 11). Woman
w deletes from her preference list each man p that is less preferred than m (line
13). Conversely, man p deletes w from his preference list (line 14). Finally, if
there is a free man with non-empty preference list a new proposal is started.
Otherwise, men are engaged or have empty preference lists and the algorithm
terminates.
1 For privacy requirements, that will be discussed later in this work, we prefer not

assuming for SMI instances, like in [6], that if man m is not acceptable for a woman
w, woman w is not acceptable for man m. For avoiding this assumption, we have
added Lines 4-7 to the original EGS.
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m1 : w2 w1 : m2

m2 : w1 w2 : m1

m3 : w3 w3 : m3

Fig. 3. GS-Lists for the SM of Figure 1.

During EGS execution, some people are deleted from preference lists. The
reduced preference lists that result of applying man-oriented Gale-Shapley algo-
rithm are called man-oriented Gale-Shapley lists or MGS-lists. On termination,
each man is engaged to the first woman in his (reduced) list, and each woman
to the last man in hers. These engaged pairs constitute a stable matching, and
it is called man-optimal (or woman-pessimal) stable matching since there is not
other stable matching where a man can achieve a better partner (according to
his ranking). Similarly, exchanging the role of men and women in EGS (which
means that women propose), we obtain the woman-oriented Gale-Shapley lists
or WGS-lists. On termination, each woman is engaged to the first man in her
(reduced) list, and each man to the last woman in his. These engaged pairs
constitute a stable matching, and it is called woman-optimal (or man-pessimal)
stable matching.

The intersection of MGS-lists and WGS-lists is known as the Gale-Shapley
lists (GS-lists). These lists have important properties (see Theorem 1.2.5 in [6]):

– all the stable matchings are contained in the GS-lists,
– in the man-optimal (woman-optimal), each man is partnered by the first

(last) woman on his GS-list, and each woman by the last (first) man on hers.

Figure 3 shows the GS-lists for the example given in Figure 1. For this in-
stance, the reduced lists of all persons have only one possible partner which
means that only one solution exits. In that case, the man-optimal matching and
woman-optimal matching are the same.

2.2 Constraint Formulation

A constraint satisfaction problem (CSP ) is defined by a triple (X ,D, C), where
X = {x1, . . . , xn} is a set of n variables, D = {D(x1), . . . , D(xn)} is the set
of their respective finite domains, and C is a set of constraints specifying the
acceptable value combinations for variables. A solution to a CSP is a complete
assignment that satisfies all constraints in C. When constraints involve two vari-
ables they are called binary constraints.

The SM problem can be modeled as a binary CSP . In [4] authors propose
a constraint encoding for SM problems, that we summarize next. Each person
is represented by a variable: variables x1, x2, ..., xn represent the men (m1, m2,
..., mn) and variables y1, y2, ..., yn represent the women (w1, w2 ..., wn). PL(q)
is the set of people that belong to q’s preference list. Domains are as follows:
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D(xi) = {j : wj ∈ PL(mi)} ∀i, 1 ≤ i ≤ n
D(yj) = {i : mi ∈ PL(wj)} ∀j, 1 ≤ j ≤ n

In the CSP , when variable xi takes value j, it means that man mi marries
woman wj . Let be dm

i = |D(xi)| and dw
j = |D(yj)|. Constraints are defined

between men and women. Given any pair i and j ( 1 ≤ i, j ≤ n), the stable
marriage constraint xi/yj involving xi and yj is represented by a dm

i ×dw
j conflict

matrix Cij . For any pair k, l (k ∈ D(xi) and l ∈ D(yj)), the element Cij [k, l]
have one of the following four values:

– Cij [k, l] = Allows, when k = j and l = i. It allows xi = j (yj = i). At most
one element in Cij is A.

– Cij [k, l] = Illegal. This constraint assures the monogamy of the matching,
only one man can be married with a woman and vice versa. Entry Cij [k, l]
is set to I when either k = j and l 6= i or k 6= j and l = i.

– Cij [k, l] = Blocking pair, when mi prefers wj to wk and wj prefers mi to
ml. Since xi = j blocks pairs xi = k and yj = l.

– Cij [k, l] = Support, for all the other entries that are not A, I or B.

Figure 4 shows the constraint matrix for man m3 and woman w1 of the
example given in Figure 1. In the constraint matrix, the domains of x3 and y1

are listed in decreasing ordering of the preferences. From that example, we can
see that assignment x3 = w1 does not block any of other pairs which involve
variable x3 or variable y1.

m1 m2 m3

w2 S S I
w1 I I A
w3 S S I

m1 m2 m3

w2 1 1 0
w1 0 0 1
w3 1 1 0

Fig. 4. C31 for example of Figure 1. Left: in terms of A,I,B,S. Right: in terms of 0/1.

To encode SMI instances, it is needed to add a dummy man mn+1 and a
dummy woman wn+1 to the problem. Man and woman variables remain the
same but their domains are enlarged with the value n + 1, that is always the
least preferred one. Whether a person p is not an accepted partner for a person
q, of opposite sex, all entries in column or row assigning p to q on Cpq are I. The
rest of the constraint table is filled with S.

Constraint tables in terms of A, I, B, S are transformed in terms of 1/0
(permitted/forbidden) pairs, using the natural conversion A, S → 1, I, B → 0.

In [4], it is shown that encoding a SMI instance I as a CSP instance J
produces all stable matchings of I as solutions of J . It is easy to show that J
has no more solutions. Special emphasis is put on the fact that achieving arc
consistency on J produces a reduced domains which are exactly the GS − lists
obtained by the EGS algorithm.
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3 The Distributed Stable Marriage Problem

The Distributed Stable Marriage problem (DisSM) is defined as in the classical
(centralized) case by n men {m1, . . . , mn} and n women {w1, . . . , wn}, each
having a preference list where all members of the opposite sex are ranked, plus a
set of r agents {a1, . . . , ar}. The n men and n women are distributed among the
agents, such that each agent owns some persons and every person is owned by a
single agent. An agent can access and modify all the information of the owned
persons, but it cannot access the information of persons owned by other agents.
To simplify description, we will assume that each agent owns exactly one person
(so there are 2n agents). As in the classical case, a solution is a stable matching
(a matching between the men and women such that no blocking pair exists). A
complete stable matching always exists.

Analogously to the classical case, we define the Distributed Stable Marriage
with Incomplete lists problem (DisSMI) as a generalization of DisSM that oc-
curs when preference lists do not contain all persons of the opposite sex (some op-
tions are considered unacceptable). A solution is a stable matching, and it always
exists, although it is not guaranteed to be a complete one (some men/women
may remain unmatched).

This problem, by its own nature, appears to be naturally distributed. First,
each person may desire to act as an independent agent. Second, for obvious rea-
sons each person would like to keep private his/her preference list ranking the
opposite sex options. However, in the classical case each person has to follow a
rigid role, making public his/her preferences to achieve a global solution. There-
fore, this problem is very suitable to be treated by distributed techniques, trying
to provide more autonomy to each person, and to keep private the information
contained in the preference lists.

3.1 The Distributed Gale-Shapley Algorithm

The EGS algorithm that solves the classical SMI can be easily adapted to deal
with the distributed case. We call this new version the Distributed Extended
Gale/Shapley (DisEGS) algorithm. As in the classical case, the DisEGS al-
gorithm has two phases, the man-oriented and the woman-oriented, which are
executed one after the other. Each phase produces reduced preference lists for
each person. The intersection of these lists produces a GS − list per person. As
in the classical case, the matching obtained after executing the man-oriented
phase is a stable matching (man-optimal).

The man-oriented version of the DisEGS algorithm appears in Figure 5 (the
woman-oriented is analogous, switching the roles man/woman). It is composed
of two procedures, Man and Woman, which are executed on each man and woman,
respectively. Execution is asynchronous. The following messages are exchanged
(where m is the man that executes Man and w the woman that executes Woman),

– propose: m sends this message to w to propose engagement;
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procedure Man()
m ← free;
end ← false;
while ¬end do

if m = free and list(m) 6= ∅ then
w ← first(list(m));
sendMsg(propose,m,w);
m ← w;

msg ← getMsg();
switch msg.type

accept : do nothing;
delete : list(m) ← list(m)−msg.sender;

if msg.sender = w then m ← free;
stop : end ← true;

procedure Woman()
w ← free;
end ← false;
while ¬end do

msg ← getMsg();
switch msg.type

propose: m ← msg.sender;
if m /∈ list(w) then
sendMsg(delete,w,m);

else
sendMsg(accept,w,m);
w ← m;
for each p after m in list(w) do
sendMsg(delete,w,p);
list(w) ← list(w)− p;

stop : end ← true;

Fig. 5. The man-oriented version of the DisEGS algorithm.

– accept: w sends this message to m after receiving a propose message to notify
acceptance;

– delete: w sends this message to m to notify that w is not available for m;
this occurs either (i) proposing m an engagement to w but w has a better
partner or (ii) w accepted an engagement with other man more preferred
than m;

– stop: this is an special message to notify that execution must end; it is sent
by an special agent after detecting quiescence.

Procedure Man, after initialization, performs the following loop. If m is free
and his list is not empty, he proposes to be engaged to w, the first woman in his
list. Then, m waits for a message. If the message is accept and it comes from
w, then m confirms the engagement (nothing is done in the algorithm). If the
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message is delete, then m deletes the sender from his list, and if the sender is w
then m becomes free. The loop ends when receiving a stop message.

Procedure Woman is executed on woman w. After initialization, there is a
message receiving loop. In the received message comes from a man m proposing
engagement, w rejects the proposition if m is not in her list. Otherwise, w accepts.
Then, any man p that appears after m in w list is asked to delete w from his
list, while w removes p from hers. This includes a previous engagement m′, that
will be the last in her list. The loop ends when receiving a stop message.

Algorithm DisEGS is a distributed version of EGS, where each person can
access to his/her own information only. For this reason there are two different
procedures, one for men and one for women. In addition, actions performed by
EGS on persons different from the current one are replaced by message sending.
Thus, when m assigns woman w is replaced by sendMsg(propose,m,w); when
w deletes herself from the list of p is replaced by sendMsg(delete,w,p). Since
procedures exchange messages, operations of message reception are included ac-
cordingly.

DisEGS algorithm guarantees privacy in preferences and in the final assign-
ment: each person knows the assigned person, and no person knows more than
that. In this sense, it is a kind of ideal algorithm because it assures privacy in
values and constraints.

3.2 Distributed Constraint Formulation

In [1] we presented an approach to privacy that differentiates between values
and constraints. Briefly, privacy on values implies that agents are not aware of
other agent values during the solving process and in the final solution. This
was achieved using the Distributed Forward Checking algorithm (DisFC), an
ABT -based algorithm that, after the assignment of an agent variable, instead
of sending to lower priority agents the value just assigned, it sends the domain
subset that is compatible with the assigned value. In addition, it replaces actual
values by sequence numbers in backtracking messages. In this way, the assign-
ment of an agent is kept private at any time.

Regarding privacy on constraints, two models were considered. The Totally
Known Constraints (TKC) model assumes that when two agents i, j share a
constraint Cij , both know the constraint scope and one of them knows completely
the relational part of the constraint (the agent in charge of constraint evaluation).
The Partially Known Constraints (PKC) model assumes that when two agents
i, j share a constraint Cij , none of them knows completely the constraint. On
the contrary, each agent knows the part of the constraint that it is able to build,
based on its own information. We say that agent i knows Ci(j), and j knows
Cj(i). This implies that the identification of the other agent is neutral. In the
following, we apply these two models to the DisSM problem using the constraint
formulation of Section 2.2 from [4].

Totally Known Constraints Solving a DisSMI problem is direct under the
TKC model. For each pair xi, yj , representing a man and a woman, there is a
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i
1 . . . 1 0 1 . . . 1

. . .
1 . . . 1 0 1 . . . 1

j 0 . . . 0 1 0 . . . 0
1 . . . 1 0 0 . . . 0

. . .
1 . . . 1 0 0 . . . 0

i
1/0 . . . 1/0 0 1/0 . . . 1/0

. . .
1/0 . . . 1/0 0 1/0 . . . 1/0

j 0 . . . 0 1 0 . . . 0
1/0 . . . 1/0 0 1/0 . . . 1/0

. . .
1/0 . . . 1/0 0 1/0 . . . 1/0

Fig. 6. Constraint Cij . Left: rows and columns ordered by decreasing preferences of xi

and yj , respectively. Right: rows and columns ordered lexicographically.

constraint Cij that appears in Figure 6. We assume, without loss of generality,
that agents owning men have higher priority than agents owning women. Using
DisFC, constraint Cij has to be known by the agent of variable xi. Conversely,
using ABT , constraint Cij has to be known by the agent owning yj . If an agent
knows Cij , it can deduce the preferences of the other agent.

Using ABT , there is no privacy of values. Using DisFC, there is privacy of
values, since values are never made public to other agents. This model does not
allow privacy of constraints.

Partially Known Constraints A DisSMI instance can be formulated in the
PKC model as follows. The partially known constraint Ci(j) is built from xi,
knowing its preference list but ignoring the preference list of yj . Analogously,
C(i)j is built knowing the preference list of yj but ignoring the preference list
of xi. Assuming lexicographical ordering in rows and columns, they are of the
form,

Ci(j) =

i
1/? . . . 1/? 0 1/? . . . 1/?

. . .
1/? . . . 1/? 0 1/? . . . 1/?

j 0 . . . 0 1 0 . . . 0
1/? . . . 1/? 0 1/? . . . 1/?

. . .
1/? . . . 1/? 0 1/? . . . 1/?

C(i)j =

i
1/? . . . 1/? 0 1/? . . . 1/?

. . .
1/? . . . 1/? 0 1/? . . . 1/?

j 0 . . . 0 1 0 . . . 0
1/? . . . 1/? 0 1/? . . . 1/?

. . .
1/? . . . 1/? 0 1/? . . . 1/?

where 1/? means that the value can be either 1 (permitted) or ? (undecided).
Undecided values appear in Ci(j) (conversely C(i)j) because xi (yj) does not
know the preference list of yj (xi). As example, the partially known constraints
corresponding to the constraint of Figure 4 appear in Figure 7.

One interesting property of these constraints is that in Ci(j) (conversely C(i)j)
all columns (rows) are equal, except the column (row) corresponding to xi (yj).

Proposition 1. In Ci(j) (conversely C(i)j) all columns (rows) are equal, except
the column (row) corresponding to xi (yj).
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C3(1) =

m1 m2 m3

w1 0 0 1
w2 1 1 0
w3 ? ? 0

C(3)1 =

m1 m2 m3

w1 0 0 1
w2 1 1 0
w3 1 1 0

Fig. 7. Partially known constraints of constraint of Figure 4.

Proof. We have to prove that Ci(j)[k, l] = Ci(j)[k, l′], l 6= i, l′ 6= i, l 6= l′. Effec-
tively, if xi prefers woman k to woman j, both values Ci(j)[k, l] and Ci(j)[k, l′]
are 1, corresponding to S (supported, see Section 2.2). If xi prefers woman j to
woman k, both values Ci(j)[k, l] and Ci(j)[k, l′] are ? (undecided). Their exact
value could be 1 or 0, depending on the preferences of yj , information which is
not available when constructing Ci(j). Therefore, both are undecided in Ci(j).
An analogous argument holds for C(i)j rows. 2

It is interesting to observe the relation between Ci(j), C(i)j and Cij . It is easy
to check that Cij = Ci(j)¦C(i)j , where ¦ operates component to component with
the following rules,

1 ¦ 1 = 1 1 ¦ 0 = error 0 ¦ 0 = 0
? ¦ 1 = 1 ? ¦ 0 = 0 ?¦? = 0

Rules including ? are quite intuitive (if a position in the constraint is decided
(permitted/forbidden) in one constraint and undecided in the other, the result
is the decided value). The last rule ?¦? = 0 is proved next.

Proposition 2. If entry [k, l] is undecided in both partially known constraints
for variable xi and variable yj (Ci(j)[k, l] =? and C(i)j [k, l] =?), then entry [k, l]
is 0 in the complete constraint table (Cij [k, l] = 0).

Proof. From the construction of partially known constraints, all undecided
entries in Ci(j) are related to values which are less preferred than j. If Ci(j)[k, l] =
?, we can infer that xi prefers j to k. Conversely, if C(i)j [k, l] =?, we infer that
yj prefer i to l. Therefore, since xi prefers j to k and yj prefers i to l, the pair
(i, j) is blocking pair to the pair (k, l) so Cij [k, l] = 0. 2

With these properties, we can specialize the DisFC algorithm to solve DisSMI
instances, using phase I only. This specialized algorithm works as follows. Each
agent instantiates its variable and sends to lower priority agents the domains
compatible with its assignment. For DisSMI, after assignment each man agent
sends to each woman agent the domain that she can take. A woman agent re-
ceives messages from every man agent, and assigns a value permitted by these n
received domains. If no value is available, the woman agent performs backtrack-
ing. The process iterates until finding a solution. Since DisFC is a complete
algorithm, and the constraint encoding of SMI is correct (a SMI solution cor-
responds one-to-one with solutions of the constraint encoding), a solution will
be found.
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In the previous argument, something must be scrutinized in more detail. After
assignment, what kind of compatible domain can a man agent send? If agent i
assigns value k to xi, it sends to j the row of Ci(j) corresponding to value k.
This row may contain 1’s (permitted values for yj), 0’s (forbidden values for
yj), and ? (undecided values for yj). If the compatible domain has 1 or 0 values
only, there is no problem and the yj domain can be easily computed. But what
happens when the domain contains ? (undecided) values? In this case, agent j
can disambiguate the domain as follows. When agent j receives a compatible
domain with ? (undecided) values, it performs the ¦ operation with a row of
C(i)j different from i. Since all rows in C(i)j are equal, except row corresponding
to value i (see Proposition 1), all will give the same result. Performing the ¦
operation j will compute the corresponding row in the complete constraint Cij ,
although j does not know to which value this row corresponds (in other words,
j does not know the value assigned to xi). After the ¦ operation the resulting
received domain will contain no ? (undecided) values, and the receiving agent
can operate normally with it.

4 Experimental Results

We give empirical results on the DisEGS and DisFC algorithm with PKC
model for DisSMI random instances. In our experiments, we use four different
classes of instances. Each class is defined by a pair 〈n, p1〉, which means the prob-
lem has n men and n women on DisSMI and the probability of incompleteness
of the preference list is p1. Class < n, 0.0 > groups instances where all the n
persons has complete preference list. If p1 = 1.0, preferences lists are empty. We
study 4 different classes with n = 10 and p1 = 0.0, 0.2, 0.5 and 0.8. For each
class, 100 instances were generated following the random instance generation
presented in [5] considering p2, the probability of ties, equals to 0.0.

Algorithm is modeled using 2n agents, each one represents a man or a woman.
In DisEGS, each agent only knows its preference list. In DisFC, each agent
only knows its partial constraint tables. In both, agents exchange different kind of
messages to find a stable matching. When DisEGS finishes the stable matching
found is the men-optimal one. DisFC, like others asynchronous backtracking
algorithms, requires a total ordering among agents. In our experiments, men
agents have higher priority than women agents.

Algorithmic performance is evaluated by communication and computation
effort. Communication effort is measured by the total number of exchanged
messages (msg). Since both algorithms are asynchronous, computation cost is
measured by the number of concurrent constraint checks (ccc) (for DisEGS, an
agent performs a constraint check when it checks if one person is more preferred
that other), as defined in [7], following Lamport’s logic clocks [8].

Table 1 details the experimental results of DisEGS on DisSMI. Besides
msg and ccc, we provide the total number of messages for each kind of message
and the total number of checks. Regarding the communication effort, except
for instances with p1 = 0.8, the larger number of exchanged messages are for
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p1 propose accept delete msg checks ccc

0.0 27.8 22.8 65.6 98.4 133.6 52.7
0.2 28.1 22.8 53.0 86.4 107.9 43.0
0.5 26.3 21.9 32.7 63.4 67.3 27.7
0.8 20.9 18.5 12.1 35.4 28.0 10.6

Table 1. Results of DisEGS for solving DisSMI instances with 10 men, 10 women
and with p1 = 0.0, 0.2, 0.50 and 0.8.

p1 info back link msg checks ccc

0.0 39,686 5,987 72 45,745 4,833,478 3,153,363
0.2 31,636 5,272 62 36,970 3,941,676 2,580,822
0.5 4,324 840 48 5,212 355,436 223,469
0.8 222 47 27 296 10,022 5,651

Table 2. Results of DisFC for solving DisSMI instances with 10 men, 10 women
and with p1 = 0.0, 0.2, 0.50 and 0.8.

deleting persons from preference lists. When p1 = 0.2, women agents receive more
proposals than women agents for p1 = 0.0. In general, the number of proposals,
proposal acceptances and the total number of messages tend to decrease when
p1 increases. Considering the computation effort of DisEGS, the larger values
of p1 (shorter lists), the easier instances. In general, the communication and
computation costs of DisEGS are the largest with complete lists.

Table 2 resumes the experimental results of DisFC on DisSMI. We observe
the same trend as in DisEGS results: instances with complete lists are the most
difficult to solve (both in terms of msg and ccc) and they become easier to solve
as lists become shorter. According to the reported results, DisFC is much worse
than DisEGS. This could be expected, since DisEGS as specialized algorithm
for this particular problem, takes advantage of the problem features. DisFC is a
generic algorithm that is applicable to any CSP . When applied to this problem, a
tractable CSP , it gets worse results than the specialized approach. Nevertheless,
the distributed constraint formulation is generic and it is potentially applicable
to further generalizations of this problem (i.e. the Stable Roommates Problem
[6]) which are computationally harder to solve.

5 Conclusions

We presented a distributed formulation for the Stable Marriage problem. This
problem appear to be naturally distributed and there is a clear motivation to keep
its preference lists private during the solving process. A distributed version of
the centralized algorithm can efficiently solve the problem, keeping the required
privacy. Using the constraint formulation of [4], we have provided a simple way
to solve this problem using the Distributed Forward Checking algorithm with
the Partially Known Constraint model, keeping the required privacy. We provide
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experimental results of this approach. The generic constraint formulation opens
new directions for distributed encodings of harder versions of this problem.
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Abstract. Distributed constraint satisfaction problems (DisCSPs) with asym-
metric constraints reflect the fact that agents may wish to retain their constraints
private. The set of pairs of values of every binary constraint is split between the
two constrained agents.
An asynchronous backtracking algorithm for asymmetric DisCSPs is presented.
The new algorithm is based on asynchronous backtracking (ABT), but, propa-
gates assignments both to lower priority agents and to higher priority agents. The
proposedABT ASC algorithm is proven sound and complete. TheABT ASC
algorithm is evaluated experimentally on randomly generated asymmetricDisCSPs.
Its performance is compared to that of the privacy keeping version ofABT ,
proposed by Brito and Meseguer, which splits the search into two phases. The
ABT ASC algorithm improves the run-time of the 2-phaseABT by a large
factor with no additional load on the communication network.

1 Introduction

Distributed constraint satisfaction problems (DisCSPs) are composed of agents, each
holding its local constraints network, that are connected by constraints among variables
of different agents. Agents assign values to variables, attempting to generate a locally
consistent assignment that is also consistent with all constraints between agents (cf.
[Yok00,SGM96]). To achieve this goal, agents check the value assignments to their
variables for local consistency and exchange messages with other agents, to check con-
sistency of their proposed assignments against constraints with variables owned by dif-
ferent agents [BMBM05].

Distributed CSPs are an elegant model for many every day combinatorial problems
that are distributed by nature. Take for example a large hospital that is composed of
many wards. Each ward constructs a weekly timetable assigning its nurses to shifts. The
construction of a weekly timetable involves solving a constraint satisfaction problem for
each ward. Some of the nurses in every ward are qualified to work in theEmergency
Room. Hospital regulations require a certain number of qualified nurses (e.g. for Emer-
gency Room) in each shift. This imposes constraints among the timetables of different
wards and generates a complex Distributed CSP [SGM96].

In the hospital example, wards are usually not willing to reveal their constraints to
other wards. A better model for a realisticDisCSP can be such that each inter-agent

? Supported by the Lynn and William Frankel center for Computer Sciences.

148



constraint is composed of two disjoint parts, each held by one of the two constraining
agents. Each agent holds its part of the constraint data [BM03]. This is in contrast
to common assumptions that are used for asynchronous backtracking. StandardABT
assumes a priority order of all agents. Higher priority agents perform assignments and
send them via messages to lower priority agents [Yok00]. The standard model ofABT
further assumes that every inter-agent constraint can be checked by the lower priority
agent that is involved in the constraint [Yok00].

In many real world problems the above assumptions are too strong. When each of
the constraining agents holds parts of the constraints privately, checking for consistency
has to be performed by both of the constrained agents.

In [Sil02] an algorithm which keeps the constraints of agents private was presented.
The Asynchronous Aggregations Search(AAS) enables the filtering of a global as-
signment by agents according to their private constraints. However, inAAS there is
no privacy of domains i.e. all agents hold the domains for all variables. This property
makesAAS incompatible for many real world problems that are concerned with pri-
vacy (cf. [BM03]).

In [YKH05] the authors suggest an algorithm which securely solves DisCSPs us-
ing cryptographic tools. The secured protocol suggested can solve asymmetric con-
straints. However, in the protocol suggested by [YKH05], the agents centralize the in-
put problem data to additional servers, which solve the problem using a chronologic
synchronous centralized algorithm. Therefore, the protocol of [YKH05] does not serve
the aim of the present paper, which is anasynchronous distributedalgorithm for solving
asymmetric DisCSPs.

A solution for solving asymmetric DisCSPs was suggested by [BM03], who pro-
posed a model for asymmetric constraints which they termPartially Known Constraints
(PKC). In thePKC model each binary constraint is divided between the two con-
straining agents. In order to solve the resultingDisCSP with asymmetric constraints, a
two phase asynchronous backtracking algorithm (DisFC-PKC) was proposed [BM03].
Similarly to standard asynchronous backtracking algorithms, a static order of priorities
is defined among all agents.

In the first phase an asynchronous backtracking algorithm is performed, in which
only the constraints held by the lower priority agents are examined. In other words,
only one of the two constraining agents in each binary constraint checks its consistency.
When a solution is reached, a second phase is performed in which the consistency of
the solution is checked again, according to the constraints held by the higher priority
agents in each binary constraint. If no constraint is violated, a solution is reported, if
there are violated constraints, the first phase is resumed after the necessaryNogoods
are recorded [BM03].

The first and immediate drawback of a two-phase algorithm is the effort of pro-
ducing solutions in each first phase. Since constraints in the opposite direction are not
examined, large parts of the search space, which could have been pruned if all con-
straints were considered, are being exhaustively scanned.

The second drawback is the synchronized manner in which the algorithm switches
between the two phases. For each such switch among phases, a termination detection
mechanism must be performed which is a complicated task in asynchronous backtrack-
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ing. Furthermore, all agents must be informed about every switch between phases. This
requires global monitoring that is in contrast to the independency of agents in a dis-
tributed asynchronous system.

The present study proposes a distributed search algorithm,Asynchronous Backtrack-
ing for Asymmetric Constraints(ABT ASC), that checks inter-agent constraints asyn-
chronously at both of the constraining agents.

In ABT ASC, agents send their proposed assignments to all their neighbors in the
constraints graph. Agents assign their local variables according to the priority order as
in standardABT , but check the constraints also against the assignment of lower priority
agents. When an agent detects a conflict between its own assignment and the assignment
of an agent with a lower priority than itself, it sends aNogood to the lower priority
agentbut keeps its assignment. Agents which receive aNogoodfrom higher priority
agents, perform the same operations as if they have produced thisNogood themselves.
As in ABT [Yok00,BMBM05], the agents remove their current assignment from their
current-domain, store the eliminatingNogood and reassign their variable.

This results in a one phase, correct and complete asynchronous backtracking algo-
rithm, which solvesDisCSPs with asymmetric constraints. The asynchronous pro-
cessing of all the constraints of the network in a single phase generates a much smaller
search space. The search space scanned byABT ASC is the same size as would have
been searched by standardABT on symmetricDisCSPs with the same constraints.
The improvement in efficiency over the two phase algorithm of Brito and Messeguer is
large.

The same privacy preservation methods suggested in thePKC model for a two-
phase algorithm [BM03] can be used inABT ASC. Therefore, the large improvement
in run-time, is achieved byABT ASC without revealing additional information. The
experiments presented in the present study, show that this improvement is achieved with
no additional load on the communication network.

DisCSPs with asymmetric constraints are presented in Section 2. Then, the2-
phase ABTalgorithm of [BM03] is described. A detailed description of theABT ASC
algorithm is presented in Section 4. A correctness and completeness proof forABT ASC,
is outlined in section 5. Section 6 presents first the two-phase asynchronous back-
tracking algorithm of [BM03]. Next, an extensive experimental evaluation is presented,
which demonstrates multiple advantages ofABT ASC over two-phase asynchronous
backtracking. The discussion of the the experimental analysis and of additional privacy
options is presented in section 7 followed by our conclusions.

2 Distributed Asymmetric CSPs

A distributed constraints network (or a distributed constraints satisfaction problem -
DisCSP) is composed of a set ofk agentsA1, A2, ..., Ak. Each agentAi contains
a set of constrained variablesXi1 , Xi2 , ..., Xini

. Constraints orrelations R are sub-
sets of the Cartesian product of the domains of the constrained variables. For a set
of constrained variablesXik

, Xjl
, ..., Xmn

, with domains of values for each variable
Dik

, Djl
, ..., Dmn

, the constraint is defined asR ⊆ Dik
×Djl

× ...×Dmn
. A binary

constraint Rij between any two variablesXj andXi is a subset of the Cartesian prod-
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Fig. 1.An Asymmetric DisCSP.

uct of their domains;Rij ⊆ Dj × Di. In a distributed constraint satisfaction problem
DisCSP, the agents are connected by constraints between variables that belong to differ-
ent agents [Yok00,SGM96]. In addition, each agent has a set of constrained variables,
i.e. alocal constraint network.

An assignment (or a label) is a pair< var, val >, wherevar is a variable of some
agent andval is a value fromvar’s domain that is assigned to it. Acompound label
is a set of assignments of values to a set of variables. Asolution P to a DisCSPis a
compound label that includes all variables of all agents, that satisfies all the constraints.

Following all former work onDisCSPs, agents check assignments of values against
non-local constraints by communicating with other agents through sending and receiv-
ing messages. An agent can send messages to any one of the other agents. The delay
in delivering a message is assumed to be finite [Yok00]. For simplicity we assume each
agent holds exactly one variable, as in the presentation of standardABT [Yok00,BMBM05].

Asymmetric constraints are defined forDisCSPs by thePKC model of [BM03].
All constraints are binary constrains. For each pair of agentsAi andAj , the setCij

includes all constraints betweenAi andAj . The setCij is divided into two non inter-
secting subsetsC(i)j , which is held by agentAj , andCi(j) which is held by agentAi.
Consider the example in Figure 1. There are three agents in the constraints network in
Figure 1: A, B, C. The domains of the agents are depicted in the figure, A and B have
the values 0, 1 and C has 1,2. Each agent holds its part of the constraints. A has forbid-
den pairs of assignments with C< A1, C2 >,< A0, C1 >. B has forbidden pairs of
assignments with C< B0, C1 >,< B1, C1 >. Agent C holds two binary constraints
it is involved in. With agent A it has the forbidden pair of assignments< A1, C1 > and
with agent B the pair< B1, C2 >.
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Running standardABT on the example in Figure 1, both agents A and B assign the
value 0 and sendok? messages to agent C. Agent C receives the twook? messages,
updates itsAgentV iew and assigns itself the value 1. This value is consistent with
both assignments of its higher priority agents (A and B),according to the part of the
constraints held by C. Clearly, this assignment conflicts with the parts of the constraints
held by both A and B. If C sends the solution for checking by higher order agents (i.e.
A and B), as it does in a two phase algorithm [BM03], it will fail. A possible solution
to the asymmetricDisCSP in Figure 1 is< A, 0 >,< B, 0 >,< C, 2 >.

3 2-phase ABTfor Asymmetric Constraints

A two phase asynchronous backtracking algorithm was presented in [BM03]. The two
phase algorithm tries first to find a solution consistent with all constraints in one direc-
tion and then performs a second phase to check if the solution found is also consistent
with constraints in the opposite direction.

Thedistributed forward checking for partially known constraints[BM03] is a vari-
ation ofABT , inspired by the wish to preserve the privacy of constraints. The proposed
algorithm,DFC PKC, which we termABT 2-Phase, uses a total fixed order among
all agents. At the beginning of the run all agents perform the first phase of the algorithm
by acting according to the standardABT algorithm. Since each agent is only informed
of the assignments of higher priority agents, only the constraintsC(i)j , where agent
Ai has higher priority thanAj , are checked. When a solution is detected, agents are
informed and start performing the second phase.

Each agent in the second phase sends its assignment to neighbor agents with higher
priorities. When an agent receives the assignment of a lower priority agent, it checks its
current assignment against the received assignment. This way all constraints of the sets
Ci(j) whereAi has higher priority than agentAj are checked. If there are no conflicts,
the system is idle and a solution is reported. If some agent receives an assignment which
violates a constraint, it sends aNogood including its own assignment to the conflicting
agent, and the search is resumed in the first phase [BM03]. Ano solution is reported,
as inABT , when an emptyNogood is created.

4 Asynchronous Backtracking for Asymmetric Constraints

In order to perform asynchronous backtracking, in a single phase, on asymmetric DisC-
SPs, all constraints must be satisfied including the constraints held by the higher pri-
ority agents. In standardABT , binary constraints are held completely by the lower
priority agent involved in each constraint according to a static priority order among
agents [Yok00,BMBM05]. Lower priority agents check consistency of assignments re-
ceived from higher priority agents viaok?messages [Yok00]. In asymmetricDisCSPs,
constraints are only partially known to each of the participating agents. Consequently,
both of the constrained agents need to check the consistency of their assignments against
each other. This means that checking consistency of a pair of constrained assignments
by the lower priority agent of the two is no longer sufficient.
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when received (ok?, (xj , dj)) do:
1. add(xj , dj) to Agent V iew;
2. remove inconsistent nogoods;
3. if (conflicting(xi, di) and(xj , dj))
4. if (xj has lower priority thanxi)
5. nogood← {(xi, di)(xj , dj)};
6. send (nogood, (xi, nogood)) to xj ;
7. else
8. nogood← (xj , dj);
9. storenogood;
10. check agent view;

when received(nogood, xj , nogood) do:
1. if (nogood consistent withAgent V iew

andcurrent assignment)
2. storenogood;
3. if (nogood contains an agentxk

that is not its neighbor)
4. addxk to neighbor list
5. requestxk to addxi as a neighbor;
6. add(xk, dk) to Agent V iew;
7. check agent view;
8. else
9. send (ok?, (xi, current value)) to xj ;

Fig. 2.The ABT ASC algorithm (first part)

In Asynchronous Backtracking for Asymmetric Constraints (ABT ASC) each agent
checks its constraints with all constraining agents (i.e. neighbors on the constraint
graph). This includes higher priority, as well as lower priority constraining agents.
Agents hold in theirAgent V iews assignments of agents with higher and lower prior-
ities. Values from the domain of agents are eliminatedonly if they violate constraints
with higher priority agents. After a new assignment is found to be consistent with all
assignments of higher priority agents in theAgent view, the selected assignment is
checked against the assignments of lower priority agents. If a conflict is detected, the
agent keeps its assignment and sends aNogood including its own assignment and the
conflicting assignment to the lower priority agent that owns the conflicting assignment.
An agent which receives aNogood acts the same withNogoods received from higher
and lower priority agents.

Figures 2 and 3 present the code ofABT ASC. When anok? message is received
(first procedure of Figure 2), theAgent V iew is updated with the received assignments
and non consistentNogoods are eliminated (lines 1,2). A conflicting assignment is
treated according to the priority of the sending agent. If its priority is lower than the
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procedurecheck agent view
1. if (no value inDi is consistent with all higher priority

assignments inAgent V iew)
2. backtrack;
3. else
4. selectd ∈ Di whered is consistent with higher

priority assignments inAgentV iew;
5. current value← d;
6. send(ok?,(xi, d)) to neighbors;
7. for each (conflicting lower priority assignment (xj , dj))
8. nogood← {(xi, di)(xj , dj)};
9. send (nogood, (xi, nogood)) to xj ;

procedurebacktrack
1. nogood← resolve inconsistent subset;
2. if (nogood is empty)
3. broadcast to other agents that there is no solution;
4. stop;
5. select (xj , dj) wherexj has the lowest priority innogood;
6. send (nogood, xi, nogood) to xj ;
7. remove(xj , dj) from Agent V iew;
8. check agent view;

Fig. 3.ABT ASC algorithm(second part)

receiving agent, the receiving agent keeps its assignment and sends aNogood to the
lower priority sender which contains the received and the current assignment (lines 4-6).
If the priority of the sending agent is higher than the receiver, the receiving agent stores
theNogood containing the received assignment and calls procedurecheck agent view
in order to find a different assignment, consistent with the updatedAgent V iew (lines
8-10).

When aNogood is received (second procedure of Figure 2), the agents act exactly
the same as in the standardABT algorithm. Procedurebacktrack (second in 3) is also
the same as in standardABT [Yok00,BMBM05].

The main difference betweenABT ASC andABT is in procedurecheck agent view
(first procedure of Figure 3). After an assignment, which is consistent with all assign-
ments of agents with higher priority in theAgent V iew is selected (lines 1-5), it is
checked against the assignments of lower priority agents. For each violation of a con-
straint between the selected assignment and an assignment of a lower priority agent
in theAgent V iew, a Nogood containing both conflicting assignments is sent to the
lower priority agent (lines 7-9). As in the case when a conflictingok? message from
a lower priority agent is received, aNogood is sent but the current assignment is not
changed.
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5 Correctness ofABT ASC

In order to prove the correctness of the proposedABT ASC algorithm for Asym-
metric DisCSPswe first assume the correction of theABT algorithm for standard
DisCSPs [Yok00,BMBM05]. To prove correctness of a search algorithm forDisCSPs
one needs to prove it is sound, complete and terminates.ABT ASC, like ABT , reports
a solution when all agents are idle and all messages sent were received. Assume in nega-
tion that the system is idle and a constraint is violated which is held by the lower priority
agent involved in the constraint. As inABT the lower priority agent which receives the
assignment of the conflicting higher priority agent would either replace its assignment
or send aNogood containing the conflicting assignment which would cause the receiver
to replace its own assignment. In both of these alternatives, the system does not stay idle
with both agents holding the conflicting assignments in contradiction to the assumption
above.

Consider a constraint, held by a higher priority agent, that is violated in a reported
solution. The higher priority agent either when it received the conflicting solution or
when it selected its own assignment (depends on the order of the events) sends a
Nogood containing the two conflicting assignments, to the lower priority agent. The
lower priority agent will replace its current assignment in contradiction to the above
assignment. ThereforeABT ASC cannot report a solution which violates a constraint
(i.e. it is sound)�

In order to prove completeness forABT ASC we first establish some facts regard-
ing the ruling out of assignments byNogoods that were created by the algorithm. All
Nogoods in ABT are explanations for the eliminating of values.Nogoods are created
either by explicitly ruling out an assignment according to a violation of a constraint
(these Nogoods are termedexplicit Nogoods), or by resolving otherNogoods
[BMBM05].

Lemma 1 An explicit Nogood can be created by agents inABT iff it can be created
by agents inABT ASC.

Consider two agentsAi, Aj such thatj < i (i.e. Ai has a lower priority than that
of Aj). WhenAi receives the assignment ofAj , it can create anexplicit Nogood
according to the setCij . In ABT ASC, Ai can produceexplicit Nogoods according
to the setCi(j). Explicit Nogoods according to the setC(i)j are created by agentAj

and sent to agentAi. Therefore, the set ofexplicit Nogoods whichAi can hold are the
union of setsCi(j) andC(i)j which is equal to the setCij . �

The completeness ofABT ASC derives directly from Lemma 1.ABT searches
the entire search space of aDisCSP except for the tuples ruled out byNogoods.
SinceABT ASC creates exactly the sameNogoods that are created byABT , it does
not eliminate tuples whichABT would not. Therefore, assumingABT is complete,
ABT ASC is also complete.�

Lemma 1 further implies that the size of the search space which is scanned by
ABT ASC is the same as that scanned by standardABT .

The termination ofABT ASC is immediate. It traverses the search tree like any
other asynchronous backtracking algorithm. The system does not hold the same tuple
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Fig. 4. Non concurrent constraints checks performed byABT 2-Phase andABT ASC (p1 =
0.4).

Fig. 5.Total number of messages sent byABT 2-Phase andABT ASC (p1 = 0.4).

twice and the number of tuples is finite. It follows that the search terminates in finite
time (see [BMBM05] for a detailed proof of termination forABT ). �

6 Experimental Evaluation

The common approach in evaluating the performance of distributed algorithms is to
compare two independent measures of performance - time, in the form of steps of com-
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Fig. 6. Non concurrent constraints checks performed byABT 2-Phase andABT ASC (p1 =
0.7).

putation [Lyn97,Yok00], and communication load, in the form of the total number of
messages sent [Lyn97]. Comparing the number of non-concurrent steps of computation
of search algorithms on DisCSPs, measures the time of run of the algorithms.

Non concurrent steps of computation, are counted by a method similar to that
of [Lam78,MRKZ02]. Every agent holds a counter of computation steps. Every mes-
sage carries the value of the sending agent’s counter. When an agent receives a message
it updates its counter to the largest value between its own counter and the counter value
carried by the message. By reporting the cost of the search as the largest counter held
by some agent at the end of the search, we achieve a measure of concurrent search effort
that is close to Lamports logical time [Lam78]. If instead of steps of computation, the
number of non concurrent constraints check performed (NCCCs) is counted, we take
into account the local computational effort of agents in each step [MRKZ02].

Experiments were conducted on random networks of constraints ofn variables,k
values in each domain, a constraints density ofp1 and tightnessp2 (which are com-
monly used in experimental evaluations of CSP algorithms [Smi96,BM04]). All three
sets of experiments were conducted on networks with 15 agents (n = 15) each holding
exactly one variable, 10 values for each variable (k = 10). Two values of constraints
density were usedp1 = 0.4 andp1 = 0.7 The tightness valuep2, is varied between 0.1
and 0.9, to cover all ranges of problem difficulty. For every two agentsAi andAj , the
set of illegal pairs of valuesCij , was randomly split among the two agents and each
part was uniquely assigned to one of the agents involved. For each pair of fixed density
and tightness (p1, p2) 50 different random problems were solved by each algorithm and
the results presented are an average of these 50 runs.

Figure 4 presents the computational effort in number of non concurrent constraints
checks to find a solution forAsymmetric DisCSPs. ABT ASC is compared to the 2-
phase version ofABT proposed by [BM03]. As can be seen in Figure 4,ABT ASC
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Fig. 7.Total number of messages sent byABT 2-Phase andABT ASC (p1 = 0.7).

Fig. 8. Number of timesABT 2-Phase changes from first to second phase for low and high
density Asymmetric DisCSPs.

performs much better than2-phase ABT. On the hardest instances (p2 = 0.6), the factor
of improvement is 6.

Figure 5 presents the total number of messages sent by both algorithms. The load on
the network is very similar for both algorithms. It is important to note that these results
do not include the overhead caused in the two phase version by informing agents that
the second phase begins, and a need for multiple idle detection.

Figures 6 and 7 present similar results for high densityAsymmetric DisCSPs. While
the runtime improvement is similar to the improvement in low densityDisCSPs the
results in network load are conclusive in favor ofABT ASC.

Figure 8 presents the average number of times that the two phaseABT algorithm
finds a solution in the first phase and switches to the second phase. On each such phase

158



change the system’s monitor must detect that the system is idle and inform all agents.
This overhead is not taken into consideration in the results presented in Figures 4-7.

7 Discussion

During asynchronous BT search on asymmetricDisCSPs a mechanism for check-
ing constraints by both of the constrained agents has been presented. The proposed
search algorithm,ABT ASC, incorporates the mechanism into one phase of asyn-
chronous search. The new approach gains a large advantage in efficiency by examining
constraints of both directions in a single phase.

During the algorithm run,explicit Nogoods are sent by higher priority agents to
lower priority agents. Although2-phaseABT records similarNogoods it does so only
when it examines solutions of the first phase during the second phase [BM03].

To enhance privacy preservation of constraints, one can use two approaches. The
first can be used when the agents know the content of the initial domain of their neigh-
boring agents. If this is the case, the algorithm is performed using the method of [BM03]
(DisFC). Instead of including the selected assignment in anok? message, agents send
to their neighbors the subset of the neighbor’s domain, which is consistent with the
assignment, in the message. Agents hold in theirAgentViewsa counter of the number
of changed assignments received from each agent. This way, agents generateNogoods
which include the counter values in theirAgentViewsi.e. the indices of the assignments
instead of the assignments themselves. This of course conceals the constraints which
would have bean revealed by theexplicit Nogoods.

If domains are not known, agents can conceal the identity of the message sender
in Nogood messages. This way the receiver of aNogood will not know if it is an
explicit Nogood sent by a higher priority agent or aregular Nogood sent by a lower
priority agent. This idea has one flaw. InABT when aNogood is not accepted, an
ok? message must be sent back to the sending agent to inform that the receiver keeps
its assignment [Yok00,BMBM05]. If the sender is unknown, an agent which discards a
receivedNogood must send anok? message to all its neighbors. This will increase the
number of messages sent by the algorithm.

8 Conclusions

Most studies on search algorithms for solving DistributedCSPs assume the problem
is symmetric or can be represented as a directed acyclic graph. The intuitive mean-
ing of these assumptions is that constraining agents share their constraints. Assump-
tions about the knowledge of constraints of one agent by another agent prevent the
use ofDisCSPs for modeling many real world problems which are asymmetric by
nature [BM03,WF05].

The former approach towards solving asymmetricDisCSPs by asynchronous back-
tracking, divided the algorithm into two phases. In each phase constraints were checked
in only one direction. Since the2-phase ABTalgorithm performed pruning of the search
space while processing only part of the problems constraints, the overall search space
is much larger than that searched by standardABT . A two phase algorithm raises also
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the need for performing multiple detections of an idle state which implies a solution for
the first phase. In addition, the switch of the algorithm between phases is synchronous
and requires informing all agents about the transition from one phase to the second.

TheABT ASC algorithm that is presented in the present study performs a single
phase asynchronous backtracking algorithm to solveAsymmetric DisCSPs. All con-
straints are processed asynchronously in a single phase and the resulting search space
explored is the same as in standardABT . The experimental results show a clear advan-
tage of the proposedABT ASC algorithm over the 2-phaseABT (DisFC-PKC)
algorithm of [BM03]. This advantage is achieved without additional network load.
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Abstract. We present new protocols for secure distributed constraint satisfaction
problems (DisCSPs). The presented protocols are the first to enable an oblivious
use of advanced search techniques heuristics.
The first protocol is acentralizedprotocol, where two of the agents collect ‘en-
crypted’ data from all other parties, and obliviously perform a search algorithm.
Our protocol improves on the previous solution of [YKH05] in several ways: It
does not require introducing new agents into the protocol; it enables the use of
non-trivial search techniques such as backjumping and ordering heuristics of vari-
ables and values; and, it completely eliminates information leakage to all agents.
Our second protocol makes the first steps toward a feasibledistributedsecured
protocol for solving DisCSPs. Our protocol enables agents to concurrently per-
form non sequential (asynchronous) algorithms. It forms an alternative network,
whose nodes are small groups (e.g. pairs) of agents, that is generated from the
original DisCSP. Each node group obliviously performs the roles of all its mem-
bers in the search algorithm. We also identify the communication pattern of the
protocol as a possible leakage source, and suggest how to eliminate this leakage.
Finally, we discuss a hybrid solution that combines the centralized and distributed
protocols and reduces the total communication cost.

1 Introduction

Distributed constraint satisfaction problems (DisCSPs) are composed of agents holding
locals variables, and a constraints network that restricts the legal assignments to agents’
variables. A solution to a DisCSP is an assignment to variables that is in agreement
with all the constrains (cf. [Yok00,SGM96]). To achieve this goal, agents run a proto-
col where they check assignments to their and other agents’ variables for consistency.
Distributed CSPs are an elegant model for many every day combinatorial problems that
are distributed by nature, such asmeeting scheduling[WF02,ML04] in which agents
attempt to schedule meetings parties according to their constrained personal schedule.

Constraint satisfaction is an NP-complete problem [Dec03], and hence one does
not hope for an efficient worst-case solution. Instead, many studies suggest exhaus-
tive search algorithms forDisCSPs[Yok00,ZM04,MZ03,BMBM05,SF05] which use
search techniques and heuristics that prove to behave well in practice. Running an ex-
ponential complete search algorithm for polynomially many steps hence results either
in a solution, a no-solution announcement or a failure to come to a conclusion whether
a solution exists.
? Supported by the Lynn and William Frankel center for Computer Sciences.
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Privacy. A motivation for solving a constraint satisfaction problemdistributivelyis the
agents’ need to keep their data private [Yok00,BM03,SF05]. In contrast to centralized
CSP, where a single party holds the entire data, in distributed CSP agents may not
need to reveal their entire inputs, and hence they may gain some privacy [BM03,Sil02].
However this results in limited privacy, which is inadequate in scenarios where the
underlying data is sensitive.

The main privacy concern we address in this study is the information leaked by
a protocol during run of the algorithm. Once the search algorithm is determined, one
would like to make sure that no information, except for the search outcome, is conveyed
to the participating parties. This is an instance of the very well researched cryptographic
problem of secure multiparty computation, starting with the works of [Yao82,GMW87]
[CCD88,BGW88]. Secure multiparty computation allows a group ofn parties (agents)
A1, . . . , An to compute a functionf of their corresponding private inputsx1, . . . , xn.
The outcome is that each of the agents learnsf(x1, . . . , xn), but no other information
(i.e. except for what is conveyed byf(x1, . . . , xn) and an agent’s own input). This
requirement is formalized by comparison with a hypotheticalideal solution, where the
agents send their inputs to a trusted third party that in return communicatesf(x1, . . . , xn).
It is clear that in this ideal solution parties learn exactly what they should. It is required
that any information that is leaked in a run of the real protocol is also leaked in a corre-
sponding run of the hypothetical ideal solution. In other words, whatever computation
overx1, . . . , xn a party may perform in a real implementation of the protocol, issimu-
latable in the ideal solution.

Fundamental results in cryptography show how to translate any functionf into a
secure computation off [Yao82,GMW87,CCD88,BGW88]. These results follow by
securely computing the outcome of each gate in a circuit computingf . The resulting
protocol, is of communication and computation complexity proportional to the circuit
complexity off , which is too high for many applications of secure computation, and
hence a lot of work is currently invested by cryptographers in finding efficient protocols
for specific tasks, avoiding using the generic transformations as is. This approach is also
taken in this study.

Previous work on secure DisCSP.Previous works [Sil03,SM04,YKH05] suggested har-
nessing cryptography, and in particular secure multiparty computation, in order to guar-
antee privacy. [Sil03,SM04] presented an arithmetic circuit solving CSP, and suggested
using the protocol of Ben-Or et al. [BGW88] for generating a secure protocol for CSP.
The benefit of this approach is that in a sense one achieves the most in privacy – apart
from revealing a solution to the CSP problem, no other information is leaked. Further-
more, correctness and privacy are guaranteed even when a coalition of “bad” parties
maliciously deviate from the protocol. However, the circuit size only depends on the
input size, and hence the communication and computation of such a protocol is al-
ways theworst-casecommunication and computation, in particular, one cannot gain
any efficiency from using smart heuristics. As CSP is NP-complete, it may be that even
sub-exponential size circuits do not exist for CSP, and hence this approach is limited to
solving only very small problems.

Yokoo et al. [YKH05] were the first to present a secure protocol implementing a
specific search algorithm (chronological backtracking) for solving DisCSP. They avoid
using a generic transformation, and instead present a specifically constructed protocol.
The protocol proceeds in iterations (in each iteration a candidate solution is generated
and checked), and hence allows for early termination once a solution is found. Early
termination is very desirable, as even for simple heuristics, the running time on specific
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instances may be much lower than the worst-case running time. The protocol intro-
duces new agents into the computation, that perform the computation in a ’centralized’
manner. The resulting protocol provably does not leak any information to the original
DisCSP agents, but the solution found by the chronological backtracking algorithm.
However, as we discuss in Section 3, the search pattern does leak to the server in charge
of performing the search. This leakage is already significant in the case of chronological
backtracking. Incorporating advanced search techniques and heuristics would generally
worsen this leakage as these exploit the properties of the problem in order to increase
efficiency.

1.1 This Work

The goal of this work is to further advance the construction of secure protocols for
DisCSP. We present two main protocols for secure DisCSP – a ’centralized’ protocol
and a ’distributed’ protocol – and discuss a hybrid protocol that combines the two.

A ’centralized’ protocol.Our first protocol uses two of the agents (denotedservers) to
obliviously perform a search heuristic. The participating agents send their ‘encrypted’
information to the assigned servers which perform the computation obliviously. When
the computation is completed, the severs return the ‘encrypted’ assignment to the other
agents, who ‘decrypt’ them locally. We address some of the problems left open in
[YKH05]. Our protocolprovablydoes not leakany information toany party, except
for what can be learned from the search heuristic result. Our construction may be eas-
ily modified to host a variety of search algorithms and heuristics which are known to
improve the performance ofCSP algorithms [Dec03]. In particular, by concealing the
search pattern from the servers we ensure that this use of non trivial heuristics does not
reveal any additional information. In contrast to the protocol of [YKH05], we assign
the servers role to any two of the participating agents, eliminating the dependency on
additional trusted servers and their availability.

We point out that any protocol that does not always run for the worst-case time
may potentially leak information by revealing its running time. We present a simple
technique for greatly reducing the amount of information leaked this way, with only a
slight loss in efficiency.

Technically, we use different cryptographic tools from [YKH05] (see Section 4).
The servers operate onshares(via asecret-sharingscheme) of the state of the search
procedure, without any of them gaining any information about the actual state. We also
use oblivious table lookup of [NN01].

Comparing the performance of our centralized protocol with that of [YKH05], we
note that the computation and communication costs of a single iteration of our protocol
are higher (roughly speaking, by a factor ofO(n)). Thus, for Chronological Backtrack-
ing our protocol would be less efficient. We stress however, that these costs come with
the benefit of completely eliminating information leakage. Furthermore, the usage of
our protocol with an algorithm that is more efficient than Chronological Backtracking
may significantly reduce the number of iterations, and hence completely eliminate the
efficiency gap.

A ’distributed’ protocol. A common choice of designers of distributed CSP algorithms
is to allow agents perform concurrently and asynchronously [Yok00,SF05,BMBM05,ZM04],
as these have some benefits over performing a sequential assignment (synchronous)
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search. In a centralized search a few servers are heavily loaded, whereas the other
agents are left idle. High communication cost may be incurred as all the information
held by the agents needs to be sent (‘encrypted’) to the servers. In instances where only
a small portion of each party’s input needs to be looked at in order to find a solution, a
distributed protocol has the potential of being more efficient, as it may result in parties
sending only ‘relevant’ portions of their inputs, summing up to a significantly lower
communication costs than that of the centralized solution.

The main underlying idea in our distributed protocol is to create a new communica-
tion network in which each node represents a group of at least two agents of the orig-
inal DisCSP. The agents in each suchnode-groupshare, via a secret sharing scheme,
the states of the group agents. We note that thecommunication patternof a protocol
may also be a source of information leakage – If the pattern depends on the agents’ in-
puts, then it may help an attacker to learn sensitive information. As Current algorithms
solving distributed CSPs were not constructed with this concern in mind, we present
techniques for making the communication pattern input-oblivious.

A ’hybrid’ protocol. Finally, we note that it is sometimes beneficial to consider a trade-
off between the centralized and distributed solutions. E.g. in terms oftotal communi-
cation costs, the distributed solution is more efficient when the number of iterations
needed to find a solution is small. The centralized solutions becomes more efficient
when the number of iterations is large. A strategy for an efficient protocol may hence
be to start with the distributed solution, and to change gears and move to the centralized
solution if the number of iterations gets large.

2 Distributed Constraint Satisfaction

A distributed constraints satisfaction problem –DisCSP– is composed of a set ofk
agentsA1, ..., Ak andn constrained variablesX1, . . . , Xn over domainsD1, ..., Dn.
A binary constraint(or relation) Ri,j between two variablesXi andXj is a subset of
the Cartesian product of their domains:Ri,j ⊆ Di × Dj . More generally, for a subset
Xi1 , Xi2 ..., Xid

of the constrained variables, aconstraintis a subset of the Cartesian
product of their respective domainsR ⊆ Di1 × Di2 × · · · × Did

. In a DisCSP each
agent is associated with a subset of the constrained variables. Agents hold (as their
private inputs) relations that constrain the assignment to their associated variables with
respect to the other variables. cf. [Yok00,SGM96]).

An assignment to a variableXi is a pair〈Xi, vali〉, wherevali ∈ Di. A partial
assignment(or a compound label) is a collection of assignments to variables. Asolution
to a DisCSPis a partial assignment that includes exactly one assignment for every
variable inX1, . . . , Xn, and satisfies all the constraints; i.e. non of the subsets of the
complete assignment< X1, val1 >,< X2, val2 > . . . , < Xn, valn > is in R. As
in [YKH05] we assume all constraints are binary.

To solve a DisCSP problem, agents communicate to compute a solution (where each
agent holds assignments to the variables she’s associated with). For our ‘centralized’
protocol we assume that the agents are connected by a complete network, and hence
an agent may privately send messages to any of the other agents1. We also assume
a synchronous communication environment in which all messages are sent according

1 This is only for simplicity of presentation. This requirement may be easily relaxed using stan-
dard techniques.
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to the synchronous pulses of a global clock and each message sent in clock pulset
is received at clock pulset + 1 [Lyn97]. If the environment is asynchronous, (i.e. no
assumptions on the delivery time of a message beside that the delay is finite), synchro-
nization is achieved by using a synchronization protocol [Dol00]. We further assume
the domains of all agents are identical and include values1, . . . ,m wherem is polyno-
mial in the problem size. This assumption was also used in [YKH05] and is compatible
with many distributed problems such asMeeting Scheduling[WF02,ML04] andSensor
CSP[BDF+05]. If the domains are not identical the union of all domain is a reasonable
option that fits the model definitions.

3 The protocol of Yokoo et al

The protocol presented by [YKH05] is based on two cryptographic tools:secret sharing
andEl-Gamal homomorphic encryption. The protocol uses two external servers, and the
parties send their entire data, encrypted, to these servers. From then on, the protocol is
run in a ‘centralized’ manner by the servers.

In the initialization, each agent createsn− 1 matrices of dimensionsm×m which
represent her constraints with each of the othern−1 agents:Ri,j [v1, v2] contains an en-
cryption of “1” if the assignment〈Xi, v1〉, 〈Xj , v2〉 is consistent, otherwiseRi,j [v1, v2]
contains an encryption of a value different than 1. The agents permute the rows and
columns of the matrices in order to conceal from the servers the actual values. The per-
muted and encrypted matrices are sent to the two external servers (aSearch Controller
and aDecryptor). Privacy is preserved as each of the servers cannot decrypt the matrices
Ri,j by herself (they may do so jointly).

The protocol runs in iterations, where the Search Controller holds a partial assign-
ment to the constrained variables, that is known to be consistent, and tries to extend it.
The search controller generated an ’encrypted’ assignment to a variable that is not in
the current partial assignment〈Xi, v〉, and, jointly with the Decryptor, decides whether
it is consistent with the current partial assignment. If it is -〈Xi, v〉 is added to the partial
assignment, and another variable would be considered in the next iteration. Otherwise,
if the options for the current variable were not exhausted, a new value is to be checked
for it; if they were exhausted, the variable that was last added to the partial assignment
will be considered in the next iteration.

Privacy of the Protocol. It is clear, by the construction above, that no information
(except for the running time) is leaked to the original agents of the DisCSP problem,
merely by the fact they do not actually participate in the computation.

However, the search controller does learn some information about the inputs. Al-
though assignment values are ‘encrypted’, the search controller learns the index-pattern
of the current variable for which an assignment is tried, and the length pattern of the
current partial assignment, throughout the search. This information is dependent on the
structure of the inputs, and hence may in many cases leak information to the search
controller. In general, it seems hard to a-priori determine which information would be
leaked by these patterns. A simple example is the case where all values of the agent
A1 are constrained with all values ofA2. The search will fail of course, and the search
controller will learn (from the search pattern) that the first two agents are in conflict.

The amount of information leaked by the search pattern strongly depends on the
search algorithm and heuristics used. Introducing non trivial heuristics to the protocol
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of [YKH05] would increase the leakage. For example consider the addition ofBack-
jumping [Dec03] to the protocol. On each backtrack operation the search controller
will jump to the last variable in the current partial solution, which is in conflict with
the variable to whom it could not find a consistent assignment. Hence, by observing the
search pattern the search controller would learn information on which variables were in
conflict.

Efficiency of the Protocol.In each iteration the servers exchange a constant number of
messages which include the information needed to encrypt the constraints checked. The
communication cost of each iteration therefore isO(k); the computation cost isO(nk).
Wheren is the length of the current partial assignment the constraints are checked
against andk is the security parameter for the encryption scheme.

4 Cryptographic background – Secure Multiparty Computation

Secure multiparty computation [Yao82,GMW87,CCD88,BGW88] enables two or more
parties to compute a function of their joint inputs, restricting how parties may influence
the computation and what they learn from it (about other parties’ inputs). Advanced
studies in this field supply tools for secret sharing of variables and oblivious computa-
tion of deterministic and random efficient functions.

In this section we briefly describe the main variants of the problem, and basic results
and tools. The reader is referred to [Gol04] for a comprehensive review.

4.1 Adversary Model

The cryptographic literature deals mainly with two types of adversaries:semi-honest
andmalicious; these model how agents may behave in the protocol in order to tamper
its privacy/correctness. We provide intuition and informal definitions of these models.
We note that our protocols (as is the protocol in [YKH05]) are designed for semi-honest
adversaries.

Semi-honest adversaries.In most of this work we address the case where the parties
that participate in the protocol aresemi-honesti.e. they follow the protocol as prescribed
but may record all messages they get and their intermediate computations and random-
ness with the goal of subsequently deducing information not derivable solely from the
protocol output. For simplicity, we give an informal definition for the two-party case,
in the setting of deterministic functionalities.

Let f : {0, 1}∗ × {0, 1}∗ → {0, 1}∗ × {0, 1}∗ be a function. LetP be a two-
party protocol for computing(f1(x, y), f2(x, y)) = f(x, y) (note that the parties need
not compute the same function). ProtocolP for f is private if the view of partyA1

during a run of the protocol is simulatable, by a polynomial-time machine, given only
her inputx and what she should learn from running the protocol, namelyf1(x, y). By
simulatablewe mean that the same (or computationally indistinguishable) distribution
on messages thatA1 sees during a real execution of the protocol is efficiently generated
by a polynomial-time algorithm – theSimulatorS1 – givenx andf1(x, y). Similarly
the view ofA2 is required to be simulatable by some polynomial-time simulatorS2 as
S2(y, f2(x, y)).
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Composition in the semi-honest model.It is generally easier to construct protocols
for the semi-honest adversary model. In particular, there exist composition theorems
that allow for modularizing the problem, and construct protocols by composing sub-
protocols, that are each proved private with respect to semi-honest parties, into larger
protocols.

Malicious Adversaries. The semi-honest model is of abenignadversary, that acts
as prescribed in the protocol. On the other hand, amaliciousadversary may deviate
arbitrarily from its prescribed protocol. In particular, such adversaries may choose to
run the protocol with fake inputs or to stop participating in the protocol. We skip the
privacy definitions for this model as this work only deals with the semi-honest case.

Some work has to be done in order to understand the implication of the different
adversary models in the realm of DisCSP. Regardless of that, the semi-honest model is
important by itself, and one needs to solve the problem in this model to be able to solve
it in the malicious adversary model. We note that general transformations of protocols
that are secure in the semi-honest model into protocols that are secure in the malicious
model exist [GMW87]. The transformation is via a compiler that ‘forces’ the parties to
act semi-honestly. Hence, a possible design paradigm for secure protocols is to construct
first a protocol for the semi-honest model and then compile it. The problem with this
approach is that the compiler results in protocols that are inefficient in practice.

Colluding Adversaries.In the multi-party case, one has also to consider the effect of
adversarial collusion on the security of the protocol. A collusion is usually modeled by
a ‘master-mind’ adversary that learns their internal states and (in the case of malicious
adversaries) controls how they act in the protocol. Through most of this work we do not
deal with this concern.

Feasibility Results. Generic results in Secure Computation show that any function
that is computable in polynomial time, may also be computed by a secure protocol
(wrt semi-honest or malicious adversaries) with polynomial time and communication
complexities (cf. [Yao82,GMW87]). In particular, we mention Yao’sgarbled circuit
protocol for secure two-party computation of a functionf . Representf by a Boolean
circuit Cf computing it. Yao’s protocol securely computes the outcome of each circuit
gate in the natural order induced byCf . The resulting protocol, is a three-round pro-
tocol, of communication and computation complexity proportional to thesizeof Cf ,
which is at least as large as the input size off (in bits). As we noted above, using Yao’s
transformation generally results in protocols that are not efficient enough, especially
with large inputs or functionsf that exhibit high circuit complexity. The transforma-
tion may be reasonable, however, for creating sub-protocols of the problems, those with
small inputs, and simple functionality.

4.2 Basic Tools

We describe the cryptographic tools we use in the sequel.2

2 Notation: We use∈R to denote selection from a set with uniform probability.
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Oblivious Transfer. Oblivious Transfer (OT) is a specific case of secure function eval-
uation first suggested by Rabin. This is a protocol run between two parties. One party
(the sender) holds as input a list ofn valuesx0, . . . , xn−1, and the other party (the
chooser) holds as input an indexi. The result of running the OTprotocol is that the
chooser learnsxi, with no other information being leaked. I.e. in the case the values
x0, . . . , xn−1 are bits andi ∈ {0, . . . , n − 1} we have OTn1 ((x0, . . . , xn−1), i) = (⊥
, xi). An oblivious transfer protocol is a protocol that privately computes the function

Oblivious transfer serves as a basic block in our constructions. There are several
efficient constructions of oblivious transfer protocols (cf. [AIR01,NP01,NP99]), under
appropriate hardness assumptions.

Secret Sharing Secret sharing schemes enable distribution of a secret between a col-
lection of agents such that only pre-designed quorums of agents are able to reconstruct
the secret. An example is Shamir’s secret sharing scheme [Sha79] that shares a secret
s betweenn agents. The scheme chooses a random degree-t polynomialp() satisfying
p(0) = s and distributesp(i) to agenti. The scheme is a threshold scheme – any subset
of t agents may combine their shares to computes; On the other hand, the shares held
by any coalition of less thant agents are independent of the secrets, hence any subset
of less thant shares does not convey any information abouts.

In our constructions, we use a simple scheme for sharing secrets between two par-
ties. The secrets is assume to be in the range{0, . . . , n− 1}. One share ofs is chosen
at random,s′ ∈R {0, . . . , n− 1}; the second share is set tos′′ = s + s′ (modn). Note
that each of the shares is (on its own) a random number chosen from{0, . . . , n − 1}
independentlyof s. Givens′ ands′′ the secret is reconstructed ass = s′ + s′′ (modn).

A special case that we state explicitly is of sharing a single bit (n = 2, s ∈ {0, 1}).
Here, one share is chosen at randoms′ ∈R {0, 1} and the second is set tos′′ = s⊕ s′.

Oblivious Table Lookup. We will use the following table lookup protocol from [NN01].
Both the inputs to the protocol and its output are shared between two parties. Specifi-
cally, one party holds as inputs′ = s′0, . . . , s

′
n−1 andi′ ∈ {0, . . . , n − 1}; The other

party holdss′′ = s′′0 , . . . , s′′n−1 andi′′ ∈ {0, . . . , n − 1}. These inputs are shares of a
list s = s0, . . . , sn−1 with si = s′i ⊕ s′′i and an indexi = i′ + i′′ (modn).

The outcome of the protocol is a sharing ofsi. I.e. one party learns a random value
r1 ∈ {0, 1} and the other learnsr2 = r1 ⊕ si = r1 ⊕ s′i′+i′′ ⊕ s′′i′+i′′ .

Figure 1 presents the protocol in details. It is easy to verify thatr′ = e′ ⊕ z′′i′ =
e′ ⊕ e′′ ⊕ s′′i′+i′′ = e′ ⊕ e′′ ⊕ s′′i and similarlyr′′ = e′ ⊕ e′′ ⊕ s′i, hence the outcome
satisfiesr′ ⊕ r′′ = s′i ⊕ s′′i = si as required.

5 A Centralized Protocol for Secure DisCSP

Our first solution is a centralized protocol in which two serversSrv1, Srv2 cooperate
to securely solve the problem. Any two of the original agents may serve as the servers.
The servers use the simple secret-sharing scheme from Section 4.2 to jointly hold the
stateof the protocol without any of them gaining any knowledge about it. The protocol
proceeds in iterations, in each the state is obliviously updated by the servers. At the end
of each iteration, the servers only learn if the protocol should be terminated. When the
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INPUT: Alice holds s′ = s′0, . . . , s
′
n−1 and i′ ∈ {0, . . . , n − 1}. Bob holdss′′ =

s′′0 , . . . , s′′n−1 andi′′ ∈ {0, . . . , n− 1}.

1. Alice chooses an ‘encryption key’e′ ∈R {0, 1}. She ‘encrypts’ every item ins′ with
e and cyclically shifts the result fori′ steps:z′j = e′ ⊕ s′j+i′ for j ∈ {0, . . . , n − 1}.
See [NN01] for the security of this protocol. Similarly, Bob choosese′′ ∈R {0, 1} and
setsz′′j = e′′ ⊕ s′′j+i′′ .

2. Alice and Bob run two OTn1 protocols in parallel:
(a) In one protocol Alice is the chooser, with inputi′, Bob is the sender with input

z′′ = z′′1 , . . . , z′′n. Alice learnsz′′i′ and setsr′ = e′ ⊕ z′′i′
(b) In the other protocol Bob is the chooser, with inputi′′ and Alice holdsz′ =

z′1, . . . , z
′
n. Bob learnsz′i′′ and setsr′′ = e′′ ⊕ z′i′′ .

3. Alice and Bob locally outputr′, r′′ resp.

Fig. 1.Oblivious table lookup protocol.

protocol terminates, every agent learns an assignment to her constrained variables (if a
solution was found), and the number of iterations until termination.

We first describe a protocol for theChronological Backtrackingalgorithm, and then
show how other search algorithms and heuristics may be implemented. For the sim-
plicity of the presentation, we assume that each agentAi holds exactly one variable
Xi.

Similarly to the protocol of [YKH05], each agentAi, createsn − 1 matrices of
dimensions(m + 1)× (m + 1) which contain the constraints between its variable and
each of the other agents variables as follows3:

Ri,j [v1, v2] =

{0 v1 = 0 or v2 = 0
0 〈i, v1〉〈j, v2〉 is consistent
1 〈i, v1〉〈j, v2〉 is inconsistent

Figure 2 shows our (insecure) version of the Chronological Backtracking algorithm. We
now describe how to implement each of its operations in a secure manner.

In the secure protocol, all variables (including the matricesRi,j , the state variables
current, v1, . . . , vn and the intermediate variablesval, conflict, term) are shared by
Srv1, Srv2 via the simple secret sharing scheme described in Section 4.2.

Initialization. Each agentAi computes shares ofRi,j by choosing a random Boolean
matrix R′

i,j ∈R {0, 1}(m+1)×(m+1) and settingR′′
i,j = Ri,j ⊕ R′

i,j . AgentAi sends
R′

i,j to Srv1 andR′′
i,j to Srv2.

Termination. At the end of each iteration, the servers combine the shares ofterm to
decide whether to terminate the protocol. Ifterm = TRUE, they send to each agent
Ai the two shares ofvi. AgentAi then combine the shares to compute her assignment.

3 Ri,j represents the constraints held by agentAi wrt variablesxi, xj . The casev1 = 0 or
v2 = 0 is added for dealing with variables for which a partial assignment does not assign a
value.
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INPUT: Constraint matricesRi,j for 1 ≤ i, j ≤ n (we use the conventionRi,i =

0(m+1)×(m+1)).
STATE VARIABLES: current ∈ {0, . . . , n−1} – initially set to 1.v1, . . . , vn ∈ {0, . . . , m}
– initially all set to 0.term ∈ {TRUE, FALSE} initially set toFALSE.
ASSUMPTION: 〈1, v1〉, . . . , 〈current − 1, vcurrent−1〉 is a consistent partial assignment
andvcurrent+1, . . . , vn = 0.

1. While (¬term)
2. Letval = vcurrent + 1
3. Letconflict =

∨n

j=1
(Rcurrent,j [val, vj ] ∨Rj,current[vj , val])

4. If (conflict andval = m) let val = 0
5. Letvcurrent = val
6. If (¬conflict) Let current = current + 1 otherwise, if (val = 0) let current =

current− 1
7. Letterm = ((current = 0) ∨ (current = n + 1))

Fig. 2.Chronological Backtracking.

The Iterations.One option is to construct a Boolean circuitCCBT that computes an
iteration of the Chronological Backtracking heuristic, and then use Yao’s garbled circuit
transformation [Yao82]. However, the input to the circuit is of sizeO(n2m2), as it
includes all the constrain matricesRi,j , which is quite large. Instead, we choose to
use the oblivious table lookup of [NN01], in order to reduce both communication and
computation.

The functionality of Lines 1., 3., 4., 5., 6. can be described via quite compact
circuits4, hence we use Yao’s garbled circuit construction for implementing them, as
choosing more efficient constructions would results in an insignificant improvement.
On the other hand, naively implementing line 2. using Yao’s construction would re-
quire a circuit of sizeΩ(n · m2), resulting in a similar lower-bound on computation
and communication. Using oblivious table lookup, we improve on the communication
complexity, and reduce it to, roughly,O(n log m).

The privacy of the iteration functionality follows from composition theorems for the
semi-honest case, and the security of the underlying sub-protocols. We defer the details
to a later version of this work.

5.1 Implementing Other Heuristics

Unlike the protocol of [YKH05], our protocol conceals the search pattern from the par-
ticipating agents, and hence allows introducing search techniques and heuristics which
exploit the properties of the problem in order to gain efficiency. In particular, if the
states that has to be maintained by servers performing the algorithm is small, then our
techniques allow for efficient lookup ins (using oblivious table lookup) and efficient
‘update’ ofs (using the garbled circuit of [Yao82] would result in communication and
computation complexity that is proportional to the size ofs in bits). If a larger state
needs to be maintained, than updates become costly, and the techniques from [NN01]
for creating oblivious-write RAM machines may be used, incurring amortized update
communication costs roughlyO(log |s|).

The following examples demonstrate how improved search techniques and heuris-
tics may be introduced into the protocol.

4 Lines 3., 5., 6 require circuits of sizeO(log n). Lines 1., 4. require circuit of sizeO(n log m).
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Adding Simple Backjumping.For that, the two servers may share an additional array
jump-to of n integers, which for each variable, holds the largest agent index that pruned
a value from its domain. This array is updated, if needed, whenever an attempt to assign
a variable with some value fails. On a backtrack operation, the state variablecurrent
is updated tojump-to[current]

Dynamic Variable and Value Ordering Heuristics.Variable and value heuristics are
known to be very beneficial in solving CSPs [Dec03]. To perform variable ordering
the servers can instead of sharing the indexcurrent, share an array ofn + 1 indices,
initially set to all zeros. When the next variable is chosen by the heuristic5, the servers
update that variable’s entry in the array with its index in the current partial assignment.
This way the array holds the order in which the variables are assigned and performs
backtrack accordingly. A similar construction may be used for the order of values. In the
case of values, a boolean array for each variable is needed. AFALSE entry represents
a value that have not been assigned yet, and aTRUE entry represents a pruned value.

5.2 Reducing Leakage due to Timing

Timing attacks are attacks that utilize information that is leaked by measuring the time it
takes to compute a functionality. Timing attacks were presented on some cryptographic
constructions, and were shown to leak sensitive information [Koc96]. In our setting,
some information may be leaked by the protocol, just by counting the number of itera-
tionsT it takes to find a solution. We do not know how this information affects privacy,
but there is a potential to a leakage oflog T bits of information.

We present a very simple modification to our algorithm that may reduce this leakage
significantly. Namely, we add a variableT to the state shared by the servers, and change
the termination condition.T is initialized to 0 and counts the number of iterations for
which the protocol was run. The iteration procedure is modified as follows. If the state
variableterm is FALSE, then the iteration is performed as in Figure 2. Onceterm
is set toTRUE, idle iterations, where no change to variablesi, v1, . . . , vn occur. The
new termination condition requires thatterm = FALSE and T = d(1 + ε)ke for
some integerk. The valueε > 0 is a small constant. The running time of the modified
protocol is hence at most(1 + ε) times that of the original protocol. Leakage due to
timing is greatly diminished, and is bounded bylog2 log1+ε T = O(log log T ) bits of
information.

6 Secure Distributed protocols

The cryptographic primitives which we introduced in Section 4 and used in Section 5,
may also be used in constructing a distributed protocol, in which the (encrypted) prob-
lem data need not be transferred to a small collection of servers.

There are several reasons why such protocols are desirable. First, they may allow the
usage ofconcurrentasynchronous computation techniques which are commonly used
in solving DisCSPs [Yok00,Sil02,MZ03,ZM04,NSHF04]. A second reason is that they
may balance the computation and communication between the agents of the DisCSP
which were idle during most of the centralized protocol. Third, eliminating the need to
transfer the input data to servers.

5 We do not describe how the decision is made since it is specific to the heuristic chosen.
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In this section, we present a framework for constructing secure distributed proto-
cols. Assuming that agents need relatively small space for conducting a distributed CSP
protocol, we generate analternative networkin which every node represents a pair of
agents, that run a secure protocol similarly to that presented in the previous section.

6.1 Alternative Network

Given a network ofn agents, we first generate an alternative network, whose nodes
represent two or more agents of the original network, such that every agent is assigned
exactly to one node. We note that in order to prevent any information leakage due to the
alternative network structure, the construction is oblivious of the agents’ inputs. It may,
however, depend on the specific algorithm performed. For simplicity of presentation, we
assume thatn is even, and that every node of the alternative network represents exactly
two agents. Two nodes,Ni and Nj of the alternative network share an edge in the
alternative networkiff at least one of the agents of nodeNi in the originalDisCSP
is linked with one of the agents of nodeNj . Assuming theDisCSP is connected, this
would mean the alternative network is also connected. See Figure 3 for an example.

(a) (b)

Fig. 3. (a)A standard network. (b) An alternative network.

We will have the agents of every node in the alternative network secretly share
their respective states in the original DisCSP. We note that the agents need not share
their input constrainsRi,j

6. The agents in each node run a secure protocol that, in each
iteration considers the received messages, and the internal state and computes shares
of the updated state, as well as of messages that need to be sent to other nodes in the
alternative network, using techniques similar to that presented in Section 5. Similarly
to our centralized protocol, the agents of the original DisCSP are not aware of their
state in the search, and hence do not learn anything during the computation. We briefly
describe the major points in the construction.

6 I.e. agentAi holds the ‘share’Ri,j , and the other agent in the node holds the ‘share’ 0.
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6.2 The Communication Pattern.

In the distributed case, we have to deal with a potential source of information leakage
that does not usually exist in the two-party case, namely, the communication pattern.
We note that even if messages are sent encrypted, so that their content is not readable
by an adversary, the fact that a message was sent at time (or iteration)t may leak in-
formation – as it may help distinguishing inputs for which a message is sent at timet
from those where that does not happen. We may consider here two types of adversaries:
the original agents of the network, and an external viewer of the network. The agents
see only some of the messages, thus it is sufficient to make each of the individual com-
munication patterns seen by agents input-oblivious. An external viewer that learns the
entire communication pattern may even pose a worse privacy threat.

To the best of our knowledge, the problem of directly constructing input-oblivious
communication DisCSP protocols was not previously addressed. A related problem is
that of anonymous message delivery, where one hides the senders and receivers in a
communication network. In particular, using anonymous message delivery for sending
messages in a protocol results in hiding its communication pattern. A possibility is to
use the techniques of [BD03]. Their solution define several ‘buses’ (these are messages
that may contain shorter messages in ‘seats’) that run in pre-specified ‘routs’. The main
parameters of such a scheme are the time it takes to deliver a message and the commu-
nication costs. An extreme solution is that on every clock pulse, messages are passed
between all nodes of the network in both directions. This results in delivery timeO(1),
and communicationO(n2). Another extreme point is to have a single bus that traverses
the network (e.g. using a spanning tree). This results in delivery timeO(n), and com-
municationO(n2) 7. Beimel and Dolev present several ways to choose bus-routs to
obtain other tradeoffs between these parameters. We note that although a constant load
of n2 messages seems high, this is the load of common DisCSP algorithms [Yok00].

How nodes communicate.Logically, nodes of the alternative network receive messages
from other nodes, do some computation that results in updating their local state, and
eventually send messages to other nodes. The agents that correspond to a node are
responsible of performing the computation obliviously. In particular, to (logically) send
a message from one node of the alternative network to another, shares of these messages
are computed by agents of the originating node (each share is held by a single agent),
and are sent to their ‘twin’-agents in the receiving nodes (again, each share is received
by a single agent).

7 A Hybrid Protocol

In traditional DisCSP, the question whether to run a distributed or a centralized proto-
col affects both privacy and efficiency. In our setting, the privacy concern is eliminated
(wrt to non-colluding semi-honest adversaries). Hence, one should only consider the
efficiency of the protocols when deciding which to use. There are several efficiency
parameters that may be taken into account, of which we only address the total commu-
nication costs of the protocol.

As in the distributed protocol parties need not send information about their entire
inputsRi,j , we have that if the number of iterations needed to solve a DisCSP is small,

7 Heren is the number of assignments (’seats’) transferred by messages
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the distributed solution would generally be more efficient, in terms of total communica-
tion, when compared with the centralized solution (that requires sendingO(n2m2) bits
during its initialization). On the other hand, the total communication costs of running
a single iteration are generally higher in the distributed solution, and hence, when the
number of iterations is high the centralized protocol becomes more efficient.

A strategy for running the protocols may hence be to start running the distributed
protocol, and move to a centralized protocol if the number of iterations grows too high.
A reasonable turning point is when the total communication costs of the distributed
protocol exceed those of the initialization for the centralized protocol.

8 Summary

This work considered the problem of constructing efficient secure protocols for DisCSP.
We showed that the direction pointed to by [YKH05] is productive, and improved on
previous results by (i) eliminating the leakage in the protocol by [YKH05], (ii) elimi-
nating the need for external servers and, (iii) enabling the use of advanced search tech-
niques and heuristics. The overhead of running a single iteration of our protocol is a
factorO(n) greater than that of [YKH05]. However, as we allow the incorporation of
sophisticated heuristics, the gap may be bridged (by lowering the overall number of iter-
ations), retaining the other benefits of our construction. We also showed how distributed
protocols for secure DisSCP may be constructed and addressed the related problem of
constructing input-oblivious communication pattern DisCSP protocols. Finally, we dis-
cussed how our distributed and centralized solutions may be combined.
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Using Secure DisCSP Solvers for
Generalized Vickrey Auctions∗
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Abstract

Within incentive auctions, several bidders cooperate for clearing a set of offers
or requests formalized by an auctioneer, ensuring that each participant cannot do
better than by inputing his true utility.

We use a distributed weighted constraint satisfaction (DisWCSP) framework
where the actual constraints are secrets that are not known by any agent. They
are defined by a set of functions on the secret inputs from all agents. The solu-
tion is also kept secret and each agent learns just the result of applying an agreed
function on the solution. We show how to apply this framework for modeling
and solving General Vickrey Auctions (GVAs). Solutions based on secure com-
plete algorithms as well as solutions using faster secure stochastic algorithms are
proposed.

1 Introduction

Within incentive auctions, several bidders cooperate for clearing a set of offers or re-
quests formalized by an auctioneer. The allocation mechanism is designed to ensure
that each participant cannot do better than by inputing his true utility. This increases the
social welfare by efficient allocations, and for one item auctions it is proven to have sim-
ilar outcomes as the traditional English Auctions. A previous attempt to solve auctions
using distributed constraint frameworks is described in [SF02], but it did not provide
incentiveness.

A constraint satisfaction problem (CSP) is modeled as a set of variables and a set
of constraints on the possible values of those variables. The CSP problem consists in
finding assignments for those variables with values from their domains such that all
constraints are satisfied. The CSP techniques require every participant to reveal its
∗This article is an adapted and improved extract from FIT Technical Report CS-2004-

11 [Sil04a], [SZB04] and 2002,2003, and 2004 patents.
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Figure 1: A constraint between two variables, place (x1) x1∈{Paris(P ), Quebec(Q)},
and time (x2) x2∈{Tuesday(T ),Wednesday(W )}. The 0s mark rejected tuples.
I.e. this constraint allows only the pairs (P,W) and (Q,T), and can be written
{(P,W ), (Q,T )}.

preferences (e.g. to a trusted server), to compute the solution. Therefore, they apply
only when the participants accept to reveal their preferences to the trusted party.

There exist frameworks and techniques to model and solve distributed CSPs (DisC-
SPs) with privacy requirements, namely when the domains of the variables are private to
agents [YDIK98, MJ00], or when the constraints are private to agents [SSHF00, Sil03,
SR04].

In this article we present a recent framework [SAZB05] for the distributed con-
straint satisfaction problems. That framework can model naturally existing dis-
tributed constraint satisfaction problems, and also all necessary steps for incentive auc-
tions [YS03, YS04, Fal04]. The new framework assumes that the constraints are not
necessarily known to absolutely any agent but they are computable from secret inputs,
with known functions. These functions use secret inputs provided securely by the differ-
ent participants. Similarly, the final assignments are secret and each agent can retrieve
just the result of applying some agreed function on the secret solution.

We start introducing formally the CSP problem.

CSP. A constraint satisfaction problem (CSP) is defined by three sets: (X , D, C).
X = {x1, ..., xm} is a set of variables and D = {D1, ..., Dm} is a set of finite domains
such that xi can take values only from Di = {vi1, ..., vidi}. C = {φ1, ..., φc} is a set of
constraints. A constraint φi limits the legality of each combination of assignments to
the variables of an ordered subset Xi of the variables in X , Xi ⊆ X . An assignment is
a pair 〈xi, vik〉 meaning that the variable xi is assigned the value vik.

A tuple is an ordered set. The projection of a tuple ε of assignments over a tuple of
variablesXi is denoted ε|Xi . A solution of a CSP (X ,D,C) is a tuple of assignments, ε∗,
with one assignment for each variable in X such that each φi∈C is satisfied by ε∗|Xi .
The search space of a CSP is the Cartesian product of the domains of its variables.
Example 1 In a CSP, one has to find a place (x1) and time (x2) for meeting. x1 is
either Paris (P ) or Quebec (Q), i.e. D1={P,Q}. x2 is either Tuesday (T ) or Wednes-
day (W ), i.e. D2={T,W}. There are two constraints: φ1={(P,W ), (Q,T )}, and
φ2={(P,W ), (Q,T ), (Q,W )}. φ1 is depicted in Figure 1. The problem is to find val-
ues for x1 and x2 satisfying both φ1 and φ2.
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Figure 2: An arithmetic circuit, g = yz+(x−z) and f=(xz+yz)g. Each input can be
the secret of some participant. The output may not be revealed to all participants. All
intermediary values remain secret to everybody.

We consider that a set of participants are the source of such CSPs and one has
to find agreements for a solution, from the set of possible alternatives, that satisfies
a set of (secret) requirements of the participants. This view suggests a concept of a
distributed CSP. Several frameworks were proposed so far for Distributed Constraint
Satisfaction [ZM91, CDK91, YSH02a, MJ00, SAZB05]. Some versions consider that
each agent owns a constraint of the CSP [ZM91, SGM96]. This constraint could model
the private information of the agent [SSHF00]. Other versions consider that each agent
owns the domain of a variable while the constraints are shared [YDIK98]. The secret
domains can also model some private constraints of the agent.

We show how to use complete secure distributed weighted CSP solvers for address-
ing GVA. In [SF05] we propose secure stochastic algorithms for solving Distributed
CSPs. We show that (taking some precautions to always explore the same subset of
the search space) such stochastic algorithms can be used to provide an incomplete but
secure solver for large GVA problems.

2 Background

Our techniques here apply only to problems whose constraints and outputs can be rep-
resented as first order logic expressions, or as arithmetic circuits on inputs. Actually,
we proposed a procedure to translate first order logic definitions of constraints/outputs
into arithmetic circuits [SZB04]. In the following we introduce arithmetic circuits and
a short overview of the literature and techniques that made them relevant.
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2.1 Secure Arithmetic Circuit Evaluation

Secure multi-party computations can simulate any arithmetic circuit [BOGW88] or
boolean circuit [Kil88, Gol04] evaluation. An arithmetic circuit can be intuitively
imagined as a directed graph without cycles where each node is described either by
an addition/subtraction or by a multiplication operator (see Figure 2). Each leaf is a
constant. In a secure arithmetic circuit evaluation, a set of participants perform the op-
erations of an arithmetic circuit over some inputs, each input being either public or an
(encrypted/shared) secret of one of them. The result of the arithmetic circuit are the
values of some predefined nodes. The protocol can be designed to reveal the result
to only a subset of the agents, while none of them learns anything about intermediary
values. One says that the multi-party computation simulates the evaluation of the arith-
metic circuit. A boolean circuit is similar, just that the leafs are boolean truth values,
false or true, often represented as 0 and 1. The rest of the nodes are boolean opera-
tors like AND or XOR. A function does not have to be represented in this form to be
solvable using general secure arithmetic circuit evaluation. It only needs to have such
an equivalent representation. For example, the operation

∑E
i=B f(i) is an arithmetic

circuit if B and E are public constants and f(i) is an arithmetic circuit. The same is
true about

∏E
i=B f(i). Such constructs are useful when designing arithmetic circuits.

Secure protocols for evaluating such circuits use [BOGW88] or oblivious transfer.
Using the techniques for secure addition and multiplication one can build secure

techniques for comparison (cmp(x, y) returning 1 if x < y and 0 otherwise), and for
Kronecker’s delta (δK(x, y) returning 1 if x = y and 0 otherwise).

3 Privacy concepts

Definition 1 ([BOGW88]) A multi-party computation is t-private if an attacker con-
trolling any at most t participants cannot learn anything from the computation, except
from what can be inferred from its outputs and prior knowledge.

Given secret constraints σ the prior knowledge Γ of the t colluders and a multi-party
computation process Π with answer α, the technique is t-private if the probability distri-
bution of the secrets is conditionally independent on Π given answer α and knowledge
Γ.

P (σ|α,Γ,Π) = P (σ|α,Γ)

However, many algorithms provide answers α that contain more information than
what is actually needed. We typically decompose α in a desired data α∗ and an algo-
rithmic dependent unrequested data α. For DisCSPs the desired data is an assignment
of some variables satisfying constraints, and the unrequested data consists of peculiari-
ties of the used algorithm A (e.g., the solution is the first/last in some known order on
alternatives).
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function (S)MPC-DisCSP1(T,(X,D,C))
SHUFFLE(X,D,C) //using the mixnet;
for i=1 to T do

S[i]=
∏
φ∈C φ(εi);

F=DisCSP1(T,(X,D,C));
UNSHUFFLE(F); // Unshuffle each vector in F separately;
set solution F to 0 with probability p; //optional (see [Sil05a, SF05]);
return F;

Algorithm 1: Stochastic MPC-DisCSP1 for solving a CSP (X,D,C) with k alternatives
and exploring T alternatives. When T = |D1×...×Dm| then the algorithm is complete.
The function DisCSP1 is the arithmetic circuit in Figure 3.

We say that an algorithm A achieves maximal t-privacy if the probability distribu-
tion of the secrets is conditionally independent on Π,A and α given requested data α∗

and prior knowledge Γ.

P (σ|α,Γ,Π,A) = P (σ|α∗,Γ)

For distributed CSPs, maximal t-privacy typically implies the return of uniformly
random selected solutions whenever the problem may have more than one solu-
tion [SR04].

3.1 Overview of MPC-DisCSP1

In [Sil03] we have proposed a polynomial space multi-party computation technique,
called MPC-DisCSP1, that extracts a (non-uniformly) random solution of a distributed
CSP [SR04]. MPC-DisCSP1 is t-private (and can be t-resilient when using the zero-
knowledge proofs in [Sil05b]) and uses general multi-party computation building
blocks.

MPC-DisCSP1 implements DisCSP() in five phases (also see Algorithm 1):

1. Share the secret parameters of the input DisCSP using secret sharing.

2. The shared DisCSP problem is shuffled in a cooperative way, reordering val-
ues (and eventually variables), with a permutation that is not known to any-
body [Sil03, Sil05b].

3. A computation returning the first solution of the DisCSP where the operations
performed by agents are independent of the input secrets (to avoid leaking the
secrets), is executed by simulating arithmetic circuits evaluation. This is shown
in Figure 3.

4. The solution (represented as unary constraints on domains) returned at Step 3
is translated into the initial problem formulation using a transformation that is
inverse of the shuffling at Step 2 [Sil05b].
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p(ε, P ) =
∏

φ∈C
φ(ε)

satisfiable(P ) = 1− δK(0,
∑

εi∈[ε1...εT ]

p(εi, P ))

gi,j(P ) = satisfiable(P ∪ {xi = j} ∪k<i (xk = fk(P )))

fj(P ) =

|Dj |∑

i=1

i ∗ (gj,i(P ) ∗ δK(0,
∑

k<i

gj,k(P )))

Figure 3: Arithmetic circuit DisCSP1 for a CSP P = (X,D,C). The result is the
vector of vectors {{δK(fi, j)}j∈[1..|Di|]}i∈[1..m]. Versions with other primitives appear
in [Sil03, Sil04b]

5. Construct the solution from its secret shares.

It is also possible and very simple to find all solutions [HCN+01]. However, when
only a single solution is needed, this leaks a lot of information. At Step 3, MPC-
DisCSP1 requires a computation whose cost is independent of the input, since otherwise
the users can learn things like: The returned solution is the only one, being found after
unsuccessfully checking all other tuples, all other tuples being infeasible. Since the
computation has to be independent of the problem details, its cost is exponential (at
least as long as nobody proves P=NP).

Note that other alternative techniques are available, notably MPC-DisCSP1 [Sil03],
MPC-DisCSP2 [SM04], MPC-DisCSP3 [Sil04b], and MPC-DisCSP4 [Sil05a]. We will
call them generically MPC-DisCSPx.

In [SM04] we show how to transform any of these techniques in a solver for dis-
tributed weighted constraint satisfaction, denoted accordingly MPC-DisWCSPx. The
modification consists only in a change to Step 3, namely computing W times (where
W is the number of possible total weights) an arithmetic circuit similar to the one in the
Step 3 of the corresponding MPC-DisCSPx, and performing an additional secure com-
putation integrating their result. Also, for the computation corresponding to a possible
total weight B, the function p(εi, P ) is replaced with p(εi, P ) = δK(B,

∑
φ∈C φ(ε)).

3.1.1 Complete versus Stochastic Techniques

The algorithm MPC-DisCSP1 is complete when the parameter T is set to the size of the
search space. If T is smaller than |D1 × ... × Dm| then the algorithm is incomplete.
Namely it will return a solution picked randomly from T unknown randomly selected
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Figure 4: MPC-DisCSP4 using mix-nets

elements of the search space. If no solution exists among those T elements then a don’t
know answer is returned. Note that the time cost of the computation is linear in this
parameter T (assuming that the constraints have a bounded arity, limiting the cost of
the shuffle).

As follows, a stochastic algorithm is obtained wherein one can address a problem of
any size in any predefined available amount of time (larger than the time for the shuffle)
by choosing the T parameter accordingly. If no solution is found after exploring the
T elements then the returned failure has the meaning don’t know. The obtained algo-
rithm is called secure Stochastic Multi-party Computation for solving DisCSPs (SMPC-
DisCSP1). Similar stochastic algorithms can be obtained from the other versions of
secure DisCSP solvers, based both on mix-nets and arithmetic circuits [SF05].

3.2 Overview of MPC-DisCSP4

In [Sil05a] we have proposed a multi-party computation technique, called MPC-
DisCSP4, that extracts a uniformly random solution of a distributed CSP.

MPC-DisCSP4 implements DisCSP() in five phases:

1. Share the secret parameters of the input DisCSP using secret sharing. The value
of each publicly possible assignment (allocation in GVA) is securely evaluated
into a vector of shared secrets S.

2. The shared vector S is shuffled in a cooperative way with a permutation that is
not known to anybody [Sil05b].

3. An arithmetic circuit is used to set all shared values in the shuffled S to 0, except
for the first non-zero one.

4. The shared vector obtained at Step 3 is translated into the initial problem formu-
lation using a transformation that is inverse of the shuffling at Step 2 [Sil05b].
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5. Construct the solution from its secret shares.

In this article we only address multi-party computations without trusted servers. A
family of secure solvers based on trusted servers is proposed in [YSH02a].

4 Distributed CSPs with constraints secret to everybody

Here we show how a distributed weighted CSP framework can model some famous
WCSP problems, namely optimizations occurring in clearing incentive auctions.

4.1 DisCSPs with constraints secret to anybody

Here we remind the DisCSP framework in [SAZB05]. It proposes a way to model
distributed CSPs, where a constraint is not (necessarily) a secret known to an agent, or
public, but can also be a secret unknown to all agents.

A Distributed CSP (DisCSP) is defined by six sets (A,X,D,C, I , O) and an arith-
metic structure F . A={A1, ..., An} is a set of agents. X ,D, and the solution are defined
like for CSPs.

I={I1, ..., In} is a set of secret inputs. Ii is a tuple of αi secret inputs (defined on a
set F ) from the agent Ai. Each input Ii belongs to Fαi .

Like for CSPs, C is a set of constraints. There may exist a public constraint in
C, φ0, defined by a predicate φ0(ε) on tuples of assignments ε, known to everybody.
However, each constraint φi, i>0, in C is defined as a set of known predicates φi(ε, I)
over the secret inputs I , and the tuples ε of assignments to all the variables in a set of
variables Xi, Xi ⊆ X .

O={o1, ..., on} is the set of outputs to the different agents. oi : D1×...×Dm → Fωi

is a function receiving as parameter a solution and returning ωi secret outputs (from F )
that will be revealed only to the agent Ai.

This framework has been experimented successfully for modeling and solving sta-
ble desk-mates problems with 7 participants [SAZB05] (requiring two minutes) and
stable marriages problems with 4 participants [Sil04c] (taking a few seconds).

4.2 Distributed Weighted Constraint Satisfaction Problems

Now let us describe the extension of that framework to Distributed Weighted Satisfac-
tion Problems.

Definition 2 A distributed constraint satisfaction problem (DisWCSP) is defined by six
sets (A,X,D,C, I,O), an arithmetic structure F , and a set of acceptable solution
qualities B, that can be often represented as an interval [B1, B2]. A={A1, ..., An} is a
set of agents. X = {x1, ..., xm} is a set of variables and D = {D1, ..., Dm} is a set of
finite domains such that xi can take values only fromDi = {vi1, ..., vidi}. An assignment
is a pair 〈xi, vik〉 meaning that the variable xi is assigned the value vik. A tuple is an
ordered set. I={I1, ..., In} is a set of secret inputs. Ii is a tuple of αi secret inputs
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(defined on a set F ) from the agent Ai. Each input Ii belongs to Fαi . C = {φ0, ..., φc}
is a set of constraints. A constraint φi weights the legality of each combination of
assignments to the variables of an ordered subset Xi of the variables in X , Xi ⊆
X . φ0 is a public constraint defined by a function φ0(ε) on tuples of assignments ε,
known to everybody. Each constraint φi, i>0, in C is defined as a known function
φi(ε, I) over the secret inputs I , and the tuples ε of assignments to all the variables
in a set of variables Xi, Xi ⊆ X . The projection of a tuple ε of assignments over a
tuple of variables Xi is denoted ε|Xi . A solution is ε∗ = argmin

ε∈D1×...×Dn

∑c
i=1 φi(ε|Xi ), if

∑c
i=1 φi(ε∗|Xi ) ∈ [B1...B2]. O={o1, ..., on} is the set of outputs to the different agents.

oi : I × D1 × ... × Dm → Fωi is a function receiving as parameter the inputs and
a solution, and returning ωi secret outputs (from F ) that will be revealed only to the
agent Ai.

Solvers developed in our previous work require that the functions in sets O and C
are input either in first order logic form, or in the form of arithmetic circuits.

The public constraint φ0 can be input into the system using a set of constraints
{φ1

0, φ
2
0, ...}, and the tuples of assignments accepted by φ0 can be obtained separately by

each agent, when needed, using any systematic search technique that finds all solutions
of a CSP, e.g. backtracking or lookahead algorithms (BT, BM, CBJ, FC, MAC, EMAC,
etc.).

5 Incentive Auctions1

To clear a combinatorial auction according to the (non-incentive) 1st price criteria when
several allocations may be optimal:

1. The participants select as public parameters of the problem a set of variables
X where there is a distinct variable for each item to be sold, and the domain
of each variable is the set of participants that may own the item at the end of
the auction (by winning it or by not selling it). There is a function φk(ε, I) for
each participant Ak, which associates to each possible tuple ε of assignments of
the variables in X , an element of Ik (the bid of Ak for ε). The maximum and
minimum value of the sum of the bids B1, B2, are also enforced by allocating
ranges of possible bids to each participant.

(Alternatively, variables can be associated to agents and their domain is the bid
for each possible bundle. Public constraints limmit the possible allocations of
bundles to agents.)

2. Each participant decides its secret inputs Ik (bids) for each tuple defining an al-
location, by taking into account both the items she acquires and the reservation
price of the items she cedes in that allocation.

1Patent Pending.
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3. The secret inputs are shared with a secret sharing scheme. The weight of each
publicly permitted constraint φk (bid of each agent) is computed securely (typi-
cally equal to the input).

4. A solution of the DisWCSP is computed with a secure protocol (e.g. MPC-
DisWCSPx) [SM04]. As a result, a shared secretwi will specify the value of each
variable xi in the selected optimal solution, and w0 specifies the total weight of
the selected solution.

5. The chosen allocation and its total price can be revealed by reconstructing the
secrets wi from shares.

To reveal the winner allocation only to the participants involved in it, the par-
ticipants must agree on the functions ok specifying that each participant learns
the allocation of the items that she receives. Also, each participant receives
the shares of the variables for items that she is selling, to learn whom to give
them. Namely, ok returns an array such that with m items and n participants,
∀i, 0 < i ≤ m, if xi models an item of Ak then ok[i] = xi, otherwise
ok[i] = (xi = k). These first order logic predicates are translated in arithmetic
circuits as shown in [SZB04]: (xi = k) (aka δK(xi, k)–Kronecker’s delta) be-
comes 1

(k−1)!(n−k)!

∏k−1
i=1 (xi − i)

∏n
i=k+1(i − xi). Other ways of computing

δK(xi, k) are given in [Kil05, DFNT05].

6. The exact price pu to be paid by each agent Au in this case is the bid
of the agent Au for the solution, and can be made known to a partic-
ipant Ai with an output o′i[u] = φu(ε∗, I), by the arithmetic circuit:∑

k λ(
∑n

i=1 (wi
∏i−1
j=1 di),

∏n
i=1 di)[k]φu(εk, I),

where wi is the shared secret specifying the index of xi in the solution and
λ(s, d) is a function translating a shared secret s into a vector of shared se-
crets with dimension d+1 having a one at index s and 0 elsewhere (see function
value2unaryconstraintX in [Sil03]). Calling the λ function is not needed
when using DisWCSP2, DisWCSP3, or DisWCSP4, since they already have the
result as the vector that is the outcome of unshuffling.

The result is the value of the point product between the vector returned by λ and
a vector with the weights (bids) for each tuple, ordered lexicographically.

The previous arithmetic circuit is usable if each agent provided a separate bid
for each possible allocation [Sil02, YS03, NSY04]. Otherwise an appropriate
arithmetic circuit has to be designed that is adapted to select the bid of the winning
solution from the format of the input of the bidder.

For incentive auctions (using Clarke tax, like GVA), one uses the algorithm for 1st

price auctions as a component where the result is not revealed:
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function GVA(T,(X,D,C))
SHUFFLE(X,D,C) //using the mixnet or arithmetic circuits;
for b = B2 to B1 do

for i=1 to T do
for j=1 to n do

cj [i] = δK(b,
∑

φ∈C\{φj} φ(εi));

F[b]=DisCSP1(T,(X,D,C));
Wj [b] = 1− δ(∑T

i=1 cj [i]);

W=integrate F [b] to get wi using technique in [SM04];
for j=1 to n do

w0[j] =
∑

b=B2toB1
bWj [b]δK(0,

∑B2
k=b+1 Wj [k]);

UNSHUFFLE(W); // Unshuffle each vector in W separately;
for k = 1 to n do

pk is computed as in Step 6 of 1st price action;
w′0[k] = w0 − pk;
V CGk = w0[k]− w′0[k];

reveal allocations wi to interested agents (as in Step 5 of 1st price action);
reveal each Ak its Vickrey-Clarke-Grooves tax V CGk;

Algorithm 2: GVA for an auction represented as a shared CSP (X,D,C).

GVA

• The winning allocation is computed with the algorithm for 1st price auctions
without revealing the results. Namely, at the end of the last step, the price pk
to be paid by each agent Ak is not revealed but it is independantly subtracted
from w0 (the shared secret representing the total weight of the solution to
the DisWCSP, as returned by the used MPC-DisWCSPx) obtaining a shared
secret w′0[k] = w0 − pk.

• Additional n more maximization processes are run solving the DisWCSP,
each k-th maximization by not considering the bids of the agent Ak, and
recording the obtained w0 as w0[k] (skipping the computation of the corre-
sponding allocations, wi for i > 0).

Separate shuffling/unshuffling is not needed in used MPC-DisWCSPx pro-
cessing for these additional maximizations, and these computations are
preferably done on the shuffled encoding of the problem used at Step 4 in
the algorithm computing the winning allocation with 1st price criteria.

• The price (Clarke tax) to be paid by each bidderAk is given byw0[k]−w′0[k].
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6 Analysis

We have shown here how to apply secure solvers for Distributed Weighted CSPs to
securely clear incentive auctions (in particular GVA). The computational complexity
for securely clearing a GVA auction with this technique is given by the cost of solving
the DisWCSP, i.e., b times higher than to solve a DisCSP of the same size (where b is
the number of possible total weights – aggregated utilities – for an allocation).

For the n rounds of optimisation for finding w0[k], the cost if nb calls to the satisfi-
able function for c− 1 constraints.

Remark 1 The n runs of the solver for computing the elements of w0[k] will add only
O(nb) calls to the satisfiable(P) function, each of them excluding an agent’s
constraint (bids).

Secure Stochastic Techniques One typical way to improve the speed of GVA solvers
is to reduce the number of possible bundles to a small predefined set. When possible
such a technique speeds our secure algorithm since its cost directly depends on this
number (specially when based on MPC-DisCSP4).

Another way of speeding up computations is by using secure stochastic solvers (that
explore only a subset of the search space), as SMPC-DisCSP1. However, to ensure in-
dividual rationality one has to guarantee that all instances of the optimization (for the
computation of each w0[k]) have to be run using only allocations that were considered
at the computation of the winning allocation. This can be achieved if in the aforemen-
tioned method for solving GVA, the same T is used for all the n computations of the
elements of w0[k].

7 Comparison with related work

There exist many recent algorithms for securely clearing incentive auctions (e.g., [Sil02,
YS03, NSY04, YS04]). The technique in [YS04] is based on dynamic programming
and therefore can be faster. Our technique differentiates itself by the guarantee that the
solution is selected randomly among the optimal allocations. Other techniques did not
use distributed CSPs (except indirectly by our previous technique in [Sil02, NSY04],
but where the problem of several solutions was not handled).

8 Conclusions

Privacy has been recently stressed in [MJ00, FMW01, WF02, FMG02, YSH02b] as an
important goal in designing algorithms for solving DisCSPs. In this article we have in-
vestigated how versions of old and famous problems, incentive auctions, can be solved
such that the privacy of the participants is guaranteed minimizing even what is leaked
by the selected solution. Incentive auctions are a very intense field of research as ap-
plication of agents and economic theories. Our technique uses secure simulations of
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arithmetic circuit evaluations and is therefore information theoretically secure when-
ever no majority of the participants colludes to find the secret of the others, and when
all agents follow the protocol. Since we are restricted to arithmetic circuits, full privacy
is achievable with computational security. We also show how faster but incomplete se-
cure solvers can be provided using the secure stochastic techniques proposed in [SF05],
namely by making sure that the same subset of the search space is explored by the
different optimization instances performed by the GVA solver.
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Abstract. The advantages offered by iterative improvement search make it a
popular technique for solving problems in centralised settings. However,the key
challenge with this approach is finding effective strategies for dealing with local
optima. Such strategies must push the algorithm away from the plateaux in the
objective landscape and prevent it from returning to those areas. A wide variety
of strategies have been proposed for centralised algorithms, while the twomain
strategies in distributed iterative improvement remain constraint weighting and
stochastic escape. In this paper, we discuss the two phased strategy employed in
Distributed Penalty Driven Search (DisPeL) an iterative improvement algorithm
for solving Distributed Constraint Satisfaction problems. In the first phase of the
strategy, agents try to force the search out of the local optima by perturbing their
neighbourhoods; and use penalties, in the second phase, to guide the search away
from plateaux if perturbation does not work. We discuss the heuristics that make
up the strategy and provide empirical justification for their inclusion. We also
present some empirical results using random non-binary problems to demonstrate
the effectiveness of the strategy.

1 Introduction

Recent advances in communications technology have creatednew types of problems
that require systems of autonomous agents to interact and negotiate for possible so-
lutions. Some of these problems, such as scheduling and resource allocation, can be
formalised as Distributed Constraint Satisfaction Problems (DisCSPs) where they are
decomposed into variables and constraints partitioned amongst the agents involved.
DisCSPs are solved by a collaborative search process in which agents try to find valid
combinations of values that satisfy all the constraints.

Most of the search algorithms for solving DisCSPs are based on systematic back-
tracking, where agents take turns, either synchronously orasynchronously, to select
values for the variables they represent or to detect invalidselections made by other
agents. While these algorithms have been shown to be complete, they still inherit some
of the drawbacks of backtracking in general. Iterative improvement search for distrib-
uted constraint reasoning was introduced in the form of the Distributed Breakout Algo-
rithm (DBA) [16] and the Distributed Stochastic Algorithm (DSA) [17] as alternatives
to backtracking. Although these algorithms are incomplete, they come with the ad-
vantage of being able to converge quicker on large problems than backtracking based
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approaches. However they can also converge quickly to localoptima. To deal with this,
weights are attached to constraints in DBA and those on violated constraints are in-
creased whenever the search is stuck. While in DSA, agents tryto avoid local optima
by stochastically deciding when to make hill climbing moves.

In this paper, we discuss a two phased strategy for dealing with local optima in the
Distributed Penalty Driven Search (DisPeL) algorithm. In the first phase, agents try to
perturb their neighbourhoods aiming to push the search out of the current plateau it oc-
cupies. And in the second phase, agents increase penalties attached to domain values to
in order to reshape the objective landscape and guide the search away from the plateau.
We discuss the impact of these heuristics and present results of empirical evaluations
carried out using random non-binary DisCSPs.

The remainder of this paper is structured as follows. We start with brief prelim-
inaries on distributed constraint satisfaction problems in Section 2. After which, the
algorithm and its strategy is discussed. Following that we present results of the empir-
ical evaluations. In Section 5 we discuss the contributionsof the various parts of the
strategy and discuss related work in Section 6.

2 Background

A Constraint Satisfaction Problem (CSP) is formally definedas a triple (V, D, C) com-
prising a set of variables (V), a set of domains (D) listing possible values that may be
assigned to each variable, and a set of constraints (C) on values that may be simulta-
neously assigned to the variables. The solution to a CSP is a complete assignment of
values to variables satisfying all the constraints.

DisCSPs formalise problems that occur in distributed environments within the CSP
framework [15]. In these scenarios, information about a problem is held by a coalition
of participants and for some reasons (such as security or privacy) the information can
not be collected centrally in one location. Each participant in the DisCSP is therefore
represented by an agent, which is aware of all the participant’s variables1 and the con-
straints they are involved in. Agents collaborate to solve the DisCSP, each seeking to
find assignments for its variables that satisfy all attachedconstraints.

3 Distributed Penalty Driven Search

3.1 Overview

Distributed Penalty Driven Search (DisPeL) was first introduced in [3] as an adaptation
of the centralised Guided Local Search [12] for solving DisCSPs. In [4], we presented a
new version of the algorithm and changed the name to reflect the nature of its strategy.
Both versions used similar strategies for dealing with local optima, but differ funda-
mentally in how the growth of penalties are controlled. In the first version, an upper
bound is placed on the size of penalties. While, in DisPeL all penalties are discarded
periodically.

1 Here we assume that each agent represents just one variable.
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DisPeL is a synchronous iterative improvement algorithm for solving DisCSPs. It
is essentially a greedy algorithm that starts with a random initialisation, which agents
try to improve by selecting values that minimise the number of constraints violated in
each iteration. To deal with local optima, a two phased strategy is employed as follows:
(i) perturbation phase: it tries to perturb the local neighbourhood to force agents to try
other combinations of values (i.e. to explore other areas ofthe search) and; (ii) learning
phase: if perturbation does not resolve the deadlock, it tries to learn about and avoid the
value combination that caused the deadlock.

Perturbation as way of dealing with local optima is fairly common with centralised
local search algorithms, and typically comes in the form of stochastic actions aimed at
pushing an algorithm out of the plateau it occupies. In DisPeL’s perturbation phase, we
use a temporary penalty to try and force agents to consider combinations of values other
than the current one. The temporary penalty was selected as aresult of experiments we
conducted where a greedy algorithm was pushed to a local optimum, various perturba-
tion mechanisms applied to it and their effects evaluated. The temporary penalty came
out strongest because it did not create as many new violations in other parts of the prob-
lem as the other alternatives despite not resolving as many of the original violations as
some other mechanisms.

In the learning phase (second part of the strategy), DisPeL tries to learn about and
avoid bad assignments i.e. those associated with local optima. Incremental penalties
are attached to each domain value and incorporated into the objective function. When
a perturbation is unable to resolve a conflict, the incremental penalties attached to all
values associated with the conflict are increased. The desired effect is twofold. First, it
changes the shape of the objective landscape making surrounding areas more promising,
and secondly, it makes agents less likely to select those values as the search progresses
unless they offer significant improvements to the objectivefunction.

To tie both parts of the strategy together, we use a no-good store to keep track of
a fixed number of recent conflicts. Therefore whenever the temporary penalty is used,
the assignments that make up the no-good causing the conflictis placed in the store.
As such, when next there is a deadlock an agent can find out if a previous attempt at
resolving it has been made, and hence decide on the appropriate course of action.

3.2 Algorithm details

The objective function (h) for each agent is defined as follows:

h(di) = v(di) + p(di) +







t if a temporary penalty is imposed

0 otherwise
(1)

where:
di is the ith value in the variables domain
v(di) is the number of constraints violated ifdi is selected
p(di) is the incremental penalty attached todi

t is the temporary penalty (t > 1)
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The temporary penalty is used in a single iteration and it hasto be discarded imme-
diately after it is used. The temporary penalty can be any integer greater than 1, and its
size does affect the overall behaviour of the algorithm. With a small temporary penalty
(e.g.t = 2) it is possible that some agents are not forced to change the values of their
variables because the alternatives are significantly worsethan the deadlock state. As
such, the perturbation to the neighbourhood may not travel far beyond some agents.
With a large temporary penalty (e.g t = 100), all agents imposing temporary penalties
are forced to change their variables’ values and the perturbation is likely to percolate
further away in the constraint graph from the agent that initiated it. While this may be
beneficial on some types of problems, it also has detrimentaleffects on many types of
problems. We uset = 3 in all experiments reported in this paper, irrespective of the
problem size. We discuss the impact of the temporary penaltyfurther in Section 5.

Incremental penalties attached to values associated to a deadlock are increased when
the perturbation fails to resolve it. While this allows agents to avoid bad assignments,
there is potential for the incremental penalties to dominate the objective functions to
the extent that it possibly diverts the search away from promising regions. To deal with
this, we reset the incremental penalties to zero: (i) when agents find consistent values
for their variables and (ii) periodically. In the former, simply because it is assumed
that the penalties have become redundant. While in the latter, the penalties are reset
to keep potential paths to solutions open. This is somewhat risky because if penalties
are reset too often, search experience is lost too quickly and there is not much benefit
of using the penalties in the first place. While resetting penalties after long periods
can affect the objective function such that rather than seeking to minimise the number
of constraints violated, emphasis shifts to minimising thepenalties. The alternative to
resetting penalties is to allow them to decay periodically,as done in [9], so that search
memory is not entirely lost every so often. For the periodic resets, we have been able to
establish from empirical experiments that performance is optimal (especially in terms
of search cost) if it is done every six iterations. This valueis used for all experiments
(including those reported here), irrespective of problem size, type, or structure.

Each agent has a no-good store to help determine appropriateactions for deadlock
resolution, with which it maintains a list of recent no-goods on a First-In-First-Out ba-
sis. A no-good is an agent’s AgentView comprising all its neighbours’ current assign-
ments. No-goods are specifically used as short term memory and are not considered as
new constraints and, therefore the number stored is limitedin order to save memory.
As a rule of thumb, we fix the size of the no-good store for each agent toN; where
N is the number of neighbours the agent has. Specifically to take into account the size
of the individual DisCSP being solved2. The size of the no-good store can also deter-
mine how often agents perturb their neighbourhoods, affecting the overall efficiency of
the algorithm. Too many perturbations can cause the algorithm to wander about in the
search space reducing exploitation activity, while a largeno-good store cuts down on
the necessary exploration activity.

2 This also helps us keep our comparisons with other algorithms fair, since we are not optimising
it for each problem type or size.
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The pseudo-code of the algorithm is outlined in Figures 1, 2,and 3.

3.3 Agent behaviour

At initialisation, agents create a static ordering using part of the Distributed Agent Or-
dering algorithm [6] so that unconnected agents can act in parallel. Agents do this indi-
vidually by partitioning their neighbours into a set of higher priority (those with lower
IDs) and lower priority (those with higher IDs) neighbours.During the search, agents
will communicate with both sets of neighbours but would onlybecome active (i.e. to
select values for their variables) after receiving messages from all higher priority neigh-
bours.

In the normal course of the search, an agent selects a value that minimises equa-
tion (1) and informs its neighbours of this value. If the agent is stuck at a quasi-local-
minimum, it initiates the conflict resolution process as described earlier. We define a
quasi-local-minimum as a situation where the AgentView of an agent with an inconsis-
tent variable is unchanged in two consecutive iterations (Figure 2, line 2). Given that
the agent will always select the value minimising the numberof constraints violated, if
its neighbour’s values are unchanged from one iteration to the next, then it obviously
means that there is no improvement forthcoming. This differs from the definition in
[16].

1 initialise
2 do
3 when active
4 rpCounter++
5 if rpCounter = 6
6 reset incremental penalties
7 rpCounter = 0
8 end if
9 if penalty message received

10 respond to message()
11 else
12 if current value is consistent
13 reset incremental penalties
14 send message(id, value, null ) to neighbours
15 else
16 resolveconflict()
17 end if
18 end if
19 return to inactive state
20 until terminate

Fig. 1.DisPeL: Agent main loop

To perturb its neighbourhood, a deadlocked agent imposes a temporary penalty on
the current value of its variable and at the same time, requests all lower priority agents
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1 procedure resolveconflict()
2 if agentView(t)6= agentView(t-1)
3 select value minimising objective function
4 send message(id, value, null )
5 return
6 end if
7 if agentView(t) is not in no-good store
8 add agentView(t) to no-good store
9 impose temporary penalty on current value

10 select value minimising objective function
11 send message(id, value, addTempPenalty)
12 else
13 increase incremental penalty on current value
14 select value minimising objective function
15 send message(id, value, increasePenalty)
16 end if
17 end procedure

Fig. 2.DisPeL: Initiating the conflict resolution process.

1 procedure respondto message()
2 if message is increase incremental penalty
3 increase incremental penalty on current value
4 select value minimising objective function
5 else
6 impose temporary penalty on current value
7 select value minimising objective function
8 end if
9 send message(id, value, null )

10 end procedure

Fig. 3.DisPeL: Responding to a penalty message received from a higher priority agent

with variables violating constraints with its variable to do the same (Figure 2, lines
7-11). After which, it places the current AgentView in the no-good store for future
reference. If later in the search the agent returns to the same deadlock (evident by its
presence in the no-good store), it increases the incremental penalty attached to the cur-
rent value of its variable and requests that all lower priority neighbours do the same
(Figure 2, lines 13-15).

An agent receiving a penalty request cannot itself initiateconflict resolution, as it
has become part of an ongoing process (Figure 1, lines 9-10).And for the obvious rea-
son that a higher priority neighbour involved in the deadlock initiated the process. How-
ever, there may be times when an agent’s variable is involvedin more than one deadlock
especially with multiple unconnected higher priority neighbours; and the agent is likely
to receive conflicting penalty requests from those neighbours. In such a case, the re-
quest to impose a temporary penalty is ignored in favour of the increase in incremental
penalties. In any case, if an agent receives multiple messages from different agents to
do the same thing, it treats these messages as a single message. For example, it will not
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increase incremental penalties more than once in a single iteration even if it receives
messages to do so from several agents.

4 Empirical Evaluation

We evaluate DisPeL’s performance on random non-binary DisCSPs on two criteria:
(1) number of problems solved and (2) the number of cycles (oriterations) taken to
find the solutions. Using the number of cycles as measure of efficiency is justified by
the fact that it is considered to be an independent metric that abstracts out effects like
implementation and computing environment that can influence other metrics like CPU
time [1]. Furthermore, in the case of synchronous algorithms, the cycle count can be
used to directly infer other costs such as the number of messages exchanged between
agents.

Random DisCSPs were generated using the standard Model B [11] modified as
follows. First, support tuples were included in each constraint so that each problem
is guaranteed to have at least one solution. And, secondly, constraints were randomly
assigned to variables with preferential attachment [2, 14], so that the instances resemble
real life problems i.e. the distribution of constraints to variables follow a power law. In
the following, we summarise results of experiments evaluating the performance of the
algorithm on different sizes and include a Run Length Distribution [8] analysis showing
the variability in performance on a single instance.

In addition, we used DBA as the benchmark for comparing results. DSA was not
included in the evaluations, even though it has been shown tooutperform DBA on dis-
tributed scan scheduling problems. It converges quicker than DBA to local optima. But,
Hirayama and Yokoo [7] showed that DSA rarely finds a solutionin decision prob-
lems where the goal is to satisfy all constraints and explainthat it remains stuck at
local optima because there is no explicit mechanism for escaping deadlocks. As we are
specifically interested in decision problems, we believe that it is not suitable to include
DSA in the evaluations.

4.1 Variability on a single instance

The first results presented here show the empirical behaviour, using a Run Length Dis-
tribution plot, of both algorithms on a single problem instance as affected by their initial
random instantiations. We use a non-binary DisCSP with 60 variables and a mixture
of non-binary constraints with different arities (80 3-ary, 40 4-ary, and 20 5-ary con-
straints). Constraint tightness is fixed at 50% for all constraints and there are 10 values
in each variable’s domain. 500 attempts were made by each algorithm with a maximum
cut-off of 10,000 iterations for DisPeL and 20,000 iterations for DBA3.

The cumulative distributions plotted in Figure 4 suggest that DisPeL and DBA are
quite sensitive to the initial random values selected for variables. Although DisPeL has
a higher variability - its percentile ratioQ0.75/Q0.25 is 4.61 compared to 4.26 for DBA

3 This is because agents change variable values once in every two cycles inDBA (i.e. thewait ok
andimprove?cycles) compared to changing values every iteration in DisPeL
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Fig. 4.Empirical Run Length Distributions of DisPeL and DBA on a single problem instance.

- it does have a higher probability of finding solutions and indeed had a higher success
rate than DBA. The sensitivity to random instantiations suggests that both algorithms
can benefit from a strategy of randomised restarts if optimalcut-offs can be determined.

4.2 Performance on different problem sizes

In further experiments, we compared both algorithms on a setof ternary problems with
particular interest on the growth in search costs as the problem size (n) increases. The
ratio of constraints to variables is held constant at 2:1, constraint tightness fixed at 0.55,
and domain size is 10 (for each variable). For each problem size, we used 100 problems
and limited DisPeL to100n iterations and DBA to200n iterations. The results of these
experiments are plotted in Figures 5 and 6 which respectively show the percentage of
problems solved, the average number of cycles required, themedian cycles, and some
quartiles (Q0.25 andQ0.75).

Fig. 5.Number of problems solved (left) and the average costs (right).
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Fig. 6.Median search costs and quartiles for solving the problems in Figure 5.

Figure 5 shows that as the problem size increases, DBA solvedfewer problems and
the average search costs increased at a much faster rate thanthose for DisPeL. In Figure
6, the plot on the left shows that the median cost for DBA is higher than DisPeL’s and
the plots of the quartiles show that there is a much wider distribution of search costs for
DBA than DisPeL.

4.3 Effect of constraint density

Finally, we report results of experiments studying how algorithm behaviour is affected
by the constraint density. Results of the evaluations are summarised in the plots of
Figures 7 and 8. 100 4-ary problems are generated for each point in the plots. There
are 40 variables in each problem, 8 values in each variables’domain, and constraint
tightness is fixed at 40%. The plots show a progression from sparse to dense problems,
where the number of contraints (shown on thex axes) are steadily increased. We limited
DisPeL to 10,000 cycles and DBA to 20,000 cycles on each attempt.

Fig. 7.Number of problems solved (left) and the average costs (right).
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Fig. 8.Median search costs and quartiles for solving the problems in Figure 7.

Figures 7 and 8, show that both algorithms have identical performance on sparse
problems, finding the same number of solutions and using about the same number of
iterations to solve the problems. It gets interesting as constraint density increases, there
is an abrupt drop off in the number of problems solved and an accompanying steep rise
in search costs at the3.0n mark for DBA. The effect on the number of problems solved
is not as pronounced with DisPeL and there is a less dramatic increase in search costs
from that point.

5 Discussions

5.1 Effect of resetting incremental penalties

In DisPeL agents reset all incremental penalties whenever they find consistent values
for their variables and periodically. We argued that penalties become redundant when
consistent values are found, and obscure the objective landscape if they are retained
for too long. Empirical justification for these decisions isprovided with results form
an experiment comparing DisPeL, with a version of it where penalties are only reset
periodically, and another version where penalties are reset only when consistent values
are found. A version without any penalty resets was also tested. 50 problems were
used, each with 40 variables,2.3n constraints, and constraint tightness set to 0.55. All
versions were started with the same initial values to rule out any random effects on the
evaluation and limited to 4,000 iterations on each attempt.The results of the experiment
are summarised in Table 1.

As expected, there is a massive performance gain from resetting penalties (at least
within the DisPeL framework). While any form of resets4 is beneficial, the combina-
tion of both reset strategies appears to be the best approachfor the algorithm.

4 Assuming periodic resets are not done too often or or not often enough.
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Reset strategy number solved average cost
No resets 2 2,769
Resetting only when 45 1,611
consistent values are found
Periodic resets alone 46 761
DisPeL 49 675

Table 1.Evaluating the effects of alternative reset strategies on 50 random problems.

5.2 Impact of the temporary penalty

The temporary penalty is used to perturb a neighbourhood when a conflict is first
encountered. Giving agents opportunities to resolve some conflicts immediately, that
would otherwise take a build up of incremental penalties to fix. Results from prelim-
inary work, showed that when the temporary penalty was used to perturb a greedy
algorithm at a local optimum, 57% of the original constraints violated where resolved
in ensuing iterations. While, new constraint violations where caused in other parts of
the constraint graph 43% of the time. In constrast to the incremental penalty, which
resolved 65% of the violations but caused more constraints to be violated 9 out of every
10 times it was used5.

t number solved average cost
2 97 178
3 100 172
4 99 173
5 99 280
6 99 249
7 99 299
8 100 249
9 100 286
10 100 270
15 100 287
50 100 287
100 100 287

Table 2.Evaluating the impact of the temporary penalty (t) size using 100 problems (60 variables,
120 constraints, tightness is 50%, and domain size is 8).

The size of the temporary penalty also affects the behaviourof the algorithm, de-
termining how far perturbations percolate the network and the subsequent likelihood of
a deadlock being resolved quickly. Table 2 summarises an empirical evaluation of the
impact of the temporary penalty (t) size on performance. The results show that there is

5 Looking at the immediate impact of the penalties and not considering the longterm effect of
accumulated penalties.
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little difference in the results for temporary penalty values between 2 and 4, and aver-
age search costs suddenly increases with a value of 5 and remain at least 40% higher
with higher values fort. Behaviour of the algorithm was identical for all runs with a
temporary penalty value of 15 and above.

5.3 Effect of the no-good store size

No-goods are retained by agents to keep track of recent conflicts, and to help them
decide what heuristic to use when conflicts are encountered.Because these no-goods
are not taken as new constraints, only a limited number of them are held at any point
in time. We do not specify set limits, because the size of the store has to change with
the size of the problem being solved. If too few no-goods are held, there are going to be
too many perturbations if agents regularly return to conflict states after long intervals.
On the other hand, there is a point after which storing additional no-goods just uses
up more memory and does not offer any improvements. Having said this, we limit the
maximum number of no-goods held by agents to the number of neighbours (N) they
have individually; although it may be optimised for an individual problem. We show
that this upper bound is appropriate with the RLD in Figure 9,comparing it with an
upper bound of4N . A DisCSP with 75 variables and 150 3-ary constraints is usedfor
the experiment. There are 8 values in each variables domain and constraint tightness is
fixed at 50%. The figure suggests that there is no performance gain from retaining too
many no-goods. The explanation for this is that deadlock states, after being resolved,
are not revisited too often. Therefore, agents need not retain a long history of their
experiences.

Fig. 9. Run Length Distributions showing the effect of the no-good store size on performance.
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6 Related work

Several forms of penalty driven search have been developed in the literature especially
for dealing with local optima in centralised hill-climbingalgorithms. In algorithms like
those presented in [13] and [5], penalties are attached to constraints and those on vi-
olated constraints are modified whenever the underlying hill-climbing search is stuck.
These have the effect of modifying the objective landscape such that emphasis is placed
on satisfying constraints regularly violated. The Breakout Algorithm [10] is similar to
the aforementioned and it motivated the work on DBA, which extended and introduced
this form of resolution for distributed constraint reasoning.

In a slightly different approach, penalties have been attached to problem features
rather than the constraints in the Guided Local Search algorithm [12] with the same
aim of contorting plateaux in the objective landscape. But the choice of features is of-
ten problem dependent. For example, non-overlapping blocks of domains are selected
as features when solving non-convex optimisation problems. While for solving boolean
satisfiability problems, clauses were selected as featuresin an extension of the algorithm
[9]. GLS bears the closest resemblance to our work but there are major differences in the
way penalties are incorporated into the objective function. In GLS, penalties are mul-
tiplied by a lambda parameter which moderates the impact on the objective function;
and it is also used to control the exploration/exploitationbehaviour of the search. Fur-
thermore, the utility of penalising a feature is also estimated so that those features with
higher costs are penalised first and the likelihood of a feature being penalised decreases
the more times it is penalised.

Periodic penalty resets have also been considered in the literature. In [10], it was
pointed out that accumulated weight increases (or penalty increases in this case) may
conspire to block paths to a solution in the objective landscape. And, as such, restricting
the algorithm to a sub-optimal region of the landscape whichmay result in infinite
oscillations. Periodic resets were also used in a variant ofGLS for solving the Quadratic
Assignment Problem (QAP) in [12]. Based on an argument that it allows the search
revisit solutions that include features penalised earlier, leading to an intensification of
the search in profitable areas of the search space. But, it wasalso pointed out that
the drawback of doing this is that the algorithm loses some ofthe exploration ability
that pushes it towards unexplored areas of the search space.Results from that work
showed that the reset strategy improved over the basic GLS with a higher percentage of
successful runs. However, the mean quality of solutions waslower.

7 Summary

We have presented a distributed iterative improvement algorithm (DisPeL) for solving
DisCSPs that relies on a two part penalty-based strategy fordealing with local optima.
In the first part of the strategy, agents try to resolve local-optima by perturbing their
neighbourhoods using a temporary penalty. And resort to thesecond part of the strategy
if the deadlock is unresolved; where incremental penaltiesattached to domain values
are increased to help agents avoid assignments linked to thedeadlock. Both parts of
the strategy are tied together by no-good stores maintainedby each agent, which keep
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track of recent conflicts. The component parts of the strategy were discussed, and em-
pirical justification for their inclusion was also provided. Collectively, the heuristics
show that retention of too much search memory hinders the algorithm’s performance.
The algorithm was evaluated using random non-binary DisCSPs and its performance
was compared against DBA. The results show thatDisPeL consistently solved more
problems than DBA and it required fewer iterations to solve the problems.
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Abstract. We define the distributed,continuous-timecombinatorialoptimiza-
tion problem. We propose a general, semantically well-defined notion of solution
stability in such systems, based on the cost of change from an already imple-
mented solution to the new one. This approach allows maximum flexibility in
specifying these costs through the use of stability constraints. We present the
first mechanism for combinatorial optimization that guarantees optimal solution
stability in dynamic environments, based on this notion of solution stability.
In contrast to current approaches which solve sequences of static CSPs, our mech-
anism has a lot more flexibility by allowing for a much finer-grainedvision of
time: each variable of interest can be assigned and reassigned its owncommitment
deadlines, allowing for a continuous-timeoptimization process. We emphasize
that this algorithm deals with dynamicproblems, where variables and constraints
can be added/deleted at runtime.
We show the efficiency of this approach with experimental results from the dis-
tributed meeting scheduling domain. We describe here a distributed algorithm,
but it can easily be centralized.

Keywords:distributed AI, dynamic combinatorial optimization, solution stability

1 Intr oduction

Real time systems are increasingly important, with applications ranging from enter-
tainment software (games, multimedia) to mission critical process control like auto-
motive/aircraft control, nuclear reactor control, etc. There is no universally accepted
definition of real-time systems. A seemingly popular one is this: a real-time system is
one in which the correctness of the computations not only depends upon the logical
correctness of the computation but also upon the time at which the result is produced.
We add that it is important for the users of such a system to be able to specify deadlines
until which the tasks the system is carrying out must be achieved.

Dynamic systems often have a certain notion of inertia: once in a stable state, a sys-
tem cannot adapt instantaneously to changes in the environment, but only after a certain
time, and with a certain ”effort”. Constraint optimization in a dynamic environment [2]
is no exception: it takes time for a system to find the optimal solution to an optimization
problem upon changes in the problem, and there is usually a certain amount of change
that has to be inflicted upon the old solution for it to adaptto the new situation. Often it
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is impossible to change some parts of the old solution, or there is a high cost associated
with change. Examples: resources are already consumed, re-routing trucks to serve a
new customer costs extra fuel, re-assigning nurses to shifts in a hospital, etc.

Solutionstability is an important concept that captures this ”change” of solutions in
dynamic systems, and tries to minimize its effects.

Current approaches [8, 9] define solution stability in dynamic CSP with respect to
the number of variable assignments that need to be changed in order to reach again a
consistent state upon a change in the problem. We argue that the number of assignments
that change between solutions is irrelevant; what matters is the total costthat is induced
by these changes, once the assignments are made. If these costs are outweighed by the
benefits in solution quality, one can gain from making as many changes as necessary. In
the truck routing example, if rerouting a few trucks means serving a new task that pro-
duces a benefit which far exceeds the additional fuel costs, then we reroute the trucks,
and gain the benefits.

Furthermore, current approaches have a rather coarse grained vision of time: they
assume the world holds still from one execution of the algorithm to the next, allowing
them to solve static CSPs in each state, and minimize assignment changes from one
solution to the next. This is not adequate in a multiagent system, because it means that
all agents and tasks have the same rigid deadline. There are two ways to operate in
such a system. First, everybody has to synchronize their deadlines by putting them off
until the latest deadline in sight, then set a new deadline for the next wave of tasks, and
then another one, etc. This approach clearly lacks flexibility, and a lot of agents sit idle
while waiting for a distant deadline of another agent to pass. Second, one creates a lot
of intermediate deadlines for the whole set of agents/tasks, each one corresponding to
a real deadline of one task. This approach introduces a big synchronization overhead,
because the agents have to synchronize their actions at a lot of intermediate points which
do not even concern them.

In contrast, we propose a much finer-grained approach, where we model time ex-
plicitly, and assign deadlinesto each variable of interest, thus allowing for a continuous
solving process, with independent commitmenttimesfor each variable. It is obvious that
our approach can easily be reduced to the ”classical” approaches by setting for all vari-
ables the same, synchronized deadlines. Like this, the solving process finds a solution,
assigns the variables synchronously at the common deadline, and is ready for the next
cycle.

In a dynamic environment, optimizing continuously and never providing a solution
is obviously not useful. Occasionally, one has to make some commitments, and then
adjust them as new events unfold. We identify two kinds of commitments: soft com-
mitmentsand hard commitments. Softcommitmentsmodel contracts with penalties, and
can be revised if the benefit extracted from the change outweighs its cost. Hard com-
mitmentsmodel irreversible processes, and are impossible to undo.

The rest of this paper is structured as follows: section 2 formally describes the op-
timization problem. Section 3 presents the SDPOPalgorithm from [7], upon which
we will build our present work. Section 4 introduces the continous-time optimization
problem and some assumptions we make. Section 5 presents our approach to solution
stability. Section 6 presents the RSDPOPalgorithm, a realtime optimization algorithm
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that offers optimal solution stability. Section 7 presents an experimental evaluation.
Section 8 presents some considerations for practical implementations of this algorithm.
Section 9 concludes.

2 Definitions & Notation

Definition 1. A discretemultiagent constraint optimization problem (MCOP)is a tuple
< X ,D,R > such that:

X = {X1, ..., Xm} is thesetof variables/solvingagents;
D = {d1, ..., dm} is a setof domainsof thevariables,each givenasa finite setof

possiblevalues.
R = {r1, ..., rp} is a setof relations,where a relation ri is a functiondi1 × .. ×

dik → <+ which denoteshowmuch utility is assignedto each possiblecombinationof
valuesof theinvolvedvariables.

All these sets can vary with time.
In this paper we deal with unary and binary relations, being well-known that higher

arity relations can also be expressed in these terms with little modifications. In a MCOP,
any value combination is allowed; the goal is to find an assignment X∗ for the variables
Xi that maximizes the aggregate overall utility.

3 SDPOP:a self-stabilizingprotocol for MCOP

The optimization problems that we are dealing with are dynamically changing over
time. For such dynamic environments, self stabilizing algorithms([3]) are particularly
well suited, since they guarantee some desired behavior even when there are changes in
the problem. Therefore, we use the SDPOPalgorithm from [7] as a basic building block
for this work. This algorithm is a self-stabilizing algorithm and works for dynamic,
distributed MCOPproblems. SDPOPguarantees stabilization in the optimal solution of
the optimization problem. We present in this section this basic algorithm, and extend it
to the RMCOP model in section 6.

In a stable state, SDPOPsatisfies the following legitimacypredicate: all variables
are assigned values that maximize the aggregate utility. It is composed of 3 concurrent
self-stabilizing protocols:

– self-stabilizing protocol for DFS tree generation: its goal is to create and maintain
(even upon faults/topology changes) a DFS tree maintained in a distributed fashion

– self-stabilizing protocol for propagation of utility messages: bottom-up utility prop-
agation along the DFS tree

– self-stabilizing protocol for propagation of value assignments: based on the util-
ity information obtained during the previous protocol, each node picks its optimal
value and informs its children (top-down along the DFS tree).

The SDPOPalgorithm is described in Algorithm 1. The three protocols are initial-
ized and then run concurrently.
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Subsection 3.1 gives some background on pseudotrees and how they can be used in
optimization.

The following 3 subsections explain in detail the functioning of each of the three
subprotocols.
Algorithm 1: SDPOP- Self-stabilizingdistributedpseudotreeoptimizationproce-
dure for general networks.

1: SDPOP(X ,D,R): each agent Xi does:
2:
3: Self-stabilizing DFS protocol: run continuously
4: if changes in topology, reactivate
5: after stabilization, Xi knows P (i), PP (i), C(i), PC(i)
6:
7: UTIL propagation protocol: run continuously
8: get and store all new UTIL messages (Xk, UTILi

k)
9: if P(i), PP(i), C(i), PC(i), UTILi

k or Rk

i changed then

10: UTIL
P (i)
Xi

=
““

L

c∈C(i) UTILi
c

”

⊕
“

L

c∈{P (i)∪PP (i)} Rc

i

””

⊥Xi

11: Store UTIL
P (i)
Xi

and send it to P(i)
12:
13: VALUE propagation protocol: run continuously
14: get and store all new VALUE messages (Xk, v(Xk))
15: if changes in v(P (i)), v(PP (i)) or UTIL

P (i)
Xi

then

16: v∗
i ← argmaxXi

“

UTIL
P (i)
Xi

[v(P (i)), v(PP (i))]
”

17: Send VALUE(Xi, v
∗
i ) to all C(i) and PC(i)

3.1 Pseudotrees

SDPOPworks with a pseudotree arrangement of the problem graph (this is possible for
any graph).

Definition 2. A pseudo-treearrangementof a graphG is a rootedtreewith thesame
nodesas G and the property that adjacentnodesfrom the original graph fall in the
samebranch of thetree(e.g. X0 andX11 in Figure1).

As it is already known, a DFS (depth-first search) tree is also a pseudotree, although
the inverse does not always hold. We thus use as pseudotree a DFS tree generated by a
self-stabilizing DFS algorithm as [1].

Fig. 1. A problemgraphanda rootedDFStree.
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In the example of figure 1 one can see that some of the edges of the original graph
are not part of the spanning tree (otherwise the problem is a tree). We call such edges
back-edges(e.g. the dashed edges 8−1, 12−2, 4−0), and the other ones treeedges. A
tree-pathis a path entirely made of tree edges. A tree-pathassociatedwith a back-edge
is the tree-path connecting the two nodes involved in the back-edge (as our arrangement
is a pseudotree, such a tree path is always unique and included in a branch of the tree).

For each back-edge, the higher node is called the back-edge handler, and the lower
one is its initiator (in Figure 1 0, 1, 2 are handlers, and 8,4,11,12 are initiators).

We define the following elements (refer to Figure 1):

Definition 3. P(X) - theparentof a nodeX: thesinglenodeon a higher level of the
pseudotreethat is connectedto thenodeX directlythrougha treeedge (e.g. P (X4) =
X1). C(X) - the children of a nodeX: the setof nodeslower in the pseudotreethat
are connectedto the nodeX directly throughtreeedges(e.g. C(X1) = {X3, X4}).
PP(X) - thepseudo-parentsof a nodeX: thesetof nodeshigherin thepseudotreethat
are connectedto thenodeX directly throughback-edges(PP (X8) = {X1}). PC(X)
- the pseudo-children of a nodeX: the setof nodeslower in the pseudotreethat are
connectedto thenodeX directlythroughback-edges(e.g. PC(X0) = {X4, X11}).

3.2 Self-stabilizing DFS tree generation

This protocol has as a goal to establish and maintain a depth-first search tree in a dis-
tributed fashion. We use the self-stabilizing DFS algorithm from [1]. In the terminology
of that paper, non-tree edges are labeled as forward edges and back edges, depending
on the point of view of the classifying node. The node Xi who labeled an edge as a
forward edge is its handler, and the pseudoparentof the other node. The other node Xj

involved in that non-tree edge is its initiator, and the pseudochild of Xi.
Apart from its initial execution, this protocol reactivates whenever any node detects

a change in the problem topology (addition/removal of variables or relations).

3.3 Self-stabilizing UTIL propagation

This protocol reactivates whenever it detects a change either in the previous protocol
(DFS generation, meaning that the topology of the problem has changed), or in the
valuation structure of the optimization problem (values are added/removed, valuations
of tuples change in relations).

The UTIL propagation starts bottom-up from the leaves and propagates upwards
only through tree edges. The agents send UTIL messages to their parents. Intuitively,
such a message informs a parent node Xj how much utility u∗

Xi
(vk

j ) each one of its
values vk

j gives in the optimal solution of the whole subtree rooted at the sending child,
Xi. If there is no back-edge connecting a node from Xi’s subtree to a node above Xj ,
then these valuations depend only on Xj’s values, and the message from Xi to Xj

is a vector with |dom(Xj)| values. Otherwise, these back-edges have to be taken into
account, and their handlers are present as dimensionsin the message from Xi to Xj .
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Definition 4. UTIL
j
i - the UTIL message sentby agent Xi to agent Xj ; this is a

multidimensionalmatrix, with one dimensionfor each variable presentin the con-
text. dim(UTIL

j
i ) - the whole set of dimensions(variables)of the message (Xj ∈

dim(UTIL
j
i ) always).

The semantics of such a message is similar to an n-ary relation having as scope the
variables in the context of this message (its dimensions). The size of such a message is
the product of the domain sizes of the variables from the context.

Definition 5. The⊕ operator (join): UTIL
j
i ⊕ UTIL

j
k is thejoin of twoUTIL matri-

ces.Thisis alsoa matrixwith dim(UTIL
j
i )∪ dim(UTIL

j
k) asdimensions.Thevalue

of each cell in thejoin is thesumof thecorrespondingcellsin thetwosourcematrices.

Example: given 2 matrices UTIL
j
i and UTIL

j
k, with dim(UTIL

j
i ) = {X1, Xj}

and dim(UTIL
j
k) = {X2, Xj}, then the value corresponding to 〈X1 = v

p
1 , X2 =

v
q
2, Xj = vr

j 〉 is UTIL
j
i (X1 = v

p
1 , Xj = vr

j ) + UTIL
j
k(X2 = v

q
2, Xj = vr

j ). Also,

dim(UTIL
j
i ⊕ UTIL

j
k) = {X1, X2, Xj}.

Definition 6. Givena multidimensionalUTIL matrix H andan instantiatedsubsetD
of its dimensions(D ⊂ dims(H)), a slice through H along D, H[D] is a lower-
dimensionalitymatrixS thathasasdimensions{d|d ∈ {dims(H)\D}} andasvalues
the valuesfromH that correspondto the tuples{dims(H) \ D}. If D = dims(H),
H[D] is thecorrespondingvalueof H.

Example: in the message UTIL1
4 from Table 1, a slice UTIL1

4[X0 = v0
0 ] along X0 =

v0
0 is the first row of the table.

Definition 7. The⊥ operator (projection):if Xk ∈ dim(UTIL
j
i ), UTIL

j
i ⊥Xk

is the
projectionthroughoptimizationof theUTIL

j
i matrixalongtheXk axis: for each tuple

of variablesin {dim(UTIL
j
i ) \ Xk}, all thecorrespondingvaluesfromUTIL

j
i (one

for each valueof Xk) are tried, andthebestoneis chosen.Theresultis a matrix with
onelessdimension(Xk).

Notice that a relation R
j
i (between Xi and Xj), is just a special case of UTIL matrix,

with 2 dimensions i and j. Therefore, operators ⊕ and ⊥ apply to it as well.
Example 1: for a relation R

j
i , Rj

i ⊥Xi
is a vector UTIL

j
i containing the best utilities

for each value of Xj , when the corresponding optimal value of Xi is chosen. Example
2: for a vector UTIL

j
i , UTIL

j
i ⊥Xj

is the optimal value of Xj . Example 3: in figure 1,
X4 computes its UTIL1

4 message for X1 (see equation 1, and table 1 for an extended
form):

UTIL1
4 = (

dim={X4,X0,X1}
︷ ︸︸ ︷

dim={X4}
︷ ︸︸ ︷

UTIL4
9 ⊕ UTIL4

10 ⊕R0
4

︸ ︷︷ ︸

dim={X4,X0}

⊕R1
4) ⊥X4

︸ ︷︷ ︸

dim={X0,X1}

(1)
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X4 → X1 X1 = v0
1 X1 = v1

1 ... X1 = vm−1
1

X0 = v0
0 u∗

X4
(v0

0) u∗
X4

(v0
0) ... u∗

X4
(v0

0)

... ... ... ... ...
X0 = vn−1

0 u∗
X4

(vn−1
0 ) u∗

X4
(vn−1

0 ) ... u∗
X4

(vn−1
0 )

Table 1. UTIL message sent from X4 to X1, in Figure 1

The leaf nodes initiate the process (e.g. UTIL3
7 = R3

7 ⊥X7
). Then each node Xi

relays these messages according to the following process:

– Wait for UTIL messages from all children. Since all the respective subtrees are
disjoint, joining messages from all children gives Xi exact information about how
much utility each of its values yields for the whole subtree rooted at itself. In order
to assemble a similar message for its parent Xj , Xi has to take into account R

j
i and

any back-edge relation it may have with nodes above Xj . Performing the join with
these relations and projecting itself out of the result (see line 10 in Algorithm 1)
gives a matrix with all the optimal utilities that can be achieved for each possible
combination of values of Xj and the possible context variables. Thus, Xi can send
to Xj its UTIL

j
i message (see equation 1, and table 1 for UTIL1

4).
– If root node, Xi receives all its UTIL messages as vectors with a single dimension,

itself. It can then compute the optimal overall utility corresponding to each one of
its values (by joining all the incoming UTIL messages) and pick the optimal value
for itself (project itself out).

3.4 Self-stabilizing VALUE propagation

The root of the pseudotree initiates the top-down VALUE propagation phase by sending
a VALUE message to its children and pseudochildren, informing them about its chosen
value. Then, each node Xi is able to pick the optimal value for itself upon receiving of
all VALUE messages from its parent and pseudoparents. This is the value which was
determined in Xi’s UTIL computation to be optimal for this particular instantiation of
the parent/pseudoparents variables. Xi then passes its value on to its children and pseu-
dochildren. Thus, edges VALUE messages travel from the root to the leaves throughout
the graph.

3.5 Algorithm complexity

By construction, in the absence of faults, the number of messages our algorithm pro-
duces is linear: there are n − 1 UTIL messages - one through each tree-edge (n is the
number of nodes in the problem), and m VALUE messages - one through each edge
(m is the number of edges). The DFS construction also produces a linear number of
messages (good algorithms require 2 × m messages).

The complexity of this algorithm lies in the size of the UTIL messages (the VALUE
messages have linear size).

Theorem 1. ThelargestUTIL message producedby Algorithm1 is space-exponential
in thewidthof thepseudotreeinducedby theDFSorderingused.

213



PROOF. This has been proved in [6] and [7]. A proof sketch is that both the maximal
dimensionality and the induced width are equal to the maximal number of overlaps of
tree-paths associated with back-edges with distinct handlers.

2

3.6 Self stabilization of SDPOP

Theorem 2. SDPOPis self-stabilizing:evenupontransientperturbations/failures,it
will alwaysreach a stablestatewhereall variableshavetheassignmentscorresponding
to theoptimalsolutionof theoptimizationproblem.

PROOF. This has been proved in [7]. In brief, the idea is that the DFS protocol
eventually stabilizes, then the UTIL protocol, and finally the VALUE protocol. 2

Theorem 3. Uponsinglefaults,SDPOPstabilizesafterat mostk UTIL messsagesand
atmostedges VALUEmessages(k is thelengthof thelongestbranch in thepseudotree).
In a synchronousimplementation,stabilizationis reachedin at most2 × k steps.

PROOF. By construction, the UTIL propagation initiated by any node travels only bottom-
up towards the root; therefore, in the worst case, when a fault occurs at the leaf which
is farthermost from the root, there are as many UTIL messages as nodes on that longest
branch. Furthermore, in the worst case, where the fault changes everyvalue assignment,
there occurs a full-blown VALUE propagation of |edges| linear messages. In the syn-
chronous implementation, there are at most k steps for bottom-up UTIL propagation
and at most k steps for top-down VALUE assignments. 2

4 Continuous time optimization

In dynamic systems, changes occur all the time, and optimization is a continuous pro-
cess. In some cases, it is required to decide on the values of at least a subset of the
variables of the problem, and fix them to some optimal values. A simple example is a
dynamic scheduling problem, where at some point one has to fix some tasks, and start
working on them, otherwise the system would accomplish nothing but endless schedul-
ing. Time has to be modeled explicitly, and taken into account.

In our approach, upon defining the optimization problem, the designer has the op-
portunity to specify commitmentdeadlinesfor each variable: deadlines until which a
value must be assigned to the respective variable.

Thus, depending on their semantics, some of the variables in the problem may be
assigned such deadlines. Then, at the expiration of the deadline, these variables commit
to their current optimal values. In case there is no need for a variable to be fixed at a
given point in time, one can simply not assign any deadline to it, leaving it in a ”floating”
state, where it can always be freely assigned to its (current) optimal value.

We identify two kinds of commitments:
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1. Softcommitmentsmodel contracts with penalties, and can be revised if the benefit
extracted from the change outweighs its cost. Examples: a truck can be re-routed to
a longer route if it picks up an additional package along the way, which yields an
increase in revenue. A supplier may be willing to pay penalties for not delivering
on time some goods to client X , if he gets a better revenue by serving customer Y

first, etc. This kind of commitment can be modeled with stability constraints (see
definition 8). We emphasize that deadlines for soft commitment can be re-specified
at the expiration of the original ones. In fact, any variable in the system can have
assigned to it a sequence of soft-commitment deadlines, possibly followed by a
single hard-commitment deadline.

2. Hard commitmentsmodel irreversible processes, and are impossible to undo (exam-
ple: production of good X already started, and resource Y was already consumed).
When a hard commit is done, the variable is assigned to its committed value, it is
marked ”dead” and is logically eliminated from the problem. Physical elimination
can be either immediate, or postponed for efficiency reasons, to be removed simul-
taneously with other deadvariables. One can design a garbage collectionpolicy
to deal with dead variables. Hard commitments can be modelled as stability con-
straints with very large costs.

Definition 8. A stability constraint σi is a pseudo-binaryconstraint onXi. Theseman-
tics of such a constraint is simple:if Xi is assignedto v1

i , thenσi(v
1
i → v2

i ) denotes
howmuch it coststo change Xi’s valueto v2

i . Pleaserefer to Table2 for an example
stability constraint onXi.

σi Xi = v0
i Xi = v1

i ... Xi = vm−1
i

Xi = v0
i 0 σi(v

0
i → v1

i ) ... σi(v
0
i → vm−1

i
)

... ... ... ... ...
Xi = vm−1

i
σi(v

m−1
i

→ v0
i ) σi(v

m−1
i

→ v1
i ) ... 0

Table 2. Stability constraint on Xi

Definition 9. Formally, a discreterealtime multiagent constraint optimization prob-
lem (RMCOP)is a tuple< X ,D,R,S, T > thatextendstheMCOPdefinitionwith:

– S = {σ1, ..., σm} is a setof stability constraints
– T = {t1, ..., tm} is a setof commitmentdeadlines:timesuntil thecorresponding

variablehasto committo a value. Deadlinescanbefor hard or softcommitments.

4.1 Assumptions

Distributed real-time computing systems can be categorized as asynchronousand syn-
chronous. The fully synchronous model assumes that each process has a bounded time
between its execution steps, messages are transmitted and received in bounded time,
and local clocks are synchronized. The fully asynchronous model does not require
synchronized local clocks, and allows for arbitrary times for message delivery and be-
tween execution steps. The asynchronous model is obviously more general and flexible,
but it is also less useful because a number of important properties (such as distributed
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agreement) have been proven impossible even under very weak conditions in the asyn-
chronous model, but are readily achievable in the synchronous model.

For our purposes, it is sufficient to have synchronized clocks, which is weaker than
a fully synchronous system. This is not required for the optimization algorithm itself,
but for the part that deals with the commitment deadlines.

It is obvious that optimality requires the deadlines imposed on the variables to have
reasonable values, at least as great as the solving time. Otherwise, no system, central-
ized or distributed, can guarantee optimal solutions. Usually, this is not a problem, since
the solving time is orders of magnitude smaller than the time scale of the process being
optimized. Typical examples include vehicle routing, nurse scheduling, assembly lines,
meeting scheduling, etc.

When this requirement is not possible to achieve, and the deadlines are very tight,
the solution could be an anytime algorithm like AnyPOP from [5]. Such an algorithm
provides increasingly accurate solutions even before completion. The best solution at
the deadline is chosen.

5 Solution Stability

Current approaches define solution stability in dynamic CSP with respect to the number
of variable assignments that need to be changed in order to reach again a consistent
state upon a change in the problem. There are two approaches to achieve this kind of
stability: first approach [8] is a curative approach: once a change occurs in the problem,
they seek the new solution which is closest to the previous one, thus requiring a minimal
number of changes. The second approach [9] is a proactive approach: when generating
a solution in the first place, one tries to find robust solutions, which are likely to remain
valid even upon changes in the problem, thus requiring little or no adjustment.

We break away from this definition of stability by looking at the process from a cost
perspective. We argue that actually the number of assignments that change is irrelevant;
what matters is the total costthat is induced by these changes, once the assignments are
made.

To see this, consider a scheduling example in which a company makes a schedule
for a lot of small interconnected tasks that lead to the assembly of a product which is
supposed to be delivered at a specified time. The manufacturing process starts, but there
is a change (e.g. a machine breaks down). Keeping the old schedule valid as much as
possible (as it happens when stability is defined as minimizing assignment changes)
may lead to the final delivery date being pushed back for 2 months, thus costing the
company big penalties. Working from the cost perspective can mean that almost all tasks
from the old schedule could be rescheduled, but the final objective (on time delivery) is
attained.

Formally, we define the new optimal solution like this:

X ∗
new = argmaxX

(
∑

rl∈R

rl(X ) −
∑

σi∈S

σi(X
old → X )

)

(2)

where the first sum is the utility of the new solution, and the second sum is the cost one
has to pay for changing the current assignments to the new ones.
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For uncommitted variables, the cost is 0: they can simply choose their new optimal
values, without any cost. Hard-committed variables cannot change their values anymore
(one can think of it as an infinite change cost).

Thus, what we need to optimize is the difference between the new utility and the
cost associated with changing the soft-committed variables. We will show in section 6.1
how this is actually done.

6 Algorithm RSDPOP

There are two major changes from the original SDPOP. First, we add a time monitor for
each agent that handles the deadlines imposed on the commitment of its variable. Sec-
ond, the UTIL propagation is changed as far as the committed variables are concerned
(either projection with cost of change for the soft-committed variables, or simply slicing
for the hard-committed ones).

The RSDPOPalgorithm is described in Algorithm 2. The following subsections
explain in detail the changes we made to the SDPOPalgorithm.

6.1 UTIL propagation

The UTIL propagation is essentially the same as in SDPOP, with the exception of the
committed variables.

Soft Commitments and Stability Constraints Suppose Xi has already soft-committed
to v∗

i . If there are some changes in the problem, and Xi needs to resend its UTIL
message to its parent, then it can recompute it by adding the cost of change to the
current JOIN , followed by an optimal projection along its dimension: UTIL

P (i)
Xi

=
(

JOIN
P (i)
i ⊕ σi[v

∗
i ]
)

⊥Xi
.

For each tuple of variables in {dim(JOIN
j
i ) \ Xi}, all the corresponding values

from JOIN
j
i (one for each value of Xi) are selected. The value corresponding to Xi =

v∗
i is not modified - no change, no cost. From all the other values corresponding to

Xi = vk
i , k 6= ∗ we substract ”the cost of change”: σi(v

∗
i → vk

i ). We then choose the
best value. Computing the UTIL messages like this ensures that the utility values sent
by Xi are either computed by keeping the same value for Xi, or take into account the
cost of change.

Hard commitments In case the variable is not eliminated immediately, it will still par-
ticipate in the UTIL transmission. When computing its UTIL messages, a dead variable
cannot choose its value freely anymore, so instead of an optimal projection, a slice is
used: if Xi was already assigned to v∗

i , then UTIL
P (i)
Xi

= JOIN
P (i)
i [Xi = vi∗]

6.2 VALUE propagation

Now the optimization of the local value happens only if the variable is not hard-committed.
If it is soft-committed, the cost of change is taken into account. Otherwise, the variable
is ”floating”, and it can freely be changed to its new optimal value.
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Algorithm 2: RSDPOP- Realtimestabledistributedpseudotreeoptimization
RSDPOP(X ,D,R,S, T ): each agent Xi does:

Self-stabilizing DFS protocol: run continuously; if changes in topology, reactivate
1 after stabilization, Xi knows P (i), PP (i), C(i), PC(i)

Time monitor: run continuously
2 if deadlinereached& notyetcommittedthen commit to current best value: Xi ← v∗

i

3 if hard committhen mark as dead; apply policy on dead nodes

UTIL propagation protocol: run continuously
4 get and store all new UTIL messages (Xk, UTILi

k)
5 if P(i), PP(i), C(i), PC(i), UTILi

k or Rk

i changed then

6 build JOIN
P (i)
i

=
““

L

c∈C(i) UTILi
c

”

⊕
“

L

c∈{P (i)∪PP (i)} Rc

i

””

7 if Xi is hard-committedto vi∗ then UTIL
P (i)
Xi

= JOIN
P (i)
i

[Xi = vi∗]

8 if Xi is soft-committedto vi∗ then UTIL
P (i)
Xi

=
“

JOIN
P (i)
i
⊕ σi[v

∗
i ]

”

⊥Xi

9 if Xi is not committedthen UTIL
P (i)
Xi

= JOIN
P (i)
i
⊥ Xi

10 send UTIL
P (i)
Xi

to P(i)

11 if Xi is root then start VALUE propagation

VALUE propagation protocol
12 get and store in agent view all VALUE messages (Xk ← v∗

k)

13 if Xi is not committedthen v∗
i ← argmaxXi

“

JOIN
P (i)
i

[agent view]
”

14 if Xi is soft-committedthen v∗
i ← argmaxXi

“

JOIN
P (i)
i

[agent view]⊕ σi[v
∗
i ]

”

15 Send V ALUE(Xi ← v∗
i ) to all C(i) and PC(i)

7 Experimental evaluation

Our experiments were performed on distributed meeting scheduling problems. We mod-
eled a realistic scenario, where a set of agents working for a large organization try to
jointly find the best schedule for a set of meetings. The organization itself has a hi-
erarchical structure: a tree with departments as nodes, and a set of agents working in
each department. In a realistic organization, the majority of interactions are within de-
partments, and only a small part are across departments, and even then, normally the
interactions take place in a command-chain-like fashion. We took this aspect into ac-
count while generating our test instances: with high probability we generate meetings
within departments, and with a lower probability we generate meetings between agents
belonging to parent-child departments.

Although this is a cooperative setting, we assume that privacy is a requirement.
Therefore, among several possible ways to model this problem as a MCOP, we chose
the PEAV model from [4]. Specifically, each agent Ai has a set of variables X

j
i , one for

each meeting it is involved in. Each such variable X
j
i is controlled only by the agent Ai,

and represents the time when meeting j of agent Ai will start (Xj
i has time slots tk as

values). There is an equality constraint connecting the equivalent variables of all agents
involved in a particular meeting (all agents must agree on a start time for their meeting).
If a meeting has k participants, it is sufficient to create k − 1 equality constraints that
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connect the corresponding variables in a chain (no need to fully connect them pairwise).
Since an agent cannot participate in 2 meetings at the same time, there is an all-different
constraint on all variables X

j
i belonging to the same agent.

We model the utility that each agent Ai assigns to each meeting Mj at each partic-
ular time tk ∈ dom(Xj

i ) by imposing unary constraints on the variables X
j
i ; each such

constraint is a vector private to Ai, and denotes how much utility Ai associates with
starting meeting Mj at each time tk. Obviously, the objective is to find a schedule s.t.
the overall utility is maximized.

Efficiency of the solving process The results from Table 3 show how our method
scales up with the size of the organization, and the number of meetings to be scheduled.
As expected, the overall complexity is not necessarily influenced by the sheer size of
the problem to be solved, but rather by its density. This shows us that this method has
the potential to basically scale indefinitely, as long as the problems remain loose and
with low induced width. To our knowledge, we have solved by far the largest distributed
optimization problems with a complete algorithm (second to us would be [4], with 33
agents, 12 meetings, 47 variables, 123 constraints).

We also note that the number of messages recorded in Table 3 is the total number
of virtual variable-to-variable messages. Since in this model an agent necessarily has
several internal variables, this means that the number of real agent-to-agent messages
is strictly lower than that.

Another remark is about the path the large messages travel through. We have ex-
plained in the model we have mutual exclusion constraints between all pairs of vari-
ables of each agent (an agent cannot participate to more than one meeting at a time).
This actually creates small cliques in the graph, which are most likely to contribute to
the high width of the problem. However, as seen in section 3.3, and shown in [6], only
the high-width parts of the graph generate messages with high dimensionality. This
means that actually many large messages are intra-agent virtual messages, thus they do
not contribute to the network load.

Agents Meetings Variables Constraints Width Messages Max. message size Time to sol. (s)
30 14 44 52 3 95 512 2.1
40 15 50 60 4 109 4096 7.2
70 34 112 156 5 267 32768 21.6
100 50 160 214 6 373 262144 43.4
200 101 270 341 6 610 262144 72.3

Table 3. RSDPOP tests on meeting scheduling.

Solution stability To model a realistic, dynamic scenario, we consider again the meet-
ing scheduling example. This time however, we assume that the agents must also travel
to the meetings they will attend. Thus, they must arrange for transportation (airplane
tickets) and accommodation (hotel reservations). There is obviously a cost for cancel-
ing these arrangements, as some tickets may be non-refundable, some hotels may charge
the room price for one night in case of no-show, etc. This is modeled by a stability con-
straint on each variable whose reassignment involves a cost. We simulate a dynamic
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problem by changing the unary constraints of the agents, meaning their preferences
evolve dynamically.

The task is to find the best possible schedule at each time, taking into account the
new preferences of the agents, but also the cancellation costs that are incurred by chang-
ing the starting times of the meetings that the agents have committed to.

We have experimented on instances of problems with 40 agents, 76 variables and a
total of 256 constraints. We have simulated a dynamic evolution of the problem by
gradually introducing changes in successive instances of the problem. The changes
amounted to an additional 10% of the variables in each execution. These variables were
considered soft-committed, s.t. in the next execution of the algorithm the cost penalties
of changing their values had to be taken into account.

We have tested two versions of the algorithm: an SDPOP-like one which always
optimizes the current state, while trying to minimize assignment changes, and the RS-
DPOPone which optimizes according to Equation 2. The results are in Table 4; each
cell presents the results in the form RSDPOP/SDPOP. We define the distance between
two solutions as the number of different assignments. As expected, as the change rate
increases, so do the costs of change, and the solution distances. We notice that RSDPOP
makes more adjustments than SDPOP to the solutions it previously generated. However,
by taking the costs explicitly into account, RSDPOP incurs less penalties, and obtains
better overall solutions.

% vars changed Optimal sol. Cost penalties Solution distance
0 / 0 1219 / 1219 0 / 0 0 / 0

10 / 10 1217 / 1207 -3 / -38 6 / 2
20 / 20 1217 / 1208 -3 / -14 10 / 2
30 / 30 1212 / 1198 -9 / -83 24 / 3
40 / 40 1201 / 1173 -13 / -80 27 / 7
50 / 50 1202 / 1180 -19 / -95 31 / 9

Table 4. Tests on dynamic meeting scheduling: RSDPOP vs SDPOP

8 Practical issues

Essentially, the costs associated with the stability constraints come from a separate,
business-specific process. Possible examples include extra fuel and loading/unloading
costs for a vehicle routing problem, contractual penalties, etc. Thus, we think it is a
great advantage that it is possible for these costs to be specified as real numbers, as
opposed to setting weights to the variables that we want kept to their current values.

Commitment deadlines are straightforward, and can come directly from contracts
between partners, or from internal processes which need to be completed on time.

8.1 Garbage collection

When purging variable Xi, one needs to maintain the effect the hard-committed variable
has on its neighbors. This is achieved by replacing each binary relation Xi has with its
neighbors, with a corresponding unary constraint placed on the respective neighbor.
Example (figure 1): if X8 has been hard-committed to v2

8 , then X8, R3
8 and R1

8 can be
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deleted, and the unary relations R3(8) = R3
8[v

2
8 ] and R1(8) = R1

8[v
2
8 ] are placed on X3

and X1 respectively. This completely summarizes X8’s effect on the problem, and does
not change anything w.r.t. the optimal solution.

Removing a variable could trigger the DFS protocol to adjust the current DFS tree.
This can be a performance hit, so a removal policy must be tailored for the problem at
hand. Possible policies are e.g. a timeout mechanism (variables hard-committed for a
long time are purged), or a threshold mechanism (when the number of hard-committed
variables in the problem exceeds a threshold).

9 Conclusionsand futur ework

We define the distributed, continuous-timecombinatorialoptimizationproblem. We
propose a general, cost-based metric for solutionstability in such systems. We present
the first mechanism for combinatorial optimization that guarantees optimal solutions
in dynamic environments, with respect to this metric. In contrast to current approaches,
our mechanism is a lot more flexible and allows for a much finer-grained vision of time:
each variable of interest can be assigned its owncommitmentdeadlines, allowing for a
continuous-timeoptimization process. The experimental results show that this approach
gives good results for low width, practically sized dynamical optimization problems.

As future work we envisage addressing issues like robustness, different garbage
collection policies, and analyzing ways of dealing with very tight deadlines.
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Abstract. In many real-world multiagent applications such as distributed sen-
sor nets, a network of agents is formed based on each agent’s limited interac-
tions with a small number of neighbors. While distributed POMDPs capture the
real-world uncertainty in multiagent domains, they fail toexploit such locality of
interaction. Distributed constraint optimization (DCOP)captures the locality of
interaction but fails to capture planning under uncertainty. This paper present a
new model synthesized from distributed POMDPs and DCOPs, called Networked
Distributed POMDPs (ND-POMDPs). Exploiting network structure enables us
to present two novel algorithms for ND-POMDPs: a distributed policy genera-
tion algorithm that performs local search and a systematic policy search that is
guaranteed to reach the global optimal.

1 Introduction

Distributed Partially Observable Markov Decision Problems (Distributed POMDPs)
are emerging as an important approach for multiagent teamwork. These models en-
able modeling more realistically the problems of a team’s coordinated action under
uncertainty [1–3]. Unfortunately, as shown by Bernsteinet al. [4], the problem of find-
ing the optimal joint policy for a general distributed POMDPis NEXP-Complete. This
complexity has fuelled a lot of criticism that distributed POMDPs cannot be applied
to large scale realistic problems. Researchers have attempted two different approaches
to address this complexity. First, they have focused on algorithms that sacrifice global
optimality and instead focus on local optimality [1, 5]. Second, they have focused on
restricted types of domains, e.g. with transition independence or collective observabil-
ity [3]. While these approaches have led to useful advances,the complexity of the dis-
tributed POMDP problem has limited most experiments to a central policy generator
planning for just two agents.

This paper introduces a third complementary approach called Networked Distrib-
uted POMDPs (ND-POMDPs), that is motivated by domains such as distributed sensor
nets [6], distributed UAV teams and distributed satellites, where an agent team must
coordinate under uncertainty, but agents have strong locality in their interactions. For
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example, within a large distributed sensor net, small subsets of sensor agents must co-
ordinate to track targets. To exploit such local interactions, ND-POMDPs combine the
planning under uncertainty of POMDPs with the local agent interactions of distrib-
uted constraint optimization (DCOP) [7, 8]. DCOPs have successfully exploited limited
agent interactions in multiagent systems, with over a decade of algorithm development.
Distributed POMDPs benefit by building upon such algorithmsthat enable distributed
planning, and provide algorithmic guarantees. DCOPs benefit by enabling (distributed)
planning under uncertainty — a key DCOP deficiency in practical applications such as
sensor nets [6].

Taking inspiration from DCOP algorithms, we provide two algorithms for ND-
POMDPs. First, the LID-JESP algorithm combines the existing JESP algorithm of Nair
et al. [1] and theDBA [8] DCOP algorithm. LID-JESP thus combines the dynamic
programming of JESP with the innovation that it is uses off-line distributed policy gen-
eration instead of JESP’s centralized policy generation. Second, we present a more sys-
tematic policy search that is guaranteed to reach the globaloptimal on tree-structured
agent-interaction graphs; and illustrate that by exploiting properties from constraint lit-
erature, it can guarantee optimality in general. Finally, by empirically comparing the
performance of the two algorithms with benchmark algorithms that do not exploit net-
work structure, we illustrate the gains in efficiency made possible by exploiting network
structure in ND-POMDPs.

2 Illustrative Domain

We describe an illustrative problem within the distributedsensor net domain, motivated
by the real-world challenge in [6]4. Here, each sensor node can scan in one of four
directions — North, South, East or West (see Figure 1). To track a target and obtain
associated reward, two sensors with overlapping scanning areas must coordinate by
scanning the same area simultaneously. We assume that thereare two independent tar-
gets and that each target’s movement is uncertain and unaffected by the sensor agents.
Based on the area it is scanning, each sensor receives observations that can have false
positives and false negatives. Each agent incurs a cost for scanning whether the target
is present or not, but no cost if it turns off.

As seen in this domain, each sensor interacts with only a limited number of neigh-
boring sensors. For instance, sensors 1 and 3’s scanning areas do not overlap, and cannot
effect each other except indirectly via sensor 2. The sensors’ observations and transi-
tions are independent of each other’s actions. Existing distributed POMDP algorithms
are unlikely to work well for such a domain because they are not geared to exploit lo-
cality of interaction. Thus, they will have to consider all possible action choices of even
non-interacting agents in trying to solve the distributed POMDP. Distributed constraint
satisfaction and distributed constraint optimization (DCOP) have been applied to sensor
nets but they cannot capture the uncertainty in the domain.

4 For simplicity, this scenario focuses on binary interactions. However, ND-POMDP and LID-
JESP allow n-ary interactions.
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Fig. 1. Sensor net scenario: If present, target1 is in Loc1-1, Loc1-2 or Loc1-3, and target2 is in
Loc2-1 or Loc2-2.

3 ND-POMDPs

We define an ND-POMDP for a groupAg of n agents as a tuple〈S, A, P, Ω, O, R, b〉,
whereS = ×1≤i≤nSi × Su is the set of world states.Si refers to the set of local states
of agenti andSu is the set of unaffectable states. Unaffectable state refers to that part of
the world state that cannot be affected by the agents’ actions, e.g. environmental factors
like target locations that no agent can control.A = ×1≤i≤nAi is the set of joint actions,
whereAi is the set of action for agenti.

We assume atransition independent distributed POMDP model, where the transi-
tion function is defined asP (s, a, s′) = Pu(su, s′u) ·

∏

1≤i≤n Pi(si, su, ai, s
′
i), where

a = 〈a1, . . . , an〉 is the joint action performed in states = 〈s1, . . . , sn, su〉 and
s′ = 〈s′1, . . . , s

′
n, s′u〉 is the resulting state. Agenti’s transition function is defined as

Pi(si, su, ai, s
′
i) = Pr(s′i|si, su, ai) and the unaffectable transition function is defined

asPu(su, s′u) = Pr(s′u|su). Beckeret al. [3] also relied on transition independence,
and Goldman and Zilberstein [9] introduced the possibilityof uncontrollable state fea-
tures. In both works, the authors assumed that the state iscollectively observable, an
assumption that does not hold for our domains of interest.

Ω = ×1≤i≤nΩi is the set of joint observations whereΩi is the set of observa-
tions for agentsi. We make an assumption ofobservational independence, i.e., we
define the joint observation function asO(s, a, ω) =

∏

1≤i≤n Oi(si, su, ai, ωi), where
s = 〈s1, . . . , sn, su〉, a = 〈a1, . . . , an〉, ω = 〈ω1, . . . , ωn〉, andOi(si, su, ai, ωi) =
Pr(ωi|s1, su, ai).

The reward function,R, is defined asR(s, a) =
∑

l Rl(sl1, . . . , slk, su, 〈al1, . . . ,
alk〉), where eachl could refer to any sub-group of agents andk = |l|. In the sensor grid
example, the reward function is expressed as the sum of rewards between sensor agents
that have overlapping areas (k = 2) and the reward functions for an individual agent’s
cost for sensing (k = 1). Based on the reward function, we construct aninteraction
hypergraph where a hyper-link,l, exists between a subset of agents for allRl that
compriseR. Interaction hypergraph is defined asG = (Ag, E), where the agents,
Ag, are the vertices andE = {l|l ⊆ Ag ∧ Rl is a component ofR} are the edges.
Neighborhood of i is defined asNi = {j ∈ Ag|j 6= i ∧ (∃l ∈ E, i ∈ l ∧ j ∈ l)}.
SNi

= ×j∈Ni
Sj refers to the states ofi’s neighborhood. Similarly we defineANi

, ΩNi
,

PNi
andONi

.
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b, the distribution over the initial state, is defined asb(s) = bu(su) ·
∏

1≤i≤n bi(si)
wherebu andbi refer to the distributions over initial unaffectable stateand overi’s initial
state, respectively. We definebNi

=
∏

j∈Ni
bj(sj). We assume that b is available to all

agents (although it is possible to refine our model to make available to agenti only bu,
bi andbNi

). The goal in ND-POMDP is to compute joint policyπ = 〈πi, . . . , πn〉 that
maximizes the team’s expected reward over a finite horizonT starting fromb. πi refers
to the individual policy of agenti and is a mapping from the set of observation histories
of i to Ai. πNi

andπl refer to the joint policies of the agents inNi and hyper-linkl
respectively.

ND-POMDP can be thought of as ann-ary DCOP where the variable at each node
is an individual agent’s policy. The reward componentRl where|l| = 1 can be thought
of as a local constraint while the reward componentRl wherel > 1 corresponds to a
non-local constraint in the constraint graph. In the next section, we push this analogy
further by taking inspiration from the DBA algorithm [8], analgorithm for distributed
constraint satisfaction, to develop an algorithm for solving ND-POMDPs.

The following proposition shows that given a factored reward function and the as-
sumptions of transitional and observational independence, the resulting value function
can be factored as well into value functions for each of the edges in the interaction
hypergraph.

Proposition 1. Given transitional and observational independence and R(s, a) =
∑

l∈E

Rl(sl1, . . . , slk, su, 〈al1, . . . , alk〉),

V t
π (st, ωt) =

∑

l∈E

V t
πl

(st
l1, . . . , s

t
lk, st

u, ωt
l1, . . .ω

t
lk) (1)

where V t
π(st, ω) is the expected reward from the state st and joint observation history

ω
t for executing policy π, and V t

πl
(st

l1, . . . , s
t
lk, st

u, ωt
l1, . . .ω

t
lk) is the expected reward

for executing πl accruing from the component Rl.

Proof: Proposition holds fort = T − 1 (no future reward). Assume it holds fort = τ
where1 ≤ τ < T − 1. Thus,

V τ
π (sτ , ωτ ) =

∑

l∈E

V τ
πl

(sτ
l1, . . . , s

τ
lk, sτ

u, ωτ
l1, . . .ω

τ
lk)

We introduce the following abbreviations:

pt
i

4
= Pi(s

t
i, s

t
u, πi(ω

t
i), s

t+1

i ) · Oi(s
t+1

i , st+1
u , πi(ω

t
i), ω

t
i)

pt
u

4
= Pi(s

t
u, st+1

u )

rt
l

4
= Rl(s

t
l1, . . . , s

t
lk, st

u, πl1(ω
t
l1), . . . , πlk(ωt

lk))

vt
l

4
= V t

πl
(st

l1, . . . , s
t
lk, st

u, ωt
l1, . . .ω

t
lk)
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We show that proposition holds fort = τ − 1,

V τ−1
π (sτ−1, ωτ−1) =

∑

l∈E

rτ−1

l +
∑

sτ ,ωτ

pτ−1
u pτ−1

1 . . . pτ−1
n

∑

l∈E

vτ
l

=
∑

l∈E

(rτ−1

l +
∑

sτ

l1
,...,sτ

lk
,sτ

u
,ωτ

l1
,...,ωτ

lk

pτ−1

l1 . . . pτ−1

lk pτ−1
u vτ

l ) =
∑

l∈E

vτ−1

l ut

Local neighborhood utility of agenti as the expected reward accruing due to the
hyper-links that contain agenti:

Vπ [Ni] =
∑

si,sNi
,su

bu(su)bNi
(sNi

)bi(si)
∑

l∈E s.t. i∈l

V 0
πl

(sl1, . . . , slk, su, 〈〉) (2)

Proposition 2. Locality of interaction: The local neighborhood utility Vπ[Ni] = Vπ′ [Ni]
if πi = π′

i and πNi
= π′

Ni
.

Proof sketch: Equation 2 sums overl ∈ E such thati ∈ l, and hence any change of the
policy of an agentj /∈ i∪Ni cannot affectVπ[Ni]. Thus, any such policy assignment,π′

that has different policies for only non-neighborhood agents, has equal value asVπ [Ni].
ut

Hence, while trying to find best policy for agenti given its neighbors’ policies,
we do not need to consider non-neighbors’ policies. This is the property oflocality of
interaction that is used in later sections.

4 Locally Optimal Policy Generation

The locally optimal policy generation algorithm called LID-JESP (Locally interacting
distributed joint equilibrium search for policies) is based on the DBA algorithm [8] and
JESP [1]. In this algorithm (see Algorithm 1), each agent tries to improve its policy
with respect to its neighbors’ policies in a distributed manner similar to DBA. Initially
each agenti starts with a random policy and exchanges its policies with its neighbors
(lines 3-4). It then computes its local neighborhood utility (see Equation 2) with respect
to its current policy and its neighbors’ policies. Agenti then tries to improve upon
its current policy by calling function GETVALUE (see Algorithm 3), which returns the
local neighborhood utility of agenti’s best response to its neighbors’ policies. This
algorithm is described in detail below. Agenti then computes the gain (always≥ 0
because at worst GETVALUE will return the same value asprevV al) that it can make
to its local neighborhood utility, and exchanges its gain with its neighbors (lines 8-11).
If i’s gain is greater than any of its neighbors’ gain5, i changes its policy (FINDPOLICY)
and sends its new policy to all its neighbors. This process oftrying to improve the local
neighborhood utility is continued until termination. Termination detection is based on
using a termination counter to count the number of cycles wheregaini remains= 0. If
its gain is greater than zero the termination counter is reset. Agenti then exchanges its

5 The functionargmaxj disambiguates between multiplej corresponding to the same max
value by returning the lowestj.

226



termination counter with its neighbors and set its counter to the minimum of its counter
and its neighbors’ counters. Agenti will terminate if its termination counter becomes
equal to the diameter of the interaction hypergraph.

Algorithm 1 LID-JESP(i,ND-POMDP)

1: Compute interaction hypergraph andNi

2: d← diameter of hypergraph,terminationCtri ← 0
3: πi ← randomly selected policy,prevV al← 0
4: Exchangeπi with Ni

5: while terminationCtri < d do
6: for all si, sNi

, su do

7: prevV al
+
← bu(su) ·bi(si) ·bNi

(sNi
) ·EVALUATE (i, si, su, sNi

, πi, πNi
, 〈〉 , 〈〉 , 0, T )

8: gaini ← GETVALUE(i, b, πNi
, 0, T )− prevV al

9: if gaini > 0 then terminationCtri ← 0

10: else terminationCtri
+
← 1

11: Exchangegaini,terminationCtri with Ni

12: terminationCtri ← minj∈Ni∪{i}terminationCtrj

13: maxGain← maxj∈Ni∪{i} gainj

14: winner ← argmaxj∈Ni∪{i}gainj

15: if maxGain > 0 and i = winner then
16: FINDPOLICY(i, b, 〈〉 , πNi

, 0, T )
17: Communicateπi with Ni

18: else if maxGain > 0 then
19: Receiveπwinner from winner and updateπNi

20: return πi

Algorithm 2 EVALUATE (i, st
i, s

t
u, st

Ni
, πi, πNi

, ωi, ωNi
, t, T )

1: ai ← πi(ωi), aNi
← πNi

(ωNi
)

2: val←
�

l∈E
Rl �st

l1, . . . , s
t
lk, st

u, al1, . . . , alk�
3: if t < T − 1 then
4: for all st+1

i , st+1

Ni
, st+1

u do
5: for all ωi, ωNi

do

6: val
+
← Pu(st

u, st+1
u ) · Pi(s

t
i, s

t
u, ai, s

t+1

i ) · PNi
(st

Ni
, st

u, aNi
, st+1

Ni
) ·

Oi(s
t+1

i , st+1
u , ai, ωi) · ONi

(st+1

Ni
, st+1

u , aNi
, ωNi

) · EVALUATE (i, st+1

i ,

st+1
u , st+1

Ni
, πi, πNi

, 〈ωi, ωi〉 , 〈ωNi
, ωNi

〉 , t + 1, T )
7: return val

4.1 Finding Best Response

The algorithm, GETVALUE, for computing the best response is a dynamic-programming
approach similar to that used in JESP. Here, we define anepisode of agenti at timet as
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et
i =

〈

st
u, st

i, s
t
Ni

, ωt
Ni

〉

. Treating episode as the state, results in a single agent POMDP,
where the transition function and observation function canbe defined as:

P ′(et
i, a

t
i, e

t+1

i ) =Pu(st
u, st+1

u ) · Pi(s
t
i, s

t
u, at

i, s
t+1

i ) · PNi
(st

Ni
,

st
u, at

Ni
, st+1

Ni
) · ONi

(st+1

Ni
, st+1

u , at
Ni

, ωt+1

Ni
)

O′(et+1

i , at
i, ω

t+1

i ) = Oi(s
t+1

i , st+1
u , at

i, ω
t+1

i )

A multiagent belief state for an agenti given the distribution over the initial state,b(s)
is defined as:

B(et
i) = Pr(st

u, st
i, s

t
Ni

, ωt
Ni
|ωt

i, a
t−1

i , b)

We can now compute the best response using the following equation (see Algo-
rithm 3):

V t(Bt
i , b) = max

ai∈Ai

V ai,t(Bt
i , b) (3)

The function,V ai,t, can be computed using Algorithm 4 as follows:

V ai,t(Bt
i , b) =

∑

et

i

Bt
i(e

t
i)

∑

l∈E s.t. i∈l

Rl(sl1, . . . , slk, su, 〈al1, . . . , alk〉)

+
∑

ω
t+1

i
∈Ω1

Pr(ωt+1

i |Bt
i , ai) · V

t+1

i

(

Bt+1

i

)

(4)

Bt+1

i is the belief state updated after performing actionai and observingωt+1

i and is
computed using Algorithm 5.

Algorithm 3 GETVALUE(i,Bt, πNi
, t, T )

1: if t ≥ T then return 0
2: if Vt(B

t) is already recordedthen return Vt(B
t)

3: best← −∞
4: for all ai ∈ Ai do
5: value← GETVALUEACTION(i, Bt, ai, πNi

, t, T )
6: recordvalue asV

ai

t (Bt)
7: if value > best then best← value

8: recordbest asVt(B
t)

9: return best

4.2 Correctness Results

Proposition 3. When applying LID-JESP, the global utility is strictly increasing until
local optimum is reached.

Proof sketch By construction, only non-neighboring agents can modify their policies
in the same cycle. Agenti chooses to change its policy if it can improve upon its local
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Algorithm 4 GETVALUEACTION(i,Bt, a, πNi
, t, T )

1: value← 0
2: for all et = �st

u, st
i, s

t
Ni

, ωNi � s.t.Bt(et) > 0 do
3: aNi

← πNi
(ωNi

)
4: reward← �

l∈E
Rl �st

l1, . . . , s
t
lk, st

u, al1, . . . , alk�
5: value

+
← Bt(et) · reward

6: if t < T − 1 then
7: for all ωi ∈ Ωi do
8: Bt+1 ← UPDATE(i, Bt, a, ωi, πNi

)
9: prob← 0

10: for all st
u, st

i, s
t
Ni

do

11: for all et+1 = �st+1
u , st+1

i , st+1

Ni
, 〈ωNi

, ωNi
〉	 s.t.Bt+1(et+1) > 0 do

12: aNi
← πNi

(ωNi
)

13: prob
+
← Bt(et) · Pu(st

u, st+1
u ) · Pi(s

t
i, s

t
u, ai, s

t+1

i ) · PNi
(st

Ni
, st

u, aNi
, st+1

Ni
) ·

Oi(s
t+1

i , st+1
u , ai, ωi) · ONi

(st+1

Ni
, st+1

u , aNi
, ωNi

)

14: value
+
← prob · GETVALUE(i, Bt+1, πNi

, t + 1, T )
15: return value

Algorithm 5 UPDATE(i,Bt, ai, ωi, πNi
)

1: for all et+1 do
2: Bt+1(et+1)← 0, aNi

← πNi
(ωNi

)
3: for all st ∈ S do
4: Bt+1(et+1)

+
← Bt(et) ·Pu(st

u, st+1
u ) ·Pi(s

t
i, s

t
u, ai, s

t+1

i ) ·PNi
(st

Ni
, st

u, aNi
, st+1

Ni
) ·

Oi(s
t+1

i , st+1
u , ai, ωi) ·ONi

(st+1

Ni
, st+1

u , aNi
, ωNi

)

5: normalizeBt+1

6: return Bt+1
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Algorithm 6 FINDPOLICY(i,Bt, ωi , πNi
, t, T )

1: a∗ ← argmaxai
V t

ai
(Bt), πi(ωi)← a∗

2: if t < T − 1 then
3: for all ωi ∈ Ωi do
4: Bt+1 ← UPDATE(i, Bt, a∗, ωi, πNi

)
5: FINDPOLICY(i, Bt+1, 〈ωi , ωi〉 , πNi

, t + 1, T )
6: return

neighborhood utilityVπ [Ni]. From Equation 2, increasingVπ[Ni] results in an increase
in global utility. By locality of interaction, if an agentj /∈ i ∪ Ni changes its policy to
improve its local neighborhood utility, it will not affectVπ [Ni] but will increase global
utility. Thus with each cycle global utility is strictly increasing until local optimum is
reached. ut

Proposition 4. LID-JESP will terminate within d (= diameter) cycles iff agent are in
a local optimum.

Proof: Assume that in cyclec, agenti terminates (terminationCtri = d) but agents
are not in a local optimum. In cyclec − d, there must be at least one agentj who can
improve, i.e.,gainj > 0 (otherwise, agents are in a local optimum in cyclec − d and
no agent can improve later). Letdij refer to the shortest path distance between agents
i andj. Then, in cyclec − d + dij (≤ c), terminationCtri must have been set to0.
However,terminationCtri increases by at most one in each cycle. Thus, in cyclec,
terminationCtri ≤ d − dij . If dij ≥ 1, in cyclec, terminationCtri < d. Also, if
dij = 0, i.e., in cyclec− d, gaini > 0, then in cyclec− d + 1, terminationCtri = 0,
thus, in cyclec, terminationCtri < d. In either case,terminationCtri 6= d. By
contradiction, if LID-JESP terminates then agents must be in a local optimum.

In the reverse direction, if agents reach a local optimum,gaini = 0 henceforth.
Thus, terminationCtri is never reset to 0 and is incremented by 1 in every cycle.
Hence, afterd cycles,terminationCtri = d and agents terminate. ut

Proposition 3 shows that the agents will eventually reach a local optimum and
Proposition 4 shows that the LID-JESP will terminate if and only if agents are in a local
optimum. Thus, LID-JESP will correctly find a locally optimum and will terminate.

5 Global Optimal Algorithm (GOA)

The global optimal algorithm (GOA) exploits network structure in finding the optimal
policy for a distributed POMDP. Unlike LID-JESP, at presentit requires binary inter-
actions, i.e. edges linking two nodes. We start with a description of GOA applied to
tree-structured interaction graphs, and then discuss its application to graphs with cy-
cles. In trees, value for a policy at an agent is the sum of bestresponse values from
its children and the joint policy reward associated with theparent policy. Thus, given a
fixed policy for a parent node, GOA requires an agent to iterate through all its policies,
finding the best policy and returning the value to the parent —where to find the best

230



policy, an agent requires its children to return their best responses to each of its poli-
cies. An agent also stores the sum of best response values from its children, to avoid
recalculation at the children. This process is repeated at each level in the tree, until the
root exhausts all its policies. This method helps GOA take advantage of the interac-
tion graph and prune unnecessary joint policy evaluations (associated with nodes not
connected directly in the tree). Since the interaction graph captures all the reward inter-
actions among agents and as this algorithm goes through all the joint policy evaluations
possible with the interaction graph, this algorithm yieldsan optimal solution.

Algorithm 7 provides the pseudo code for the global optimal algorithm at each
agent. This algorithm is invoked with the procedure callGO-JOINTPOLICY(root,〈〉 , no).
Line 8 iterates through all the possible policies, where as lines 20-21 work towards cal-
culating the best policy over this entire set of policies using the value of the policies
calculated in Lines 9-19. Line 21 stores the values of best response policies obtained
from the children. Lines 22-24 starts the termination of thealgorithm after all the poli-
cies are exhausted at the root. Lines 1-4 propagate the termination message to lower
levels in the tree, while recording the best policy,π∗

i .

Algorithm 7 GO-JOINTPOLICY(i,πj , terminate)

1: if terminate = yesthen
2: π∗

i ← bestResponse{πj}
3: for all k ∈ childreni do
4: GO-JOINTPOLICY(k, π∗

i ,yes)
5: return
6: Πi ← enumerate all possible policies
7: bestPolicyV al← -∞,j ← parent(i)
8: for all πi ∈ Πi do
9: jointPolicyV al← 0, childV al← 0

10: if i 6= root then
11: for all si, sj , su do

12: jointPolicyV al
+
← bi(si) · bNi

(sNi
) · bu(su) ·

EVALUATE(i, si, su, sj , πi, πj , 〈〉 , 〈〉 , 0, T )
13: if bestChildV alMap{πi} 6= null then

14: jointPolicyV al
+
← bestChildV alMap{πi}

15: else
16: for all k ∈ childreni do
17: childV al

+
← GO-JOINTPOLICY(k, πi,no)

18: bestChildV alMap{πi} ← childV al

19: jointPolicyV al
+
← childV al

20: if jointPolicyV al > bestPolicyV al then
21: bestPolicyV al ← jointPolicyV al, π∗

i ← πi

22: if i = root then
23: for all k ∈ childreni do
24: GO-JOINTPOLICY(k, π∗

i ,yes)
25: if i 6= root then bestResponse{πj} = π∗

i

26: return bestPolicyV al
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By using cycle-cutset algorithms [10], GOA can be applied tointeraction graphs
containing cycles. These algorithms are used to identify a cycle-cutset, i.e., a subset of
agents, whose deletion makes the remaining interaction graph acyclic. After identifying
the cutset, joint policies for the cutset agents are enumerated, and then for each of them,
we find the best policies of remaining agents using GOA.

6 Experimental Results

For our experiments, we use the sensor domain in Figure 1. We consider three different
configurations of increasing complexity. The first configuration is a chain with 3 agents
(sensors 1-3). Here target1 is either absent or in Loc1-1 andtarget2 is either absent
or in Loc2-1 (4 unaffectable states). Each agent can performeither turnOff, scanEast
or scanWest. Agents receive an observation, targetPresentor targetAbsent, based on
the unaffectable state and its last action. The second configuration is a 4 agent chain
(sensors 1-4). Here, target2 has an additional possible location, Loc2-2, giving rise to 6
unaffectable states. The number of individual actions and observations are unchanged.
The 3rd configuration is the 5 agent P-configuration (named for the P shape of the
sensor net) and is identical to Figure 1. Here, target1 can have two additional locations,
Loc1-2 and Loc1-3, giving rise to 12 unaffectable states. Weadd a new action called
scanVert for each agent to scan North and South. For each of these scenarios, we ran
the LID-JESP algorithm. Our first benchmark, JESP, uses a centralized policy generator
to find a locally optimal joint policy and does not consider the network structure of the
interaction, while our second benchmark (LID-JESP-no-nw)is LID-JESP with a fully
connectedinteraction graph. For 3 and 4 agent chains, we also ran the GOA algorithm.

Figure 2 compares the performance of the various algorithmsfor 3 and 4 agent
chains and 5 agent P-configuration. Graphs (a), (b), (c) showthe run time6 in seconds
on a logscale on Y-axis for increasing finite horizonT on X-axis. Run times for LID-
JESP, JESP and LID-JESP-no-nw are averaged over 5 runs, eachrun with a different
randomly chosen starting policy . For a particular run, all algorithms use the same start-
ing policies. All three locally optimal algorithms show significant improvement over
GOA in terms of run time with LID-JESP outperforming LID-JESP-no-nw and JESP
by an order of magnitude (for high T) by exploitinglocality of interaction. In graph (d),
the values obtained using GOA for 3 and 4-Agent case (T = 3) are compared to the
ones obtained using LID-JESP over 5 runs (each with a different starting policy) for
T = 3. In this bar graph, the first bar represents value obtained using GOA, while other
bars correspond to LID-JESP. This graph emphasizes the factthat with random restarts,
LID-JESP converges to a higher local optima — such restarts are afforded given that
GOA is orders of magnitude slower compared to LID-JESP.

Table 1 helps to better explain the reasons for the speed up ofLID-JESP over
JESP and LID-JESP-no-nw. LID-JESP allows more than one (non-neighboring) agent
to change its policy within a cycle (W), LID-JESP-no-nw allows exactly one agent to
change its policy in a cycle and in JESP, there are several cycles where no agent changes
its policy. This allows LID-JESP to converge in fewer cycles(C) than LID-JESP-no-nw.

6 Machine specs for all experiments: Intel Xeon 2.8 GHz processor, 2GB RAM, Linux Redhat
8.1
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Although LID-JESP takes fewer cycles than JESP to converge,it required more calls to
GETVALUE (G). However, each such call is cheaper owing to the localityof interaction.
LID-JESP will out-perform JESP even more on multi-processor machines owing to its
distributedness.
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Fig. 2. Run times (a, b, c), and value (d).

7 Summary and Related Work

In a large class of applications, such as distributed sensornets, distributed UAVs and
satellites, a large network of agents is formed from each agent’s limited interactions
with a small number of neighboring agents. We exploit such network structure to present
a new distributed POMDP model called ND-POMDP. Our distributed algorithms for
ND-POMDPs exploit such network structure: the LID-JESP local search algorithm and
GOA that is guaranteed to reach global optimal. Experimental results illustrate the sig-
nificant run time gains of the two algorithms when compared with previous algorithms
that are unable to exploit such structure.

Among related work, we have earlier discussed the relationship of our work to key
DCOP and distributed POMDP algorithms, i.e., we synthesizenew algorithms by ex-
ploiting their synergies. We now discuss some other recent algorithms for locally and
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Config. Algorithm C G W
LID-JESP 3.4 13.61.412

4-chainLID-JESP-no-nw4.8 19.2 1
JESP 7.8 7.8 0.436

LID-JESP 4.2 21 1.19
5-P LID-JESP-no-nw5.8 29 1

JESP 10.610.60.472

Table 1. Reasons for speed up. C: no. of cycles, G: no. of GETVALUE calls, W: no. of winners
per cycle, for T=2.

globally optimal policy generation for distributed POMDPs. For instance, Hansenet
al. [11] present an exact algorithm for partially observable stochastic games (POSGs)
based on dynamic programming and iterated elimination of dominant policies. Emery-
Montemerloet al. [2] approximate POSGs as a series of one-step Bayesian gamesus-
ing heuristics to find the future discounted value for actions. We have earlier discussed
Nair et al. [1]’s JESP algorithm that uses dynamic programming to reacha local opti-
mal. In addition, Beckeret al.’s work [3] on transition-independent distributed MDPs
is related to our assumptions about transition and observability independence in ND-
POMDPs. These are all centralized policy generation algorithms that could benefit from
the key ideas in this paper — that of exploiting local interaction structure among agents
to (i) enable distributed policy generation; (ii) limit policy generation complexity by
considering only interactions with “neighboring” agents.Guestrinet al. [12], present
“coordination graphs” which have similarities to constraint graphs. The key difference
in their approach is that the “coordination graph” is obtained from the value function
which is computed in a centralized manner. The agents then use a distributed procedure
for online action selection based on the coordination graph. In our approach, the value
function is computed in a distributed manner. Dolgov and Durfee’s algorithm [13] ex-
ploits network structure in multiagent MDPs (not POMDPs) but assume that each agent
tried to optimize its individual utility instead of the team’s utility.
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Abstract. Recent progress in Distributed Constraint Optimization Problems (DCOP)
has led to a range of algorithms now available which differ intheir amount of
problem centralization. Problem centralization can have asignificant impact on
the amount of computation required by an agent but unfortunately the dominant
evaluation metric of “number of cycles” fails to account forthis cost. We an-
alyze the relative performance of two recent algorithms forDCOP: OptAPO,
which performs partial centralization, and Adopt, which maintains distribution
of the DCOP. Previous comparison of Adopt and OptAPO has found that Op-
tAPO requires fewer cycles than Adopt. We extend the cycles metric to define
“Cycle-Based Runtime (CBR)” to account for both the amount of computation
required in each cycle and the communication latency between cycles. Using the
CBR metric, we show that Adopt outperforms OptAPO under a range of commu-
nication latencies. We also ask: What level of centralization is most suitable for
a given communication latency? We use CBR to create performance curves for
three algorithms that vary in degree of centralization, namely Adopt, OptAPO,
and centralized Branch and Bound search.

1 Introduction

The Distributed Constraint Optimization Problem (DCOP) isa general framework for
distributed problem solving that has a wide range of applications in Multiagent Sys-
tems and has generated significant interest from researchers [1–8]. A DCOP assumes
that problem variables and constraints are distributed among a set of agents who must
communicate to find an optimal assignment of values for the variables.

Mailler and Lesser have recently proposed a complete, asynchronous algorithm for
DCOP, named Optimal Asynchronous Partial Overlay (OptAPO)[7]. This algorithm
uses a novel approach to DCOP in which variables and constraints are partially cen-
tralized during problem solving. A dynamically chosen agent who collects problem
constraints is called a “mediator” and the general approachis termedcooperative me-
diation.

0 Note: This paper has been accepted to AAMAS05.
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(a) Number of Cycles (b) Concurrent Constraint
Checks

(c) Cycle-Based Runtime

Fig. 1. (a) OptAPO requires fewer number of cycles than Adopt, as shown in previous research,
(b) But requires an increased amount of computation as measured by constraint checks. (c) When
both constraint checks and communication latency (with L=100) are accounted for, Adopt out-
performs OptAPO.

The cooperative mediation approach to DCOP is novel (in part) because it provides
the first middle point on a spectrum that ranges from very centralized to more decen-
tralized approaches to DCOP. In a very centralized approach, all agents communicate
all their constraints to a single agent in the first step of thealgorithm and a centralized
optimization technique is applied, such as the classic Branch and Bound algorithm [9].
At the decentralized end of the spectrum, Modi et al. [8] havepreviously proposed an
approach to DCOP, named ADOPT (Asynchronous Distributed OPTimization) that is
more decentralized because agents do not explicitly communicate their constraints to
others (although some indirect information about constraints can be leaked). OptAPO
falls somewhere in the middle of this spectrum of centralization.

The degree of problem centralization, or equivalently, theamount of constraints
that are communicated during an algorithm’s execution, canhave a significant impact
on the amount of computation required at each agent. As an agent’s subproblem grows
and it has a greater number of constraints to process, it requires increased computa-
tional effort. Thus, in order to compare algorithms that fall on different points along
our centralization spectrum, a metric that takes local computation effort into account is
needed.

The dominant metric for evaluation of DCOP algorithms is number of synchronous
cycles [10]. In cycle-based execution, all agents operate concurrently within a cycle,
but do not move to the next cycle until all agents have completed their computations
from the previous cycle. Any message sent in a cycle is not received until the next cy-
cle. While not perfect (see Meisels et. al. [11] and Brito et.al. [12] for a discussion),
the cycles metric provides a convenient method to assess theperformance of an asyn-
chronous algorithm. True asynchronous execution of a DCOP algorithm is difficult to
measure reliably because of the exponential number of possible execution paths that
differ significantly in their runtimes. Thus for repeatableresults, it is often most prac-
tical to execute a DCOP algorithm in a synchronous fashion ona single computer, and
the “number of cycles” metric provides a useful way to measure this execution.
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Although convenient, the cycles metric does not measure theamount of computation
required by the algorithm, i.e., length of each cycle. As we have described, taking this
factor into account is necessary when comparing algorithmsthat vary in their degree
of centralization. To address this issue, we extend the cycles measurement to include
the local computation costs of the algorithm. We useconcurrent constraint checks (ccc)
to measure the amount of computation within a cycle [11]. We define a new metric,
called Cycle-Based Runtime (CBR), that takes into account two aspects of runtime
– the computation time as measured by number of ccc and communication time as
measured by the latency between cycles. The CBR metric stillrequires agents to execute
in synchronous cycles, which we believe continues to be a useful method for analysis,
but also incorporates computational cost, allowing us to more completely measure an
algorithm’s performance than with cycles alone.

We investigate two issues. First, using CBR, we compare the performance of algo-
rithms that vary in their degree of centralization. Existing research [7] has found that
OptAPO outperforms Adopt in terms of cycles. We reproduce those results. However,
using CBR as a comparison, we show that Adopt performs betterthan OptAPO for a
range of communication latencies. Second, because CBR takes into account commu-
nication latency, which is a property of the communication environment in which the
algorithm operates, we can ask which algorithm is most appropriate for an environment
with a given latency. We evaluate three algorithms on the spectrum of centralization:
Adopt, OptAPO, and a fully centralized approach. By comparing all three algorithms
using the CBR metric, we are able to provide a comparison of how differing levels
of centralization perform under various communication latencies. This analysis is im-
portant because it provides assistance to researchers applying DCOP algorithms within
new environments to determine the most appropriate level ofcentralization.

1.1 Key Result

We briefly summarize one of the key results of this paper. Previous comparisons of
Adopt and OptAPO have used measurements of cycles to comparealgorithm perfor-
mance. In our investigation of Adopt and OptAPO, we obtainedcycle measurements in
agreement with the existing research (Fig 1a). OptAPO solves graph 3-coloring prob-
lems in fewer cycles than Adopt. However, when constraint checks are measured to
estimate the computational effort of the algorithms, we findthat OptAPO uses more
concurrent constraint checks than Adopt (Fig 1b). Using theCBR metric described in
Section 3 which takes both constraint checks and communication latency into account,
we see that Adopt performs better than OptAPO (Fig 1c). The graph shows results for
a given communication latency, but our results hold across arange of latencies.

The rest of this paper provides background on Adopt and OptAPO, explains the
design and rationale of the methods we used to analyze these algorithms, and then
presents analysis that shows results comparing Adopt with OptAPO.

2 Algorithms for DCOP

A Distributed Constraint Optimization Problem [8] (DCOP) is defined as:
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– set ofN agents, A = {A1, A2, . . . , AN}.
– set ofn variables, V = {x1,x2, . . . , xn}.
– set ofdomains D = {D1, D2,. . . , Dn}, where the value ofxi is taken fromDi.

EachDi is assumed finite and discrete.
– set ofcost functions f = {f1, . . . , fk} where eachfi is a functionfi : Di,1 × · · ·×

Di,j → N ∪∞. Cost functions are also calledconstraints.
– a distribution mapping Q : V → A assigning each variable to an agent.Q(xi) =

Ai means thatAi is responsible for choosing a value forxi. Ai is given knowledge
of xi, Di and allfi involving xi.

– an objective function F defined as an aggregation over the set of cost functions.
Summation is most commonly used.

The goal for the agents is to choose values for variables suchthatF is minimized.
Two agents whose variables share a constraint are calledneighbors. Agents may send
messages to any agent they know about and initially agents only know about their neigh-
bors. When each agent is assigned a single variable, it is common to use the notation
Ai andxi interchangeably as we will in this paper.

2.1 Adopt and OptAPO

Adopt and OptAPO are two state of the art algorithms for DCOP.Both arecomplete,
i.e., theoretically guaranteed to return the optimal solution, andasynchronous, i.e., they
remain correct even when agents execute concurrently, potentially at different execution
speeds. In both algorithms, agents interleave computationwith communication. How-
ever, there are a number of qualitative differences in the algorithms which we describe
below.

Adopt [8] is an algorithm for DCOP that is able to find globallyoptimal solutions
while allowing agents to choose variable values in parallel. Adopt performs a distributed
search using the communication of costs to guide agents toward globally optimal value
choices. Agents communicate their current variable valuesto lower priority neighbors,
who respond with messages containing lower bounds onF computed by conditioning
on the value choices of higher priority agents. Higher priority agents respond by ex-
ploring new values. Lower bounds are communicated only to the lowest higher priority
neighbor. As this process continues, lower bounds become progressively more accurate,
until ultimately the lower bound of the minimum cost solution equals its upper bound,
indicating the cost of the optimal solution has been found. Note that agents do not di-
rectly communicate their constraints to other agents and only send messages between
neighbors.

OptAPO [7] is an alternative approach to DCOP that uses direct communication of
constraints to partially centralize the problem within a mediator. Election of the medi-
ator is done in an intelligent way using dynamic priorities determined during problem
solving. The mediator uses a centralized optimization routine to find an optimal solu-
tion to its portion of the problem. The optimization routineused by Mailler and Lesser
is the Branch and Bound algorithm of Freuder et. al. [9].

Agents in OptAPO use a novel cost justification technique to drive the communica-
tion of constraints. This technique avoids centralizationwhen it is deemed unjustified
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based on problem structure. As an OptAPO agent receives constraints from other agents
in the problem, it adds the other agents to a data structure called its goodlist. We will
use the size of an agent’s goodlist to measure amount of centralization in OptAPO. Fi-
nally, when constraints are communicated between two agents who are not neighbors,
a linking procedure is used to establish a direct communication link.

2.2 Discussion of Qualitative Differences

Communication of Constraints: We see that a key difference between Adopt and Op-
tAPO is that agents in OptAPO communicate their constraintsto other agents which
allows the agent who receives them to evaluate the constraint. The communication
of constraints between agents has significant implicationson load balancing and the
amount of computation that each agent must perform during problem solving. This is
because as the size of an agent’s subproblem grows as constraints are gathered, more
local computation (search) is required to find the optimal solution to the larger subprob-
lem. Thus, when constraints are communicated between agents, the computation load
at each agent may increase during problem solving. In OptAPO, we may expect that the
computational load at some agents will grow as problem solving progresses and their
sub-problems grow. On the other hand, in an algorithm which does not communicate
constraints, such as Adopt, we may expect that the computational load at each agent
will remain constant during problem solving.

Adding Links: Adopt and OptAPO seemingly make different assumptions about the
communication links in the underlying application domain.OptAPO assumes that an
agent has the ability to establish a direct communication link with any other agent.
Adopt only assumes a direct communication link between neighbors in the constraint
graph. Although a multi-hop message strategy could in principle be used to establish a
virtual communication link between any pair of agents in a connected communication
network, this approach would incur additional communication cycles. However, we do
not investigate this issue in this paper.

3 An Evaluation Metric for Asynchronous Algorithms

Performance measurement and comparison of distributed algorithms is more compli-
cated than for traditional centralized algorithms. Distributed algorithms have multiple
agents that run concurrently and communicate asynchronously. This distribution of the
algorithm creates several challenges for evaluation in a typical research lab environ-
ment. Running in a fully distributed manner across a clusterof many computers is often
not practical. Alternatively, an asynchronous algorithm can be run on a single com-
puter using multiple threads of execution, for example using a discrete-event network
simulator. However, this is also problematic because thereare an exponential number of
execution paths for an asynchronous algorithm and there canbe significant variation be-
tween runtimes depending on the path chosen by the underlying simulator. Evaluation
over all possible execution paths is often not practical.
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3.1 Number of Cycles

Because of the above difficulties, previous researchers have proposed evaluating asyn-
chronous algorithms according to one standardized execution path, namely one in which
agents synchronously interleave communication and computation. Specifically, algo-
rithm execution is divided into a sequence of cycles [10] as defined below.

Definition: A cycle is defined as one unit of algorithm progress in which all agents,
in parallel, process their incoming messages, perform any required computation, and
send their outgoing messages. Importantly, a message sent in cycle i is not received
until cycle i+1.

Cycles are a convenient standardized metric for estimatingthe performance of a
DCOP algorithm that avoids the problems described earlier.However, a drawback of
cycles is that it does not take into account the amount of computation required by the
distributed agents. We wish to devise a metric that retains the desirable properties of the
measurement using cycles but considers computation costs as well.

On initial consideration it might seem that the amount of computation performed
by an algorithm could be accurately measured by the total runtime used by the process
on a single computer. However, since the agents must take turns using a single proces-
sor and cannot execute in parallel as they would in a distributed system, the runtime
may not accurately reflect the actual distributed performance. If the agents solving the
problem do not share the computational burden relatively evenly, then they will not take
advantage of the parallelism of distributed problem solving.

3.2 Cycle-Based Runtime

To more accurately measure the performance of DCOP algorithms, we desire a metric
that approximates the total runtime of an algorithm whose execution has been measured
using synchronous cycles. We begin with a simple definition of runtime:

total runtime of m cycles =

m∑

k=0

time for cycle k (1)

Now, we need a definition for the time of a cycle. A cycle involves communica-
tion followed by computation. LetL denote the time required in a cycle to deliver all
messages sent in the previous cycle. We call this thelatency of the underlying commu-
nication environment.L is algorithm independent. So we have

time for cycle k = L + computation time in cycle k (2)

In order to measure the computational cost in a cycle, we makeuse of a recent met-
ric - concurrent constraint checks (ccc) [11]. A constraintcheck is the act of evaluating
a constraint in the problem by comparing the value of one variable to another variable
in the problem. Constraint checks are a well accepted measure of computation in tra-
ditional centralized constraint processing algorithms. Let cc(xi, k) be the number of
constraint checks performed by agentxi in cyclek. Then the computation time of cycle
k is defined as:

241



computation time in cycle k = max
xi∈V

cc(xi, k) × t (3)

wheret is the time required for one constraint check.t is a property of the under-
lying computing hardware and is algorithm independent. Themax over all agents is
used because the agents are conceptually executing in parallel. The length of a cycle is
determined by how long the longest running agent took to complete. Substituting 3 into
2, we have

time for cycle k = L + max
xi∈V

cc(xi, k) × t (4)

Now substituting 4 in 1,

total runtime of m cycles =
m∑

k=0

(L + max
xi∈V

cc(xi, k) × t) (5)

Finally, the number of concurrent constraint checks (ccc) performed by an algorithm
over m cycles is defined as:

ccc(m) =

m∑

k=0

max
xi∈V

cc(xi, k) (6)

Substituting 6 in 5, we arrive at our final equation for the time of m cycles, called
Cycle-Based Runtime (CBR):

CBR(m) = t × ccc(m) + L × m. (7)

Note that the CBR metric is parameterized according to two environmental factors:
the communication latency between cycles (L) and the speed of computation (t). Using
this parameterized model, we can evaluate algorithm performance over a range of en-
vironments that vary in their relative speeds of communication and computation. Time
required to transmit a message is usually greater than the time for a constraint check in
most environments, so for simplicity we assume that a constraint check is the smallest
atomic unit of time (t = 1), and assumeL is given relative tot. We will explore four
types of environments where communication costs are increasing by order of magnitude
relative to computation, i.e.,L = t, L = 10t, L = 100t, L = 1000t.

CBR does not take into account number of messages or the time required to process
messages. In other words, we assume that message processingtime per cycle is not
a significant differentiating feature between algorithms under comparison. We believe
this is true for the algorithms compared in this paper. WhileAdopt uses many more
messages than OptAPO, this is explained by its higher cycle count, i.e, the number of
messages communicated per cycle is about the same between the two algorithms. Also,
we assume the time to process each message is similar for bothalgorithms.
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Fig. 2. Comparison of Adopt and OptAPO using the CBR metric on graphsof low density. Each
graph represents a different L value.

4 Empirical Evaluation

We obtained the OptAPO code from its creators Roger Mailler and Victor Lesser, and
the Adopt code from its creator Pragnesh Jay Modi. We used a simulator framework to
measure ccc and cycles in both OptAPO and Adopt. Following previous work [8, 7], we
then ran OptAPO and Adopt on a set of randomly generated 3-coloring problems. The
problems were generated with problem sizes of n=8, 12, 16, or20, and a link density of
either 2n or 3n. Each problem size had 50 generated problems (a total of 8*50 = 400).
The same set of randomly generated graphs was used for each algorithm.

4.1 Runtime as Measured By CBR

Constraint checks and cycle counts were logged and used to compute the value of CBR
in Eqn 7 for four different values ofL. We create a different graph for each value. As de-
scribed in Section 3,L represents the time required by the communication environment
to deliver messages between cycles specified relative to thetime for a constraint check.
For example ifL = 1, we are assuming communication is very fast and on the same or-
der of magnitude as a constraint check. IfL = 1000, we are assuming communication
takes three orders of magnitude longer than a constraint check.
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Fig. 3. Comparison of Adopt and OptAPO using the CBR metric on graphsof high density. Each
graph represents a different L value.

Figures 2 and 3 show four graphs generated from a single set ofexperiments on
problems of link density 2n and 3n respectively. Each datapoint represents the average
of the 50 problems. In Figure 2, we see that whenL is 1, 10, and 100, Adopt outper-
forms OptAPO. AtL = 1000, Adopt performs slower than OptAPO on the problem
sizes we tested. However, from the growth rates of the lines it appears that OptAPO
may exceed Adopt on larger problem sizes. To investigate this, we were able to run a
small number of experiments with problems containing 24 variables. We completed 20
problems for density 2 and 10 for density 3 (the lengthy runtimes on these large problem
sizes prevented completion of more problems). The performance on these problems has
been shown with a dotted line on theL = 1000 graph, and indicates that Adopt may
outperform OptAPO on large problems even atL = 1000.

We observed that while Adopt requires more cycles than OptAPO, each OptAPO
cycle takes significantly longer than each Adopt cycle.L provides a parameter to vary
the relative cost between number of cycles and length of eachcycle. We conclude that
for a significant range ofL, Adopt performs better than OptAPO, and as problem size
grows this range increases.
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4.2 Centralization of OptAPO

We have hypothesized that the degree of centralization is the reason that OptAPO’s
cycles take much longer than an Adopt cycle. To verify this, we recorded the amount
of centralization that the OptAPO agents reached by termination, as represented by the
size of the OptAPOgoodlist, which contains the other agents whose constraints have
been centralized to an agent.

We computed the average, minimum, and maximum goodlist sizes across the agents
in a problem at termination. We obtained similar results to the centralization data re-
ported in Mailler’s thesis [13]. As seen in Figure 4, on low density problems OptAPO
agents on average have centralized at least half of the problem by the time a solution is
found. On highly dense graphs, which are more difficult and time-consuming to solve,
OptAPO on average centralizes nearly all of the problem.

The Max bars show that in high density graphs, almost all problems had at least one
agent that fully centralized the problem. In low density problems, on average there was
at least one agent who centralized about 75% of the problem.

Fig. 4. OptAPO centralization - Avg is the average centralization across the agents in a problem,
Max is the highest centralization of all the agents in a problem, and Min is the lowest of the
agents. The upper line above each bar marks n (# of variables), which is the maximum possible
centralization at each problem size. Each measurement is the average of 50 problems.

4.3 Parallelization of Computation

So far we have found that OptAPO does more computation, basedon our measurement
of the maximum constraint checks performed across the agents during each cycle. How-
ever, we would also like to determine whether the higher maximum constraint checks
is due to OptAPO simply doing more computation inall the agents during a cycle, or if
it is due to uneven distribution of the computational load.

As discussed in Section 3,cc(xi, k) is the number of constraint checks performed
by agentxi in cyclek. Then, the distribution of computation within a cycle, which we
will call load(k), can be represented by the ratio of the maximum constraint checks to
the total constraint checks in a cycle:
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load(k) =
maxxi∈Agents cc(xi, k)∑

xi∈Agents cc(xi, k)
(8)

This equation represents the fraction of work that the maximum computing agent
did during the cycle. A value of 1.0 means one agent did all of the computation in that
cycle, and a lower value indicates the load was more balanced.

In Figure 5, the load ratio for OptAPO and Adopt is graphed forthe execution of
one representative graph coloring problem with 8 variablesand a density of 2n. The
x-axis is the execution time in cycles, and the y-axis is the load as defined in Eqn 8.
The line for OptAPO shows spikes at cycles where an agent, themediator, did a Branch
and Bound search and accounted for most or all of the computation in that cycle. On
the other hand, Adopt had very consistent distribution of computation, with most agents
doing a similar number of constraint checks for most of the algorithm’s duration.

This chart illustrates that OptAPO finished in a fewer numberof cycles than Adopt,
but the computation during those cycles is less evenly distributed among the agents,
which results in longer time per cycle.

Fig. 5. A measure of the distribution of computation in Adopt and OptAPO. The peaks on the
OptAPO line indicate that in those cycles a single agent did most of the computation.

4.4 Tradeoffs Between Communication Latency and Centralization

As our analysis has shown, a non-centralized algorithm likeAdopt uses more commu-
nication cycles but has a lower computational cost per cycle. OptAPO, a partially cen-
tralized algorithm, has relatively low communication cycles but higher computational
cost per cycle. We now ask how does a partially centralized approach like OptAPO and

246



a decentralized approach like Adopt, compare with a completely centralized approach
using CBR as an evaluation metric?

For the centralized approach, we assume one agent starts thealgorithm with full
knowledge of the problem, and simply invokes an optimization search procedure. We
used OptAPO’s implementation of centralized Branch and Bound search and measured
the number of constraint checks required to find the optimal solution. We ignored the
overhead cost that would be required in a truly distributed setting of electing a central-
izer and all agents communicating the problem information to it. In the worst case, this
cost is only some small factor of the width of the communication graph.

Figure 6 shows the three algorithms at different L values. Asexpected, the central-
ized algorithm is insensitive to varying L values because nocommunication is required.
For both graph densities, Adopt is the best performing algorithm at L values less than
100. The crossover point occurs between L=100 and L=1000. These crossover points
are important because they tell us at what point communication becomes too expensive
for Adopt to operate efficiently, and tell us which algorithmshould be used for a given
communication environment.

For density 2, the OptAPO performance curve outperforms itsown centralized
solver using the CBR metric. These results agree qualitatively with the results using
a serial runtime metric reported by Mailler and Lesser [7]. On density 3, the fully cen-
tralized approach had a lower CBR than OptAPO, which we believe may be explained
by the fact that OptAPO does repeated multiple Branch and Bound searches, which
could become more costly on dense graphs. The OptAPO searches partially reuse past
searches, but this partial reuse does not completely recover the cost of the previous
searches. From our analysis, we conclude that on high density graphs OptAPO eventu-
ally centralizes most of the problem, but does so with a higher cost than doing a simple
centralization in the first step of the algorithm.

Fig. 6. Adopt, OptAPO, and Centralized at 4 different L values. Eachgraph is based on 50 random
problems of 20 variables.

Figure 6 provides initial guidance to a researcher seeking to apply a DCOP algo-
rithm to a new domain. The figure gives an estimate of which algorithm would be the
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most efficient for a given communication model and constraint density, although results
in other domains may vary.

5 Conclusion

We have investigated two algorithms for DCOP - OptAPO and Adopt - that vary in the
amount they centralize the problem in order to find the optimal solution. We developed
a metric, CBR, for more accurately comparing these algorithms by taking into account
communication latency between cycles and the length of eachcycle. We have shown
that while OptAPO requires fewer cycles than Adopt, OptAPO’s cycles are longer be-
cause they require more computation. For domains with low communication latency
compared to time to do a computation, Adopt outperforms OptAPO because in such
domains agents are able to communicate efficiently and Adoptis able to take advantage
of it by more evenly distributing the work of solving the DCOP. We have created graphs
of the relative performance of Adopt, OptAPO, and centralized search under environ-
ments with varying communication latencies, providing theability to choose the most
effective level of centralization for each environment.
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