Assignment 5  -- Due July, 3.
Your task is to implement value iteration for POMDPs.

Your code will 

1) Read an input file describing a POMDP

2) Execute value iteration as described in class until some number of alpha-vectors has been generated or value iteration has converged

3) Provide a function that given a belief state, an action, and an observation returns the new belief state

4) Provide a function that given a belief state returns the optimal action according to your value function.

5) Provide a simulation function that is given an initial belief state and simulates the optimal policy on this belief state for some number of steps and returns the average reward per step.

6) When I run your main routine, I will be asked for an input file. After the input file is processed, you will ask me for an initial belief state, the maximal number of alpha-vectors, and the accuracy parameter for value-iteration, and the number of steps for simulation.  You will compute a policy, execute it, and return the average reward per-step.

· Extra-credit. If you implement point-based value iteration you get extra credit. In this case, you will also need to ask for the number of belief points, and have some routine that generates them.

Code that supports the parsing process is provided POMDPSolver.zip. Here are some instructions for its use:

1. Create a belief state class that implements the BeliefState interface. 
2. Implement the method getInitialBeliefState in class POMDP (last method) that creates the initial belief state (b_0). 
3. Run the random walk policy example provided in the POMDPSolver class. 
4. Implement an alpha vector class that implements the AlphaVector interface. 
5. Implement a policy by implementing the PolicyStartegy interface. This class should compute a policy that assigns an action to a belief state. 
6. Change the POMDPSolver class to use your own policy instead of the random walk. 
Important POMDP functions:

1. tr( s, a, s' ) – returns the probability of transitioning from state s to state s' using action a 
2. O( a, s', o ) – returns the probability of observing o after executing a, arriving at s' 
3. R( s, a ) – returns the reward for executing action a in state s 
4. getStateCount() 
5. getActionCount() 
6. getObservationCount() 
7. getDiscountFactor() 
There are 4 example domains.

