
Choosing, Agreeing, and Eliminating in Communication
Complexity∗

Amos Beimel
Dept. of Computer Science

Ben Gurion University
Beer Sheva, Israel

Sebastian Ben Daniel
Dept. of Computer Science

Ben Gurion University
Beer Sheva, Israel

Eyal Kushilevitz
Dept. of Computer Science

Technion
Haifa, Israel

Enav Weinreb
Dept. of Computer Science

Technion
Haifa, Israel

August 25, 2011

Abstract

We consider several questions inspired by the direct-sum problem in (two-party) communication
complexity. In all questions, there are k fixed Boolean functions f1, . . . , fk and Alice and Bob have k
inputs x1, . . . , xk and y1, . . . , yk, respectively. In the eliminate problem, Alice and Bob should output
a vector σ1, . . . , σk such that fi(xi) 6= σi for at least one i (i.e., their goal is to eliminate one of the 2k

output vectors); in choose, Alice and Bob should return (i, fi(xi, yi)) and in agree they should return
fi(xi, yi) for some i. The question, in each of the three cases, is whether one can do better than solving
one (say, the first) instance. We study these three problems and prove various positive and negative re-
sults. In particular, we prove that the randomized communication complexity of eliminate, of k instances
of f , is characterized by the randomized communication complexity of solving one instance of f .

1 Introduction

A basic question in complexity theory is how the complexity of computing k independent instances relates
to the complexity of computing one instance. Such problems, called direct sum problems, have been studied
for a variety of computational models. Broadly, the direct sum question asks (with respect to an arbitrary
computational model and any complexity measure):

Question 1. Can “solving” k functions f1, . . . , fk on k independent inputs x1, . . ., xk (respectively) be
done more “efficiently” than just “solving” each fi(xi)?

(Of particular interest is the special case where all functions are identical.) Since the inputs are indepen-
dent, it is tempting to conjecture that in reasonable models the answer is negative. Indeed, it was proved that
in several models no significant saving can be obtained; e.g., for decision trees [9, 29, 37, 32]. However,

∗The first author is partially supported by ISF grant 938/09. The second author is partially supported by the Frankel Center for
Computer Science. The third and fourth authors are supported by ISF grant 1310/06.

1



for other models, some saving is possible despite the independence of the inputs, e.g., in non-deterministic
communication complexity and randomized communication complexity [22, 14], deterministic communi-
cation complexity of relations [14], and distributional communication complexity [37]. For other models,
the answer is still unknown; e.g., in circuit complexity [15, 31, 39]. Direct sum results are important for un-
derstanding the power of a computational model. For example, it was shown in [23] that a negative answer
for a variant of this question implies circuit lower bounds, in particular, NC1 6= NC2. Furthermore, direct
sum results on the information complexity have been used to prove lower bounds on the communication
complexity of functions [4].

To better understand direct sum questions, a simpler task has been proposed – eliminating a vector of
answers. More precisely, for k fixed Boolean functions f1, . . . , fk, given k inputs x1, . . . , xk, find a vector
σ1, . . . , σk such that fi(xi) 6= σi for at least one i. In other words, given x1, . . . , xk, a-priori there are 2k

possible vectors of outputs for the k instances. Solving the direct sum problem is finding the correct vector
of outputs; eliminating means returning one of the 2k−1 vectors which is not the vector of outputs. Clearly,
if we solve one instance and obtain, say, a1 = f1(x1), then we can eliminate the vector a1, σ2, . . . , σk for
any σ2, . . . , σk. The question is if we can do better; that is,

Question 2. Can solving eliminate, on k independent instances x1, ..., xk of k functions f1, . . . , fk, be
“easier” than solving the “easiest” function?

(Again, of a particular interest is when all functions are identical.) This question and related ones were
studied in the context of polynomial-time computation [1, 3, 10, 11, 17, 25, 34, 35, 36, 38] and computation
in general [7, 8, 16, 20, 26]. The question was explored for communication complexity by Ambainis et
al. [2].

In this work, we introduce two new problems related to the direct sum question, choose and agree.
As before, there are k fixed Boolean functions f1, . . . , fk, and we are given k instances x1, . . . , xk. In the
choose problem, the task is to solve one instance of our choice; i.e., return (i, fi(xi)) for some i. Intuitively,
choose is allowed to pick an “easy” input and answer it. The question is:

Question 3. Can solving choose, on k independent instances x1, ..., xk of k functions f1, . . . , fk, be “eas-
ier” than solving the “easiest” function?

In the agree problem, the task is to return fi(xi) for some i (possibly without knowing for which
instance i it corresponds). That is, for Boolean functions, if all outputs agree, i.e., f1(x1) = f2(x2) = · · · =
fk(xk) = σ, then agree(x1, . . . , xk) must return σ, otherwise it may return either 0 or 1. The question is:

Question 4. Can solving agree, on k independent instances x1, ..., xk of k functions f1, . . . , fk, be “easier”
than solving the “easiest” function?

Comparing the three tasks, choose is the hardest and eliminate is the easiest. As solving choose
implies solving agree which, in turn, implies solving eliminate (with an answer σ for agree(x1, . . . , xn),
then we can eliminate the output vector (σ, . . . , σ)). However, eliminating may potentially be much easier
than choose and agree; for example, if f1 = f2 and x1 = x2, then solving agree implies solving f1(x1),
while for eliminate one may return (0, 1) (or (1, 0)) without any computation. Furthermore, if we can
solve choose efficiently, then we can solve the direct sum efficiently (use choose to solve one instance
and solve the other instances independently). We do not know of any connections between the direct sum
problem and agree or eliminate.

We start by mentioning some related work. The direct sum question in communication complexity
for deterministic protocols of functions is still open. There is an example of a relation in which saving
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of O(k · log n) bits is possible for k instances by a deterministic protocol [14]. For non-deterministic
protocols and randomized protocols, some saving is possible for some functions [14, 22]. However, the
best possible “generic” upper bound for the direct sum of randomized protocols is not known (while in the
non-deterministic case, an additive O(log n) savings is the best possible [14, 22]). Ambainis et al. [2] study
the communication complexity of eliminate. They conjecture that, for functions, no saving is possible for
deterministic protocols. To support their conjecture they supply, in addition to other results, lower bounds
for deterministic, non-deterministic, and randomized protocols for eliminate of specific functions.

1.1 Our Results

We define choose and agree problems and study their properties, as well as the properties of eliminate.

• For randomized public-coin protocols, we show that saving of O(log k) bits is possible for eliminate
for k instances of some functions (e.g., the inner-product function).

• On the negative side, we prove that the randomized communication complexity of solving a function f
is a lower bound on the randomized communication complexity of eliminatefk , i.e., on computing
eliminate on k instances of f . This implies, together with a trivial upper bound, that the randomized
communication complexity of computing a function f characterizes the randomized communication
complexity of computing eliminatefk up-to a factor of 2k. In particular, our results show that
eliminate of IP requires n− O(k) bits even for randomized protocols. This improves a lower bound
of n/(2O(k) log n log log n) for randomized protocols for IP proved in [2].

• We relate the complexity of choosef,g to the non-deterministic and deterministic complexity of solv-
ing f and g. In particular, we show that if the non-deterministic communication complexity of f and
g are high, then the deterministic communication complexity of choosef,g is high. This implies that
for most functions the communication complexity of choosef,g is Ω(n). We prove a similar, however
weaker, lower bound for agreef,g.

• For one-way deterministic protocols no saving is possible for solving choosef,g compared to solving
one of these functions.

To better understand if saving is possible for eliminate in communication complexity, we explore a
restriction of eliminate, called r-eliminate. In this case, Alice has k inputs x1, . . . , xk, however, Bob has
one input y. The goal of Alice and Bob is to find a vector σ1, . . . , σk such that fi(xi, y) 6= σi, for at least
one i. In the rest of this section, we assume that f1 = f2 = . . . = fk = f . In this model significant saving
is possible even for k = 2. For example for r-eliminate of the equality function, if Alice holds two inputs
x1 = x2, she can eliminate, say, (0, 1) without any communication, and if x1 6= x2, she can eliminate (1, 1)
without any communication. We show that for some other functions r-eliminate is hard and we also give
additional examples where some saving is possible:

• r-eliminate of the disjointness function on k instances can be done by a deterministic protocol
sending (n log k)/k bits; this is better than the deterministic complexity of solving one instance of
disjointness (which is n). By [2], eliminate of k instances of disjointness requires n − O(log n)
bits deterministically [2]. Using this result, we prove that r-eliminate of disjointness on k instances
requires Ω(n/k) bits deterministically. That is, our protocol is optimal up to a factor of log k.
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• r-eliminate of the inner-product function on k instances can be solved deterministically by sending
n − k + 2 bits. Thus, some saving is possible for large k’s. We show that our lower bound for
eliminateIPk can be translated to a lower bound of Ω(n/k) for r-eliminate on k instances of IP
for randomized protocols.

• For most functions, r-eliminate of two instances requires at least n−5 bits. Thus, the naive protocol
where Bob sends his input to Alice is nearly optimal.

We also consider decision trees and circuit complexity. We show that for decision trees, no saving can
be obtained for choose, agree, and eliminate. That is, any decision tree solving eliminatef,g can
be converted into a decision tree of the same size and depth that either computes f or computes g. This
generalizes the results that no saving can be achieved for decision trees in the direct sum problem [9, 29,
37, 32]. We also prove that the size of the smallest circuit solving agreef,g is equal to the deterministic
communication complexity of chooseRf ,Rg , where Rf denotes the Karchmer-Wigderson relation related to
f [24]. This is a generalization of results of [24] on the relation between circuit size of a function f and the
communication complexity of Rf .

1.2 Organization

In Section 2 we review notions from communication complexity and define choose, agree, end eliminate. In
Section 3 we describe related work. In Section 4 we prove several lower bounds for the three relations. In
Section 5 we give upper and lower bounds for eliminate and r-eliminate for specific functions. Finally, in
Section 6 we discuss these problems for decision trees and circuit complexity.

2 Preliminaries

We consider the two-party communication complexity model of Yao [40]. In this model, there are three
finite sets X, Y , and Z, and a relation R ⊆ X × Y × Z. Two players, Alice and Bob, get x ∈ X and
y ∈ Y respectively. Their goal is to compute z such that (x, y, z) ∈ R by exchanging bits according to
some protocol (we assume that for every x, y there is some z such that (x, y, z) ∈ R). We next define
deterministic, non-deterministic, randomized, and distributional communication complexity.

A protocol P (over X , Y , Z) is described by a binary tree in which every internal node is labeled
either by A (in which Alice sends a bit) or by B (in which Bob sends a bit), and by a Boolean function
fA : X → {0, 1} or fB : Y → {0, 1} respectively (into one of the node children). Every leaf is labeled by
an element of Z. Every input (x, y) uniquely defines a leaf reached by the protocol in the following way:
We start at the root; in each internal node v, we compute fA(x) or fB(y) according to the label of the node.
If fA(x) = 0 (respectively, fB(y) = 0), we continue the protocol with the left son of v (in this case we
say that Alice sent 0), otherwise we continue with right son of v (and say that Alice sent 1). We repeat this
process until we reach a leaf, and let P(x, y) denote the label of this leaf. The complexity of P is the depth
of the tree. We say that a protocol is a c-protocol if the depth of the tree describing the protocol is at most c.

Definition 2.1 (Deterministic Complexity). We denote by D(R) the minimum c for which there is a c-
protocol P solving R, that is, a protocol for which (x, y,P(x, y)) ∈ R for all (x, y) ∈ X×Y . We denote by
D1(R) the minimum c such that there exist a c-protocol as above such that all its internal nodes are labeled
by A.
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A non-deterministic c-protocol P is defined similarly, except that the domain of each interior-node
function fv is {0, 1, ∗} instead of {0, 1} and a leaf can also be labeled by ∗ (where ∗ /∈ Z). At node v,
if fv evaluates to ∗ on input (x, y) then the computation moves non-deterministically to either child of v.
That is, for every input (x, y) there can be many paths starting at the root. Let L(x, y) denote the set of
leaves which can be reached from the root on input (x, y). We say that a non-deterministic protocol solves
a relation R if for every (x, y) there is some ` ∈ L(x, y) that is labeled by a z such that (x, y, z) ∈ R and no
leaf ` ∈ L(x, y) is labeled by a z ∈ Z such that (x, y, z) /∈ R (however, it is possible that ` is labeled by ∗).

Definition 2.2 (Non-Deterministic Complexity of Relations). We denote by N (R) the minimum c ∈ N for
which there is a non-deterministic c-protocol solving R.

Definition 2.3 (Non-Deterministic Complexity of Functions). For a Boolean function f , we denote by
N 1(f) the minimum c for which there is a non-deterministic c-protocol such that for every x, y satisfy-
ing f(x, y) = 1 there is a leaf ` ∈ L(x, y) labeled by 1 and for x, y satisfying f(x, y) = 0 every leaf in
L(x, y) is labeled by 0. Furthermore, we denote N 0(f) = N 1(f) and N (f) = max

{N 0(f),N 1(f)
}

.

Remark 2.4. An equivalent definition of N (f) is the minimum c for which there is a non-deterministic
c-protocol such that for every x, y there is at least one leaf in L(x, y) labeled by f(x, y) and there are no
leaves in L(x, y) labeled by 1 − f(x, y) (however, it is possible that some leaves in L(x, y) are labeled by
∗).

In a randomized protocol Alice and Bob, in addition to their inputs, have random inputs rA and rB

respectively. In Alice’s node in a tree describing a protocol, the decision to send 0 (i.e., go to the left child),
or send 1 (i.e., go to the right child) is a function of x and rA. Similarly, in Bob’s node the decision is a
function of y and rB . For every x, y there is a probability distribution on the leaf reached by the protocol,
this distribution is implied by randomly and uniformly choosing rA and rB . We say that a randomized
protocol P computes a relation R with error ε if Pr[(x, y,P(x, y)) ∈ R] ≥ 1 − ε for every x ∈ X and
y ∈ Y . In the above model, Alice and Bob each have independent random inputs rA and rB . We also
consider a model with public randomness, e.g., r = rA = rB . Such common randomness can reduce the
communication complexity of the problems.

Definition 2.5 (Randomized Complexity). The ε-error randomized communication complexity, denoted by
Rε(R), is defined as the minimum c ∈ N, for which there is a randomized protocol P with complexity c that
computes R with error at most ε. Similarly, we denote by Rpub

ε (R) the minimum c for which there exists a
randomized protocol P with shared randomness and communication complexity c which computes R with
error at most ε.

Definition 2.6 (Distributional Complexity). Let µ be a probability distribution on X × Y . A deterministic
protocol P has distributional error ε if Pr[(x, y, P (x, y)) ∈ R] ≥ 1− ε where the probability is taken over
x, y chosen according to µ. We denote by Dµ

ε the minimum c for which there is a c-protocol solving R with
error at most ε with respect to µ.

The next theorem relates the randomized communication complexity and the distributional communica-
tion complexity of f .

Theorem 2.7 (Yao’s min-max Theorem [40]). Let f : X × Y → {0, 1}. Then, Rpub
ε (f) = maxµDµ

ε (f),
where the maximum is taken over all distributions µ on X × Y .
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Newman [28] proved that, when X = Y = {0, 1}n, if a relation R ⊂ X × Y × Z can be solved in
the public randomness model, then it can be solved in the private model by adding only O(log n) bits of
communication.

Theorem 2.8 ([28]). Let f : {0, 1}n × {0, 1}n → {0, 1} be a function. For every 0 < ε ≤ 1/2 and
0 < δ ≤ 1. Then

Rε+δ(f) ≤ Rpub
ε (f) + O(log n + log δ−1).

2.1 Choose, Agree, and Eliminate

Next, we define the three problems inspired by the direct sum question. For the three problems there are
several possible outputs, i.e., they are relations.

Definition 2.9 (Choose, Agree, and Eliminate). Let f1, . . . , fk : {0, 1}n × {0, 1}n → {0, 1} be functions.
In all three problems defined below, the inputs of Alice and Bob are a k-tuple x1, . . . , xk and y1, . . . , yk

respectively. In choosef1,...,fk
an output is (i, fi(xi, yi)) where i ∈ {1, . . . , k} . In agreef1,...,fk

, an output
is fi(xi, yi) where i ∈ {1, . . . , k} . Finally, in eliminatef1,...,fk

an output is any vector (σ1, . . . , σk) ∈
{0, 1}k for which there exists at least one i such that σi 6= fi(xi, yi).

If f1 = ... = fk = f we abbreviate f1, . . . , fk by fk. Note that Rε(eliminatefk) = O(1) for
ε ≥ 1/2k as a random k-bit output will err with probability 1/2k. As we shall see that, for ε < 1/2k,
Rε(eliminatefk) is large for some functions.

Next, we define a restricted version of eliminate where Bob gets the same y for all k functions. For
simplicity, assume that all k functions are equal.

Definition 2.10 (R-Eliminate). Let f1, . . . , fk : {0, 1}n×{0, 1}n → {0, 1} be functions. In r-eliminatefk ,
Alice gets a k-tuple x1, . . . , xk and Bob gets a single input y; an output is any vector (σ1, . . . , σk) ∈ {0, 1}k

for which there exists at least one i such that σi 6= fi(xi, y).

3 Related Work

In this section we describe previous works on direct sum questions in communication complexity. Karchmer
et al. [23] proved the key results originally motivating the study of this area; they showed that if the depth
of a Boolean circuit of the composition of two functions is close to the sum of the individual depths, then
NC1 is different from NC2. As circuit depth is equal to the communication complexity of relations [24],
this is a question in communication complexity. Specifically, Karchmer et al. [23] discussed the circuit
depth complexity of n bits Boolean functions constructed by composing up to d = log n/ log log n levels
of k = log n bit Boolean functions and conjecture that circuit depth is additive under composition, which
would imply that any (bounded fan-in) circuit for this problem requires dk = Ω(d2(k log k)

1
2 ) depth. This

would separate AC1 from NC1. Following this paper, Edmonds et al. [13] gave an almost optimal lower
bound of dk −O(d2(k log k)

1
2 ) for the universal composition relation, which is an abstraction of the above

composition. This lower bound does not yield any separation results; however the ideas of [13] may help in
proving such separations.

Feder et al. [14] considered amortized communication complexity defined as the ratio between the com-
munication complexity of fk divided by k for large k (i.e., the cost of one instance in the direct sum prob-
lem). They showed that the amortized communication complexity of a relation can be smaller than its
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communication complexity: they presented a partial function whose communication complexity is Θ(log n)
and its amortized communication complexity is O(1). For randomized protocols, they described a function
whose randomized communication complexity is Θ(log n) and its amortized randomized communication
complexity is O(1). In other words, they showed that some saving is possible in the direct sum problem
for relations and in randomized protocols for functions. They also gave a general lower bound on the deter-
ministic amortized communication complexity of any function f in terms of its communication complexity
D(f); for every function f the amortized communication complexity of f is Ω

(√
D(f)− log n

)
.

Karchmer et al. [22] defined an integer program related to protocols and consider its refinement into
linear program. They showed that this program often has direct sum properties. Using this property
they reproved and strengthened results of [14], stating that no significant saving can be obtained for non-
deterministic amortized communication complexity. They also showed a similar result for two-round deter-
ministic protocols.

Chakrabarti et al. [12] introduced the notion of information complexity which measures the amount of
information revealed by the transcript about the inputs. This measure is a lower bound on the communication
complexity of a function. Using this notion they proved lower bounds of Ω(k

√
n) for the randomized direct

sum of k copies of the equality function in the simultaneous message model (compared to θ(
√

n) for one
copy in this model).

Bar-Yosef et al. [4] generalized the notion of [12] to general communication models, and proved that it
admits a direct sum property. They used this notion to prove Ω(n) lower bound on the randomized commu-
nication complexity of the disjointness function (originally proved by [21, 33]). Their proof reduces proving
lower bounds for disjointness to proving lower bounds for the information complexity of the AND function.
Jain et al. [19] showed lower bounds for the direct sum problem for two-party randomized protocols with r
rounds. Their proofs also use the notion of information cost of a protocol, as defined in [12].

The randomized communication complexity of solving k instances is still an open problem. Beam et
al. [6] showed that for a certain class of functions no saving can be obtained for randomized protocols
solving the direct sum functions.1 Proving that the randomized communication complexity of solving fk

grows as a function of k was a longstanding open problem. Barak et al. [5] proved that, ignoring log factors,
R(fk) = Ω(R(f)

√
k).

The paper that is most relevant to our work is Ambainis et al. [2]. They study the communication
complexity of eliminate and two additional relations, enumeration and selection. They present several direct
sum conjectures for these relations and prove lower bound of Ω(n) for deterministic protocols for eliminate
of fk for several natural functions, e.g., equality and disjointness. They also prove a lower bound of Ω(n)
for the complexity of deterministic protocols for several graph properties. Furthermore, they prove some
lower bounds on the randomized complexity of eliminate for disjointness and inner product.

3.1 Direct Product

Given a communication protocol for f , a natural method for solving k instances of f is to run the protocol
independently on each instance. This method has complexity of k times the complexity of the protocol
solving f on one instance. When using a randomized protocol with error ε for f , then the probability of
simultaneously succeeding on all k instances is only (1− ε)k. The question is if this method is optimal, i.e.,
does any protocol with cost at most kc, where c is the cost of solving one instance, err with probability at
least (1− ε)k.

1The class of functions is the functions where tight lower bounds can be proved by a corruption or one-sided discrepancy method
over a rectangular distribution.
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The above question is an example of a direct product question. In general the direct product question is:
“Given that we can solve one instance with error ε and complexity c, what is the smallest error for solving
k instances with complexity kc (or even when the complexity is significantly smaller than kc)?” A direct
product theorem states the success probability in these cases is δk for some constant δ. Direct product results
and their variants appear in many different areas of complexity theory, ranging from hardness amplification
in the theory of pseudo-randomness, to parallel repetition in interactive proof systems, and to time-space
trade-offs in concrete models of computation.

We next concentrate on the setting of communication complexity. Although direct product results seem
highly plausible, it is well-known that strong direct product results fail to hold for several modes of commu-
nication and computation. For example, testing the equality of two n-bits strings by a randomized protocol
requires Θ(log n) bits, while testing of k = log n pairs of n-bit strings with a constant-error communication
protocol has complexity O(k log k + log n) = O(log n log log n) (see, e.g., [27, Example 4.3, page 43]).
In contrast, the naive protocol has complexity of O(k log n) = O(log2 n). Similarly, Shaltiel [37] gives an
example for which a strong direct product result fails to hold for distributional communication complexity.
Whether the strong direct product theorem holds in general for public-coin randomized protocols remains
an open question in communication complexity. Notwithstanding the above mentioned counterexamples,
various forms of direct product results have been discovered in special cases. Early attempts at the question
can be found in [18, 30] which proved a direct product result for collections of protocols.

4 General Bounds for Choose, Agree, and Eliminate

In this section, we show that saving is possible in public-coin randomized protocols for eliminate of some
functions. We then prove lower bounds on the complexity of choosef1,f2 , agreef1,f2

, and eliminatefk .

4.1 Upper Bounds for Eliminate

Theorem 4.1. For every function f , there exist a randomized protocol for eliminatefk with complexity

max
{

n− 0.5 log k,
√

k log k
}

+ O(1) and error ε = 2−k/e, in which at least one of the parties gets the
output of the protocol.

Proof. We next describe a protocol with the desired complexity. In the first step of the protocol, Bob checks
if he has at least

√
k distinct inputs (among his k inputs). If so, both Alice and Bob treat the public random

string r as a sequence of blocks r1, r2, . . ., each of length n. If there exists i and j such that yi = rj ,
among the first 2n/

√
k blocks of r, Bob sends j to Alice. In this case, Alice computes σ` = 1 − f(x`, rj)

for 1 ≤ ` ≤ k and outputs (σ1, . . . , σk). If Bob cannot find such index, he sends 0 to Alice, who outputs
a random k-bit string. If Bob has less than

√
k distinct inputs, and Alice has at least

√
k distinct inputs,

they reverse roles. In this case, Bob gets the output. In both cases, the communication complexity is
O(1) + log(2n/

√
k) = n− 0.5 log k + O(1).

If both Alice and Bob have less than
√

k distinct input values (they discover this fact using O(1) com-
munication), then they do the following. Since Bob has less than

√
k values, Bob has a value that appears

more than
√

k times. Bob sends to Alice
√

k indices in which his inputs are the same. Since Alice has less
than

√
k values, there are two indices i, j among the indices that Bob sent such that xi = xj . Alice outputs

an arbitrary vector (σ1, . . . , σk) such that σi 6= σj which is always correct. In this case, the communication
complexity is

√
k log k + O(1).

To complete the analysis of the protocol, we bound the error probability for the cases that Bob (or Alice)
has at least

√
k distinct input values. The probability that yi 6= rj for all 1 ≤ i ≤ k and 1 ≤ j ≤ 2n/

√
k is
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less than (1− 1/2n)(
√

k2n/
√

k) ≤ 1/e. In this case, the protocol errs with probability 1/2k. If yi = rj then
the protocol never errs. Thus, the error probability of the protocol is 2−k/e.

Applying the above theorem to the inner-product function we get a protocol for k =
√

n instances whose
complexity is n−1/4 log n+O(1). In contrast, solving the instance requires n−O(1) bits. Thus, we show
a saving of O(log n) bits.

Notice that in the above protocol only one party gets the output of the protocol. Furthermore, the identity
of the party that gets the output depends on the inputs of the parties. That is, if Bob has at least

√
k distinct

inputs, Alice learns the outputs, and if only Alice has at least
√

k distinct inputs Bob learns the output.

4.2 Lower Bounds for Choose and Agree

Next we prove lower bounds for choosef1,f2 and agree f1, f2 in terms of the deterministic and non-
deterministic communication complexity of f1 and f2.

Theorem 4.2. D(choosef1,f2)≥min {D(f1),D(f2),max {N (f1),N (f2)}} for every two functions f1, f2.

Proof. Let P be a deterministic protocol for choosef1,f2 with complexity D(choosef1,f2). If there are
inputs x1, y1 such that P(x1, x2, y1, y2) = (2, f2(x2, y2)) for every x2, y2, then D(choosef1,f2) ≥ D(f2):
Given x2 and y2, the protocol for f2 executes P on x1, x2, y1, y2 and answers accordingly. Similarly, if
there are inputs x2, y2 such that P(x1, x2, y1, y2) = (1, f1(x1, y1)) for every x1, y1, thenD(choosef1,f2) ≥
D(f1).

Otherwise, the following is a non-deterministic protocol for f1: Given inputs x1 and y1, Alice and
Bob guess inputs x2 and y2 respectively and execute P on x1, x2, y1, y2. If the answer is an f1-answer,
Alice and Bob output it, otherwise they output “FAILURE”. It is guaranteed by the above that for every
x1, y1, there must be at least one pair x2, y2, such that P answers on x1, x2, y1, y2 according to f1. Hence,
D(choosef1,f2) ≥ N (f1). Similarly, in this case D(choosef1,f2) ≥ N (f2).

In particular, it follows that D(choosef1,f2) ≥ min {N (f1),N (f2)}. For most functions N (f) =
n − O(1), thus, for most functions, D(choosef1,f2) ≥ n − O(1). Next, we present a similar (but weaker)
lower bound on the complexity of agreef1,f2

using the non-deterministic communication complexity of f1

and f2.

Theorem 4.3. For every two functions f1, f2 : {0, 1}n × {0, 1}n → {0, 1},

D(agreef1,f2
) ≥ max

{
min

{N 1(f1),N 0(f2)
}

, min
{N 0(f1),N 1(f2)

}}− log(2n).

Proof. Let P be a deterministic protocol for agreef1,f2
whose complexity is D(agreef1,f2

). We construct
a non-deterministic protocol with communication complexity D(agreef1,f2

) + log(2n) either for proving
f1(x, y) = 0 or for proving f2(x, y) = 1. For the construction we need the following definition and
propositions.

Definition 4.4. Let S1⊆f−1
1 (0) and S2⊆f−1

2 (1). A pair of inputs (x2, y2) ∈ S2 is an f1-loser if

P(x1, x2, y1, y2) = 0

for at least |S1|/2 pairs (x1, y1) ∈ S1.

9



Intuitively, since f2(x2, y2) = 1, the fact that P(x1, x2, y1, y2) = 0 implies that f1(x1, y1) = 0. The
term “f1-loser” is given since when the protocol for agree gets a 0-instance and a 1-instance and outputs 0,
it can be viewed as if the 1-instance “lost”. Define a pair (x1, y1) ∈ S1 to be an f2-loser similarly.

Proposition 4.5. For every two sets S1⊆f−1
1 (0) and S2⊆f−1

2 (1), either there is a pair (x2, y2) ∈ S2 that
is an f1-loser or a pair (x1, y1) ∈ S1 that is an f2-loser.

Proof. Consider a matrix whose rows are labeled by elements of S1 and columns by elements of S2 and
the (x1, y1), (x2, y2) entry is the output of the protocol on x1, x2, y1, y2. If at least half of the entries of the
matrix are zero, then there exists a column in which at least half of the entries are 0. Otherwise, at least half
of the entries are one, and there is a row in which at least half of the entries are 1.

Proposition 4.6. Either there is a sequence of 2n pairs (x1, y1), . . . , (x2n, y2n) ∈ f−1
2 (1) s.t., for every

(x, y) ∈ f−1
1 (0), it holds that P(x, xi, y, yi) = 0 for at least one i, or there is a sequence of 2n pairs

(x1, y1), . . . , (x2n, y2n) ∈ f−1
1 (0) s.t., for every (x, y) ∈ f−1

2 (1), it holds that P(xi, x, yi, y) = 1 for at
least one i.

Proof. We apply Proposition 4.5 recursively, starting with S1 = f−1
1 (0) and S2 = f−1

2 (1), and stop when
one of the sets S1 or S2 has size smaller than 1 (i.e., size 0). In each step either the size of either S1 or
the size of S2 is reduced by at least a factor of 2, so the process terminates after at most 4n steps (since
|S1|, |S2| ≤ 22n). Furthermore, if we end with |S1| = 0, we only take the f1-losers and get a sequence of
size at most 2n. If we end with |S1| = 0, we get a sequence of at most 2n f2-losers.

We next complete the proof of Theorem 4.3. Assume that the first case of Proposition 4.6 holds. We
construct a non-deterministic protocol for proving that f1(x, y) = 0 (if the second case holds, we would
construct a non-deterministic protocol for proving f2(x, y) = 1). Let (x1, y1), . . . , (x2n, y2n) be the se-
quence guaranteed by Proposition 4.6. The first idea is, given inputs x, y to f1, to execute P(x, xi, y, yi)
for i = 1, . . . , 2n. If in at least one of the executions, the output of P is 0, then clearly f1(x, y) =
0. Furthermore, if f1(x, y) = 0, then at least one of the executions will return 0. This protocol ac-
tivates P 2n times, and is, thus, extremely inefficient. However, Alice can guess an index i such that
P(x, xi, y, yi) = 0, send it to Bob, and Alice and Bob execute P(x, xi, y, yi), and output 0 iff P out-
puts 0. Therefore, D(agreef1,f2

) + log 2n ≥ min
{N 0(f1),N 1(f2)

}
. Similarly, D(agreef1,f2

) + log 2n
≥ min

{N 1(f1),N 0(f2)
}

.

Theorem 4.3 does not rule out an exponential gap betweenD(agreef1,f2
) and min {D(f1),D(f2)}. For

the special case, agreef,f , Theorem 4.3 implies that the gap is at most a quadratic; i.e., D(agreef,f ) ≥
N (f) − log(2n) = Ω(

√
D(f)) − log(2n). This should be compared, on one hand, to choosef,f , which

is as hard as computing f and, on the other hand, to solving eliminatef,f , which is equal to solving
eliminatef2 . Furthermore, solving agreef,f is equivalent to solving f .

4.3 Lower Bounds for Randomized Protocols for Eliminate

We next prove a lower bound for eliminatefk using the randomized communication complexity of f .

Theorem 4.7. For every function f , and every ε < 1/2k, Rpub
ε (eliminatefk) ≥ Rpub

ε′ (f), where ε′ =
1
2 − 1/2−ε2k−1

2k−1
.
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Proof. We prove the lower bound using Theorem 2.7 – Yao’s min-max Theorem. Let µ be a distribution on
{0, 1}n × {0, 1}n such that Rpub

ε′ (f) = Dµ
ε′(f). We start with a randomized protocol P for eliminatefk

with complexityRε(eliminatefk). We construct a deterministic protocol P ′′ with the same complexity as
P such that the probability over the inputs, according to µ, that P ′′ solves f(x, y) correctly is at least 1− ε′.
Thus, Rε(eliminatefk) ≥ Dµ

ε′(f) = Rpub
ε′ (f). The construction of P ′′ is done in stages. We first define a

protocol P ′ and then use it to define P ′′.
For the construction of P ′′ we use constants q0, . . . , qk such that 1 = q0 ≥ q1 ≥ · · · ≥ qk =

ε. These constants will be specified later. We also use the following random variables Z1, . . . , Zk de-
fined as follows. We pick inputs x1, y1, . . ., xk, yk according to the distribution µk. We next execute
P(x1, . . . , xk, y1, . . . , yk); let (σ1, . . . , σk) be the output of P . Finally, for 1 ≤ i ≤ k, we define Zi = T if
σi = f(xi, yi) and Zi = F otherwise.

By the correctness of P ,
Pr[Z1 = · · · = Zk = T ] ≤ ε = qk,

where the probability is taken over the choice of the inputs according to the distribution µk and over the
randomness of P . Since Pr[Z1 = · · · = Zk = T ] =

∏k
i=1 Pr[Zi = T |Z1 = . . . = Zi−1 = T ], there must

be an index i, where 1 ≤ i ≤ k, such that Pr[Zi = T |Z1 = · · · = Zi−1 = T ] ≤ qi/qi−1. Let i be the
smallest such index. That is, Pr[Zj = T |Z1 = · · · = Zj−1 = T ] ≥ qj/qj−1 for 1 ≤ j ≤ i−1. In particular,

p
def= Pr[Z1 = · · · = Zi−1 = T ] ≥ (q1/q0) · (q2/q1) · . . . · (qi−1/qi−2) = qi−1.

Using this index i, we construct a randomized protocol P ′ computing f . Intuitively, P ′ will use the
fact that with a noticeable probability it can take the i-th output of P and negate it and obtain a correct
output for the i-th pair of inputs (assuming they are distributed according to µ). Formally, on input, x, y, the
protocol P ′ samples x1, y1, . . . , xi−1, yi−1, xi+1, yi+1, . . . , xk, yk according to µk−1 and gives these inputs
both to Alice and to Bob (we will see later how to implement this step without communication). Alice and
Bob execute P(~x, ~y), where ~x = (x1, . . . , xi−1, x, xi+1, . . . , xk) and ~y = (y1, . . . , yi−1, y, yi+1, . . . , yk);
let (σ1, . . . , σk) be the output of P . If σj = f(xj , yj) for 1 ≤ j ≤ i − 1, then Alice and Bob output σi.
Otherwise, Alice chooses a random bit b with uniform distribution and outputs this bit.

We next claim that if the inputs x, y are distributed according to µ, then the error of P ′ is at most ε′.
Protocol P ′ succeeds in two cases: (1) σj = f(xj , yj) for 1 ≤ j ≤ i − 1 and σi 6= f(x, y); by our choice
of i, this happens with probability at least p · (1− qi/qi−1) and (2) σj 6= f(xj , yj) for some 1 ≤ j ≤ i− 1
and b = f(x, y); this happens with probability 0.5(1 − p). All together the success probability of P ′ is
p · (1 − qi/qi−1) + 0.5(1 − p), where the probability is taken over the choice of the inputs x, y according
to the distribution µ, the choice of the other k − 1 pairs of inputs for P according to µk−1, the randomness
of P , and the choice of b. Since p ≥ qi−1 and by choosing qi, qi−1 such that qi/qi−1 ≤ 0.5, the success
probability is at least

qi−1 · (1− qi/qi−1) + 0.5(1− qi−1) = 0.5 + 0.5qi−1 − qi. (1)

We choose q0
def= 1 and qi

def= 2i−1
2i−1 ε′ − (1 − 1

2i−1 ) for 1 ≤ i ≤ k. Notice that 0.5 + 0.5qi−1 − qi = 1 − ε′

for 1 ≤ i ≤ k, and that qk = 2k−1
2k−1

(
1
2 − 1/2−ε2k−1

2k−1

)
− (1 − 1

2k−1 ) = ε. With our choice for qi and (1) we

have that qi/qi−1 = (2i−1−0.5)ε′−2i−2+0.5
2((2i−2−0.5)ε′−2i−3+0.5)

≤ 0.5 for ε′ ≤ 0.5, thus, the success probability of P ′ is at least
1− ε′.

Protocol P ′ is randomized and we want a deterministic protocol P ′′. Furthermore, we need to explain
how we can assume that Alice and Bob know all the other k − 1 pairs of inputs. The derandomization of
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P ′ is done using a simple averaging argument: there exists a random string for P ′ such that the success
probability of P ′ with this random string is at least 1 − ε′, where now the success probability is taken over
the choice of x, y according to µ. We fix such random string to obtain P ′′. As this random string contains
x1, y1, . . . , xi−1, yi−1, xi+1, yi+1, . . . , xk, yk, and P ′′ executes P ′ with the fixed random string, both Alice
and Bob know these inputs. Thus, as the communication complexity ofP ′′ is the same as the communication
complexity of P , the theorem follows.

Together with a simple protocol for eliminate, which solves one instance and guesses the other coordi-
nates, for ε < 1/2k.

Rpub
ε·2k−1(f) ≥ Rε(eliminatefk) ≥ Rpub

1/2− 1/2−ε2k−1

2k−1

(f) ≥ 2−O(k)Rpub
ε (f).

In other words, Rpub
ε (f) characterizes Rpub

ε (eliminatefk) up to a factor of 2O(k).

Corollary 4.8. Rε(eliminatefk) ≥ 2−O(k)Rε(f).

Using Newman’s Theorem [28] (see Theorem 2.8 in Section 2) we obtain the following for the private
randomness model,

Corollary 4.9. For every δ > 0,Rε(eliminatefk) ≥ Rε′+δ(f)−O(log n+k) where ε′ = 1
2 − 1/2−ε2k−1

2k−1
.

Corollary 4.10. Rpub
1/(2k+1)

(eliminatefk) ≥ n−O(k) for most function f : {0, 1}n × {0, 1}n → {0, 1}.

4.4 Lower Bounds for Deterministic Protocols for Eliminate

In this subsection we prove a lower bound for deterministic protocols for eliminate of functions with high
non-deterministic communication complexity.

Theorem 4.11. Let f : {0, 1}n × {0, 1}n → {0, 1}. For every p ∈ N,

D(eliminatef2) ≥ min
{
N (f)− log p− log n− 1,Rpub

1/p (f)
}

.

Before we continue, we compare Theorem 4.11 to Theorem 4.7. Both theorems relate the commu-
nication complexity of solving eliminate of f to the communication complexity of solving f . On one
hand, Theorem 4.7 is stronger since it applies also to randomized protocols and applies to any number of
instances, whereas Theorem 4.11 applies only to deterministic protocols and to two instances (i.e., f2). On
the other hand, Theorem 4.11 is stronger since for the lower bound it uses the complexity of computing
f by a randomized protocol with a small error, whereas in Theorem 4.7 the error is very close to 1/2. In
Corollary 4.13 the small error of Theorem 4.11 is used. We next prove Theorem 4.11. For this proof we
need the following definition.

Definition 4.12. Let f be Boolean function and P be a deterministic protocol for eliminatef2 . For a pair
(x0, y0) ∈ {0, 1}n × {0, 1}n, define CAND(x0, y0) as the set of all (x, y) ∈ {0, 1}n × {0, 1}n such that
P(x0, x, y0, y) = (b0, b) where b0 = f(x0, y0) and b 6= f(x, y).

Let p ∈ N and T ⊆ {0, 1}n × {0, 1}n. We say that (x0, y0) is a p-candidate for T if |CAND(x0, y0) ∩
T | ≥ |T |/p.
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Algorithm 1 candidates
Set T = {0, 1}n × {0, 1}n and Z = ∅
while there exist a string (x0, y0) ∈ {0, 1}n × {0, 1}n that is a p-candidate for T do

Choose such (x0, y0).
Set T = T \ CAND(x0, y0) and Z = Z ∪ {(x0, y0)}.

end while
Return Z.

Proof of Theorem 4.11. LetP be deterministic protocol for eliminatef2 with complexityD(eliminatef2).
In Algorithm 1 we construct a set Z of p-candidates for f . We have two cases for the set T at the end of
Algorithm 1.

T is empty. In this case we construct a non-deterministic protocol for f . Alice guesses some candidate
(x0, y0) from Z, and sends its index to Bob. They execute P(x0, x, y0, y) and get an answer (b0, b).
If the answer is b0 = f(x0, y0), then Alice and Bob return 1 − b. Otherwise, they output ∗. By the
definition of eliminate, if b0 = f(x0, y0), then b 6= f(x, y). Thus, if the protocol outputs 0 or 1,
then the output of the protocol is correct. Furthermore, since T is empty at the end of Algorithm 1,
for every x, y there must be at least one pair (x0, y0) ∈ Z such that b0 = f(x0, y0). Thus, this is a
non-deterministic protocol for f according to Remark 2.4.

By the construction of Z, the size of T decreases by at least |T |/p in each step, thus, after at most 2pn
steps

|T | ≤ 22n(1− 1/p)2pn ≤ 22ne−2n < 1.

Since the size of T is an integer, after at most 2pn steps |T | = 0. Thus, |Z| ≤ 2pn and the commu-
nication complexity of the non-deterministic protocol is log |Z| + D(eliminatef2) ≤ 1 + log n +
log p +D(eliminatef2).

T is non-empty. In this case we construct a randomized protocol for f in the public randomness model.
When Algorithm 1 terminates, for every (x0, y0) ∈ {0, 1}n × {0, 1}n for at least |T |(1− 1/p) of the
pairs (x, y) ∈ T protocol P on inputs (x0, x, y0, y) returns an output b0, b such that b0 6= f(x0, y0),
that is, f(x0, y0) = 1 − b0 and we can use such x, y to compute f(x0, y0). Formally, we construct
a protocol P ′ which on input x0, y0 picks with uniform distribution a pair (x, y) ∈ T as the public
randomness, executes P(x0, x, y0, y), gets an answer (b0, b), and outputs 1 − b0. The error of this
protocol is at most 1/p and the communication complexity is exactly D(eliminatef2).

Thus, from a deterministic protocol for eliminate we either construct a non-deterministic protocol with
communication complexityD(eliminatef2)−O(log p)−O(log n) or construct a randomized protocol with
error probability at most 1/p and communication complexity D(eliminatef2), and the theorem follows.

Corollary 4.13. Let f : {0, 1}n × {0, 1}n → {0, 1}n. If N (f) = Ω(n) then D(eliminatef2) = Ω(n).

Proof. Take p in Theorem 4.11 as 2N (f)/2. First, Rpub
1/p (f) = Rpub

2−O(n)(f). Let P be a randomized protocol

with error 2−O(n) and communication complexity Rpub
1/p (f). By executing P a constant number of times

and taking the majority answer, we get a protocol P ′ with error smaller than 2−2n and communication
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complexity O(Rpub
1/p (f)). Since there are 22n pairs of inputs for P ′ and its error is less than 2−2n, there

exists a (public) random string r such that P ′ with r is correct for every input. Thus,

Rpub
1/p (f) = Ω(D(f)) = Ω(N (f)) = Ω(n),

and
D(eliminatef2) ≥ min(Rpub

2−N (f)/2(f),N (f)− log n− log 2N (f)/2 − 1) = Ω(n).

Example 4.14. Consider the equality function EQ, where EQ(x, y) = 1 iff x = y for x, y ∈ {0, 1}n. It is
known that N (EQ) ≥ n, thus D(eliminateEQ2) = Ω(n). This reproves a result of [2]. As Rpub

1/4 (EQ) =
O(1), the lower bound for D(eliminateEQ2) cannot be proved via Theorem 4.7.

4.5 Lower Bounds for One-way Communication Complexity of Choose

We end this section with a lower bound on the one-way deterministic communication complexity of choose.

Lemma 4.15. D1(choosef1,f2) = min {D1(f1), D1(f2)}, where D1(f) is the complexity of a protocol in
which Alice sends one message to Bob who outputs the protocol’s output.

Proof. Let P be a 1 round protocol for choosef1,f2 with complexity c = D1(choosef1,f2). Let x1, x2 and
y1, y2 be the inputs of Alice and Bob respectively. W.l.o.g., P proceeds in the following way: (i) Alice
computes m ← P1(x1, x2) where |P1(x1, x2)| ≤ c and sends it to Bob. (ii) Bob computes P2(m, y1, y2)
and outputs (i, fi(xi, yi)) for some i ∈ {1, 2}.

We say that P is f1-friendly, if the following predicate is satisfied:

∀x1∃x2∀y1∃y2 : P(x1, x2, y1, y2) = (1, f1(x1, y1)). (2)

Informally, it asserts that for every input x1 of Alice, there exists an input x2, that enables Bob, no matter
what input he holds y1, to come up with an input y2 that will make P answer according to f1(x1, y1).

Suppose P is f1-friendly. The following is a 1 round, c-bit protocol for f1: (i) On input x1, Alice finds
x2 as promised by (2)), and sends m ← P1(x1, x2) to Bob. (ii) Given his input y1, and m, Bob finds some
y2 such that P2(m, y1, y2) = (1, b). Bob outputs f1(x1, y1) = b.

We claim that f1(x1, y1) = b, since (1, b) is the (correct) output that Bob returns when Alice holds
x1, x2 and Bob holds y1, y2.

We are left with the case where P is not f1-friendly. In this case it hold that

∃x1∀x2∃y1∀y2 : P(x1, x2, y1, y2) = (2, f2(x2, y2)). (3)

This implies that
∀x2∃x1∀y2∃y1 : P(x1, x2, y1, y2) = (2, f2(x2, y2)), (4)

which in turn shows that P is f2-friendly, and ,thus, there is an appropriate protocol for f2.
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5 Eliminate and R-Eliminate of Specific Functions

We consider the r-eliminate task, where Alice gets a sequence of inputs x1, . . . , xk and Bob gets a single
input y, and their goal is to compute some impossible outcome for f(x1, y), . . . , f(xk, y). In this model, we
have the largest gap possible between D(f) and D(r-eliminatef2).

Example 5.1. Consider the equality function defined Example 4.14. is known that D(EQ) = n. However,
D(r-eliminateEQ2) = O(1): if x1 = x2, Alice outputs (0, 1) (if x1 = y then so is x2). Otherwise, if
x1 6= x2, Alice outputs (1, 1) (since x1, x2 cannot both equal y). By [2], D(eliminateEQk) = Ω(n), thus,
we also get the largest possible separation between r-eliminate and eliminate.

Eliminate vs. R-Eliminate. We next identify a simple property of functions that enables proving that the
communication complexity of r-eliminate and eliminate can differ by a factor of at most 1/k for these
functions.

Definition 5.2. A function f : {0, 1}n×{0, 1}n → {0, 1} is padable with respect to a function g : {0, 1}m×
{0, 1}m → {0, 1}, where m > n, if there exists a value b ∈ {0, 1} such that f(x, y) = g(bi ◦x◦bm−n−i, a◦
y ◦ a′) for every i ≤ m− n, every x, y ∈ {0, 1}n, and every a ∈ {0, 1}i, a′ ∈ {0, 1}m−n−i.

The functions disjointness and inner-product (defined below) are padable with respect to themselves (by
taking b = 0).

Lemma 5.3. If a function f : {0, 1}n × {0, 1}n → {0, 1} is padable with respect to g : {0, 1}nk ×
{0, 1}nk → {0, 1}, then D(r-eliminategk) ≥ D(eliminatefk); this remains true for the randomized
complexity, i.e., Rε(r- eliminategk) ≥ Rε(eliminatefk).

Proof. Let x1, . . . , xk ∈ {0, 1}n and y1, . . . , yk ∈ {0, 1}n be the inputs of Alice and Bob (respectively)
for eliminatefk . Let y′ = y1 ◦ · · · ◦ yk. As f is padable with respect to g (with some b), we can pad
each input xi of Alice to get x′i = bn(i−1)xib

n(k−i) (of length nk). We execute an optimal deterministic
protocol for r-eliminategk on inputs (x′1, . . . x′k, y

′), and let τ be the answer of the eliminate protocol.
Since f is padable with respect to g, we have f(xi, yi) = g(x′i, y

′) and the answer τ is a possible answer for
eliminatefk(x1, . . . , xk, y1, . . . , yk) as well. Hence, D(eliminatefk) ≤ D(r-eliminategk). The same
reduction applies for the randomized case.

5.1 R-Eliminate for the Disjointness Function

Let DISJ denote the disjointness function, namely DISJ(S, T ) = 1 iff S ∩T = ∅ for S, T ⊆ [n] (the inputs
sets S, T are represented by their n-bit characteristic vectors). In Theorem 5.4, we describe an efficient
protocol for r-eliminateDISJk . We start with an example. Assume that k > n, the inputs of Alice are sets
S1, . . . , Sk, and the input of Bob is a set T . In this case, there must be a set Sj such that Sj ⊆ ∪i6=jSi (since
at most n < k sets contain unique elements); hence, it is not possible that Sj ∩ T 6= ∅ while Si ∩ T = ∅
for every i 6= j. Thus, Alice can eliminate without any communication the vector whose j-th coordinate is
0 and is 1 elsewhere. We generalize this idea for the case k ≤ n.

Theorem 5.4. D(r-eliminateDISJk) = O(n
k · log k).

Proof. Let S1, . . . , Sk be the inputs of Alice and T be the input of Bob. For 1 ≤ i ≤ k define Ai
def=

Si \ ∪i6=jSj ; that is, Ai contains the elements that appear only in Si. Let Aj be a smallest set among
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A1, . . . , Ak; that is, |Aj | ≤ |Ai| for 1 ≤ i ≤ k. Since A1, . . . , Ak are disjoint, |Aj | ≤ n/k. To solve
r-eliminateDISJk , Alice sends the set Aj to Bob. Bob computes DISJ(Aj , T ) and sends the answer to
Alice. Alice computes the output as follows: If DISJ(Aj , T ) = 0, then Aj intersects T , and, in partic-
ular, Sj intersects T . Therefore, in this case, Alice may return any vector whose j-th coordinate is 1. If
DISJ(Aj , T ) = 1, then either Sj and T are disjoint, or Sj \ Aj intersects T , and therefore Si intersects T
for at least one i 6= j (since any element in Sj \ Aj belongs to some Si). Therefore, the vector whose j-th
coordinate is 0 and all other coordinates are 1 is not possible and Alice outputs this vector.

The number of sets of size at most n/k is at most (ek)n/k. Therefore, communicating the set Aj requires
at most n/k log(ek) ≤ (n/k)(log k + 2) bits.

Remark 5.5. For k = n − O(1), the complexity of the above protocol is O(log n). We can improve it
to O(1) in this case. More precisely, we show that D(r-eliminateDISJk) ≤ max {n− k + 2, 0}. Define
A1, . . . , Ak as in the proof of Theorem 5.4. Let AJ be the set for which the greatest element in the set is the
least, that is, maxAj ≤ maxAi for every i 6= j (where maxA is the maximal element in A). Since the sets
A1, . . . , Ak are disjoint, Aj’s greatest element is less or equal to n − k + 1. Alice sends Aj to Bob using
its characteristic vector of length n− k + 1, and Bob sends DISJ(Aj , T ) to Alice. If Aj and T are disjoint
Alice outputs a k length vector with 1 in the j-th index and 0 elsewhere, otherwise Alice outputs 1k. The
answers are correct as explained before.

Ambainis et al. [2] showed that D(eliminateDISJk) = Ω(n). Using the fact that DISJ with n/k-
bit inputs is padable with respect to DISJ with n-bit inputs and Lemma 5.3, we obtain a lower bound
on the complexity of r-eliminate of disjointness, that is, D(r-eliminateDISJk) = Ω(n/k). In particular,
we deduce that the protocol of Theorem 5.4 is optimal up to factor of log k for deterministic protocols.
Theorem 4.7 and Lemma 5.3, together with the fact that Rpub

ε (DISJ) = Ω(n) [21, 33, 4], imply the lower
bound Rε(r- eliminateDISJk) = n/2O(k) for ε < 1/2k+1.

5.2 R-Eliminate for the Inner Product function

Let IP : {0, 1}n×{0, 1}n → {0, 1} be the inner product mod 2 function, i.e., IP(x, y) = x[1] · y[1]⊕ . . .⊕
x[n] · y[n], where x[i] and y[i] are the i-th bits of x and y respectively. We show that some small saving is
possible for r-eliminate of IP; namely, D(r-eliminateIPk) ≤ max {n− k + 2, 0}. In our protocol we
use the following observation.

IP (x1 + x2, y) = IP(x1, y)⊕ IP(x2, y), (5)

where the sum is over (F2)n.

Theorem 5.6. D(r-eliminateIPk) ≤ max {n− k + 2, 0}.

Proof. Let x1, . . . , xk be the inputs of Alice and y be the input of Bob. If n ≤ k − 1, the k inputs of Alice,
considered as vectors in (F2)n, are linearly dependent over F2. By Equation (5), there exist a set I ⊆ [k]
such that

∑
i∈I IP(xi, y) = IP(

∑
i∈I xi, y) = 0. Thus, Alice may output a vector with 1 in one coordinate

in I and 0 elsewhere. This is a correct answer for r-eliminateIPk , without any communication.
Next we generalize this idea for the case n > k − 1. Now, Bob sends to Alice the n − k + 1 last bits

of y, denoted as y[k,...,n]. Alice takes the k− 1 length prefixes of the vectors x1, . . . , xk, denoted x′1, . . . , x
′
k

respectively; by the same arguments as above there exists a set I ⊆ [k] of indices such that
∑

i∈I x′i = 0k−1.
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Alice computes IP(
∑

i∈I xi[k, . . . , n], y[k, . . . , n]) = α. Observe that

∑

i∈I

IP(xi, y) = IP(
∑

i∈I

x′i, y[1, k − 1]) + IP(
∑

i∈I

xi[k, . . . , n], y[k, . . . , n]) = α.

Alice outputs a vector where for some i ∈ I, σi = α and, σj = 0 for every j 6= i. In this vector∑
i∈I IP(xi, y) = α, thus, Alice’s output is a correct answer for eliminate.

We next prove a lower bound on the randomized communication complexity of eliminateIPk . Specif-
ically, we prove that Rδ(eliminateIPk) ≥ n−O(k), for δ < 1

4k·22k . This improves over a lower bound of
n/(2O(k) log n log log n) from [2]. Notice that for k ≥ log n their bound is Ω(1), while even for k = o(n)
our bound is Ω(n). The lower bound for IP can also be obtained from Theorem 4.7; we present the proof
below since we believe that its ideas might be of interest.

Theorem 5.7. Rδ(eliminateIPk) ≥ n−O(k), for δ < 1/(4k3/22k + 2).

Proof. We will show that if there is a δ-error protocol P for eliminateIPk with complexity less than
n−O(k), then for some ε there is a randomized protocol for IP on inputs of length nk with error less than
1/2 − ε with complexity less than nk − log O(1/ε) contradicting the known lower bound for IP. Given
x, y ∈ {0, 1}nk, the protocol for IP(x, y), denoted P ′, proceeds as follows:

1. Let x = x1, . . . , xk and y = y1, . . . , yk, where |xi| = |yi| = |n|. Alice and Bob execute the protocol
P for eliminateIPk on (x1, . . . , xk, y1, . . . , yk). Let (σ1, . . . , σk) be the output of P . Denote αi =
σi for 1 ≤ i ≤ k (with probability at least 1− δ, IP(xi, yi) = αi for at least one i).

2. Alice chooses uniformly at random an index 1 ≤ j ≤ k and sends j and x1, . . . , xj−1, xj+1, . . . , xk

to Bob.

3. Bob computes βi = IP(xi, yi), for every i ∈ {1, . . . , k} \ {j}, computes a = ⊕i6=jβi, c =
| {i 6= j : αi = βi} |, and computes the protocol’s output as follows:

• if c = 0 (that is, αi 6= βi for every i ∈ {1, . . . , k} \ {j}), the output is a⊕ αj (in this case if P
returns a correct output, then it must be that αj = βj and the output of P ′ is correct).

• if c > 0, then with probability 1/2 + εc the output is a⊕ αj and with probability 1/2− εc it is
a⊕ αj , where εc will be determined later.

We analyze the success probability of the protocol P ′. First, assume that P never errs. We will later
remove this assumption. Let m = | {i : αi = IP(xi, yi)} |; that is, m is the number of correct values among
α1, . . . , αk.

The case m = 1: If Alice chooses the unique j such that αj = IP(xj , yj), then c = 0 and P ′ always
succeeds. If Alice chooses any other j, then αj 6= IP(xj , yj) and c = 1, and so the protocol P ′ succeeds
with probability 1/2− ε1. All together, the success probability, in this case, is:

1
k

+
k − 1

k

(
1
2
− ε1

)
≥ 1

2
+

1
2k
− ε1.
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The case 2 ≤ m ≤ k: If Alice chooses an index j such that αj = IP(xj , yj) (this happens with probability
m/k), then c = m − 1 and Bob outputs the correct value (i.e., a ⊕ αj) with probability 1/2 + εm−1. If
Alice chooses j such that αj 6= IP(xj , yj) (this happens with probability (1−m/k)), then c = m and Bob
outputs the correct value (i.e., a ⊕ αj) with probability 1/2 − εm. All together, the success probability, in
this case, is

m

k

(
1
2

+ εm−1

)
+

(
1− m

k

)(
1
2
− εm

)
=

1
2

+
m

k
εm−1 − k −m

k
εm.

Set εm = 1/(4
(

k
m

)
). Thus, for 2 ≤ m ≤ k, the success probability is:

1
2

+
1
k

(
m

4
(

k
m−1

) − k −m

4
(

k
m

)
)

=
1
2

+
1

4k
(

k
m

) .

For m = 1, the success probability is greater than 1/2 + 1/(4k). All together, P ′ succeeds with probability
greater than 1/2 + 1

4k( k
k/2)

≥ 1/2 + 1/(4k3/22k) (since
(

k
k/2

) ≤ 2k/k1/2).

Next, assume that P errs with probability (at most) δ. In the worst case, P ′ fails whenever P fails.
The success probability of P ′ is, therefore, at least (1 − δ) · (1/2 + 1/(4k3/22k)). Assuming that δ ≤
1/(4k3/22k + 2), the success probability of P ′ is at least 1/2 + 1/(8k22k).

The communication complexity of P ′ is the communication complexity of P on inputs of length n, plus
(1 − 1/k)nk + log k. By [27, Exercise 3.30], the communication complexity of IP with error 1/2 − ε on
inputs of length nk is at least nk−O(log 1/ε). Thus, we getRδ(eliminateIPk)+(1−1/k) ·nk+log k ≥
nk −O(k), which implies that Rδ(eliminateIPk) ≥ n−O(k).

As IP with n/k-bit inputs is padable with respect to IP with n-bit inputs (using b = 0 in Definition 5.2),
by Lemma 5.3 we get:

Corollary 5.8. Rδ(r- eliminateIPk) ≥ n
k −O(1) for every δ < 1/(4k3/22k + 2).

We know that R1/2k(eliminateIPk) = O(1). Thus, the error that we allow in Theorem 5.7 (and
Corollary 5.8) is nearly optimal.

5.3 Eliminate of Most Functions

We prove that, for most functions f , r-eliminate of two instances cannot be solved efficiently; i.e., we
prove that, for most functions, D(r-eliminatef2) ≥ n − 5. In other words, for most functions the trivial
protocol where Bob sends y to Alice is nearly optimal.

Theorem 5.9. D(r-eliminatef2) ≤ n−5 for a fraction of at most 2−2n−1/10 of the functions f : {0, 1}n×
{0, 1}n → {0, 1}.

Proof. We prove the theorem by counting arguments, that is, we give an upper bound on the number of
functions that can have an efficient protocol for r-eliminatef2 .

Given a protocol for r-eliminate, we consider the following 2n−1 × 2n table. The rows of the table
are labeled by pairs of inputs of Alice of the form (0x, 1x) where x ∈ {0, 1}n−1, and the columns of the
table are labeled by inputs y ∈ {0, 1}n of Bob. The entry (0x, 1x), y of the table is the output (σ1, σ2) of
the protocol when Alice has the pair (0x, 1x) and Bob has the input y.
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We will show that the number of different tables that can be computed by a protocol of length s is
at most 22s+n+1

. Then, we prove that each such table is a correct table of r-eliminatef2 for at most
√

3
22n

< 20.6·22n
functions. Thus, there is a protocol with complexity s solving r-eliminatef2 for at most

20.6·22n · 22s+n+1
functions. As there are 222n

functions, most functions do not have a small protocol solving
eliminate.

We next count the number of tables that can be computed by a protocol of complexity s, for a given
s ≤ n. Recall that a protocol for eliminate is a labeled tree of depth s, where every leaf is labeled by an
output (σ1, σ2), and every internal node is labeled by either a function from X to {0, 1} or by a function
from Y to {0, 1}. For a protocol of complexity s, there are at most 2s leaves, and for each leaf there are
4 labels. Furthermore, there are at most 2s − 1 internal nodes and for each node there are 2 · 22n

possible
labels. Thus, there are at most 42s · (22n+1

)2
s−1 ≤ 22s+n+1

protocols with complexity s.
We next show that each such table of size 2n−1 × 2n is correct for r-eliminatef2 for at most 322n−1

functions: Every value (σ1, σ2) for the entry (0x, 1x), y implies that either f(0x, y) 6= σ1 or f(1x, y) 6= σ2,
that is, there are only 3 options for the value of f on these inputs. Notice that, by the way we defined the
table, every value of f affects the table in one entry. All together there are 32(2n−1)

functions consistent with
the table.

Thus, there is a protocol with length s solving r-eliminatef2 for at most 322n−1 · 22n+s+1
functions.

As there are 222n
functions, most functions do not have a small protocol solving eliminate. More precisely,

we calculate the fraction, denoted p, of functions with protocols of complexity s.

p ≤ 22s·2n+1 · 322n−1

222n .

This implies that

log p ≤ 2n+1(2s + log 3 · 2n−2 − 2n−1)
≤ 2n+1(2s − 0.42 · 2n−2).

For s ≤ n− 5 the value of log p is negative (that is, p < 1), and we get that the fraction of functions which
can have a protocol with complexity less than n− 5 is at most 2−22n−1/10.

6 Decision Trees and Karchmer-Wigderson Games

In this section we consider the decision tree size of eliminatef1,f2 and the circuit depth of agreef1,f2
. It

is straight forward to define choose, agree, and eliminate in these computational models. We show that no
saving can be obtained for decision trees in solving choose, agree, or eliminate in comparison to solving one
of the original functions. We denote by T (R) the depth of the shallowest decision tree solving a relation R.

The following lemma is stated for two functions; however, it can easily be generalized to k ≥ 2 in-
stances.

Lemma 6.1. For every f1, f2 : {0, 1}n → {0, 1}

T (choosef1,f2) = T (agreef1,f2
) = T (eliminatef1,f2) = min {T (f1), T (f2)} .

Proof. It is enough to prove the lemma for eliminate. Let T be a decision tree for eliminatef1,f2 . Let v
be a node in T , the set X (respectively, Y ) be the set of inputs of f1 (respectively, f2) that reach v, and d be
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the depth of the decision tree rooted at v. If there is a decision tree of depth d that computes f1 correctly on
X , then we say that v is an f1-node. If there is a decision tree of depth d that computes f2 correctly on Y ,
then we say that v is an f2-node. We prove by induction that every node in T is an f1-node or an f2-node
(or both). Thus, the induction hypothesis is true for the root of T and the results follows.

Base case. Let L be a leaf of T . If L is labeled by an output (σ1, σ2), then at least one of the following
must be true: (i) f1(x) 6= σ1 for all x ∈ X , or (ii) f2(y) 6= σ2 for all y ∈ Y . Otherwise there are inputs
x ∈ X and y ∈ Y such that f1(x) = σ1, f2(y) = σ2, but T answers (σ1, σ2) on (x, y). Hence, in case (i)
there is a depth 1 decision tree that computes f1 on X (the trivial σ1 tree) and in case (ii) for f2.

Induction step. Let v be a node of T such that the tree rooted at v is of depth d + 1. Let v1 and v2 be the
children of v (which are of depth d or less). Suppose, w.l.o.g., that v is labeled by a variable xi (that is, it
depends on the input x and not y). There are two cases to handle: (i) Both v1 and v2 are f1-nodes. Let X1

and X2 be the sets of f1-inputs that reach v1 and v2 respectively, that is, X = X1 ∪X2. Let T1 and T2 be the
decision trees promised by the induction hypothesis for v1 and v2. Then the tree with an xi label in the root,
and T1 and T2 as subtrees, computes f1 correctly on X , and v is an f1-node. (ii) At least one of v1 and v2

(w.l.o.g., v1) is an f2-node. In this case let T1 be the tree promised by the induction hypothesis on v1, let Y1

be the set of f2 inputs that reaches v1. As v is labeled by xi, we infer that Y = Y1 and, thus, T1 computes f2

correctly on Y and v is labeled by f2. This concludes the proof.

Karchmer and Wigderson showed a tight connection between the circuit depth, denoted d(f), of a func-
tion f and the deterministic communication complexity of a related relation Rf . We next extend their
result to circuits solving agreef1,f2

. We show that the depth of a circuit solving agreef1,f2
is equal to the

communication complexity of chooseRf1
,Rf2

.

Definition 6.2 (Relation of a Function [24]). Let f : {0, 1}n → {0, 1} be a Boolean function. We associate
the following relation with f :

Rf =
{〈x, y, i〉 : x ∈ f−1(1), y ∈ f−1(0), xi 6= yi

}
.

In the communication complexity game related with Rf , defined by Karchmer and Wigderson, Alice
gets x ∈ f−1(1), Bob gets y ∈ f−1(0), and their goal is to output i such that 〈x, y, i〉 ∈ Rf , i.e., xi 6= yi.
As explained above, Karchmer and Wigderson [24] proved that d(f) = D(Rf ). We next extend this result.

Lemma 6.3. Let f1, f2 : {0, 1}n → {0, 1} be Boolean functions. Then

d(agreef1,f2
) = D(chooseRf1

,Rf2
).

Lemma 6.3 is a special case of the following theorem, which is a generalization of the characterization
of Karchmer and Wigderson. Let X, Y ⊂ {0, 1}n be two disjoint sets. Let d(X, Y ) be the depth of the
shallowest circuit that gives 1 for every n-bit string in X and 0 for every n-bit string in Y . (In other words,
this is the complexity of the partial function that is defined over X ∪ Y .) Let RX,Y be the relation defined
as follows: Alice gets x ∈ X , Bob gets y ∈ Y , and the goal is to find a coordinate i such that xi 6= yi (note
that such i always exists).

Theorem 6.4 (Generalized Karchmer Wigderson Theorem). D(RX,Y ) = d(X, Y ).
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Proof. We first prove that d(X,Y ) ≥ D(RX,Y ). Consider a circuit with depth d = d(X,Y ) that computes
some function h that gives the value 1 on X , the value 0 on Y , and arbitrary values elsewhere. Let Rh be the
corresponding relation. Then, there is a protocol for Rh with communication complexity d and this protocol,
in particular, solves RX,Y (which is the same relation on a sub-domain), and, thus, d(X,Y ) ≥ D(RX,Y ).

We next prove that d(X, Y ) ≤ D(RX,Y ). Given a protocol, described by a tree, for RX,Y construct a
circuit by replacing each of Alice nodes in the tree by an OR gate and each node of Bob by an AND gate. If
a leaf L is labeled by output i, replace it by xi if all x ∈ XL have 1 in the i-th coordinate and replace it by
xi if all x ∈ XL have 0 in the i-th coordinate (one of these cases must hold).

We next prove by induction that C accepts all inputs in X and rejects all inputs in Y . The induction
hypothesis is as follows: let v be a gate in the circuit, and denote by Cv the sub-circuit computed by the
circuit rooted at v. We say that an input x reaches a node v in the communication tree if there is some y ∈ Y
such that (x, y) reach the node. Similar definition applies to y ∈ Y , i.e., there exist x ∈ X such that (x, y)
reach the node. Let z an input that reaches the node related to v in the communication tree of the protocol.
We need to prove that, on one hand, if z ∈ X , then Cv accepts z, and on the other hand, if z ∈ Y then Cv

rejects z.

Base case. Let L be a leaf in the protocol. W.l.o.g., L is labeled by i and the corresponding leaf in the
circuit is labeled by xi. Let z be an input that reaches L such that z ∈ X . Then zi = 1 otherwise z would
not have reached this leaf. Thus, CL accepts x. On the other hand, if z ∈ Y , then zi = 0, and, thus, Cv

rejects z. The proof for xi is similar.

Induction step. let v be a gate, v1 and v2 its inputs gates, and Cv1 , Cv2 be the sub-circuits that satisfy the
induction hypothesis.

Assume v is an OR gate. This is an Alice step, and, thus, this step of the protocol only depends on
inputs x such that x ∈ X . Let x ∈ X be an input that reaches the communication node related to v. Then x
reaches either v1 or v2 in the protocol. Suppose, w.l.o.g., that it reaches v1. By the induction hypothesis Cv1

accepts x, and, thus, the OR gate Cv accepts x. Suppose that y ∈ Y reaches v. Then y reaches both v1 and
v2, as v does not depend on such inputs. Therefore, by the induction hypothesis, both Cv1 and Cv2 reject y
and, thus, Cv rejects y.

Now, assume v is an AND gate. This is a Bob step, and, thus, this step of the protocol only depends on
inputs y such that y ∈ Y . Let y ∈ Y be an input that reaches the communication node related to v. Then y
reaches either v1 or v2 in the protocol. Suppose, w.l.o.g., that it reaches v1. By the induction hypothesis Cv1

rejects y, and, thus, Cv rejects y. Suppose that x ∈ X reaches v. Then x reaches both v1 and v2, as v does
not depend on such inputs. Therefore, by the induction hypothesis, both Cv1 and Cv2 accept x and, thus, the
AND gate Cv accepts x.

In order to prove Lemma 6.3 from Theorem 6.4, take

X = {(x1, x2) : f1(x1) = f2(x2) = 1} , and Y = {(y1, y2) : f1(y1) = f2(y2) = 0} .

Note that X ∩ Y = ∅, agreef1,f2
(x1, x2) = 1 for every x1, x2 ∈ X , agreef1,f2

(y1, y2) = 0 for every
y1, y2 ∈ Y (and agreef1,f2

can return any value on any other pair of inputs). Thus, agreef1,f2
= RX,Y .
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